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Mot s6 dé thi Al c6 phan 1y thuyét: khong can code, chi can 16i giai viét ra kiém

duoc ting bude. Vi du: mdt bd phat hién bai nop c6 16i “phat hién dugc 90% bai
16i"; viy mot bai bi canh bao c6 xac suat 16i 90% khong? Khong nhat thiét, va

phai dung cong thirc Bayes dé giai thich.

Bai nay luyén cac dang bai ly thuyét vé xac suat, dai s6 tuyén tinh, t6i uu, kién tric mang

va danh gia model; m6i muc co vi du giai tay va mot doan code ngan dé ddi chiéu.

MUC TIEU

« Trinh bay loi giai ly thuyét rd rang, tung budéc.
- Giai bai vé Bayes, ky vong, log-loss.
+ Kiém shape phép nhan ma tran; tinh gradient bing quy tic chudi.

« Tinh s6 tham so ctia convolution va attention.

Mot 16i gidi can cho ngudi doc kiém dugc

Trong CP, chirtng minh thudt toan thudng cé invariant va do phtc tap. Véi Al, 16i gii
cting can mot duong kiém tra: dé cho gi, md hinh gia dinh gi, dung dinh nghia nao va két
qua co ¥ nghia gi. Ching han “p = 0.9” chua di; phai néi day 1a P(canh béo | ¢6 16i) hay
P(c6 161 | canh bao).

Ta dung quy trinh bon budéc:

1. Xac dinh dai lugng can tra 16i, khong tinh ngay s6 dé c6 nhat.

2. Viét ky hiéu cuing mién gia tri, shape hoic don vi.

3. Bién d6i cong thirc trude khi thé s6, dé ngusi doc nhan ra phép tinh dung dinh nghia
nao.

4. Kiém bang mot trudng hgp nho hoac code doc 1ap, roi dién giai két qua.
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Code la cong cu doi chi€u; dong True khong thay thé 16i giai thich vi sao.

Hai chiéu ctia viéc kiém khong can nhau. Mot khang dinh “v6i moi w” khong duge ching
minh bing hitu han lan chay, du nhiéu dén dau. Ngugc lai, mdt phan vi du nho, chay

ding, da dé bac bd nod.

HOI NHANH
Dé yéu cau ching minh MSE £ Y. (4 — y;)? khong 4m v6i moi w. Mot ban chay

1000 bo w ngau nhién va thay loss luon tir 0 trd 1én. Phan nay co gia tri gi?
Pu 1a mét chiing minh, vi 1000 bé da la rat nhiéu
Chi 1a kiém tra, van can |ap luan rdng binh phuong khéng am
Vé ich, vi bai viét khéng cham phan chay code

Pu, néu cac bd w phu ca s6 am I&n sé duang

Xac suat: diéu kién nam & phia nao?

Gia stt mot tap kiém c6 dang 1000 bai ndp: 20 bai c6 16i va 980 bai khong 16i. Detector
canh bao 18 trong 20 bai 16i, ddng thoi canh bao nham 98 trong 980 bai sach.
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SoSSaaaaaaaaEEEEES R
@ 16i, bi canh bao: 18

11, bi sot: 2
sach, canh bao nham: 98

sach: 882

P(16i | cdnh bao)
= 18 / 116 = 0.155

Trong 116 canh bao chi c6 18 bai that su 16i.

Chon ngau nhién déu mdt bai trong tip nay. Goi B 1a bién cd “bai c6 161", F' 1a “bi canh
bao”. Ta c6 P(B) = 20/1000 = 0.02, P(F | B) = 18/20 = 0.9 vd P(F | ~B) = 98/980 =

0.1. Bayes dao chiéu diéu kién:

P(F | B)P(B)

P(B|F) = IL(F)

Mau s6 dung total probability:
P(F) = P(F | B)P(B) + P(F | ~B)P(~B) = 0.018 + 0.098 = 0.116.

Vay P(B | F) = 0.018/0.116 = 18/116 ~ 0.1552, chi khoang 15.5%. Khi 16i hiém, mot ti
1é bao nham nho trén nhém sach 16n van sinh nhiéu canh bao hon nhom 16i. Khong cd

mau thuan véi recall 90%; hai cau hoi dung hai tdp lam mau sé khac nhau. Recall va ti 1€
bao nham la tinh chat cta detector; P(B | F') con phu thudc ti1é 16i P(B) ctia noi dem

detector ra dung.

B& phan loai Bayes chon 16p c6 xac suat hau nghiém 16n nhat; khéng cé dic trung nao

thi chi con tién nghiém, nén véi hai 16p chi€m 2/3 va 1/3 ta doan 16p dong.

Python

import numpy as np

tp, fn, fp, tn = 18, 2, 98, 882
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total = tp + fn + fp + tn

prior = (tp + fn) / total

sensitivity = tp / (tp + fn)

false_alarm_rate = fp / (fp + tn)

alarm_probability = sensitivity * prior + false_alarm_rate * (1 - prior)
posterior = sensitivity * prior / alarm_probability
print(f"P(16i)={prior:.4f}, P(canh bdo)={alarm_probability:.4f}")
print(f"P(18i | canh b&o)={posterior:.4f}")

assert np.isclose(posterior, tp / (tp + fp))

KET QUA

P(16i)=0.0200, P(cdnh b&o)=0.1160
P(16i | canh b&o)=0.1552

Mudn nhén hai xac suat cho hai thudc tinh, phai kiém diéu kién doc 14p tuong ing. Cong
thirc ludn dung la P(A N B) = P(A | B)P(B); chi khi doc 1ap méi déi thanh P(A)P(B).
Mot feature xudt hién nhiéu trong bai 161 khong tu dong doc 1ap véi feature khac, cling

khong chiitng minh quan hé nhan qua.

Vai phép dém co béan: xtc xic can d6i ra mat tir 5 tré 1én o xac sudt 2/6; xac sudt co
diéu kién chi dém trong nhom diéu kién, nén 16p c6 12 ban ni, 3 ban nir deo kinh cho
P(kinh | ntt) = 3/12.

Naive Bayes (bai 6.1) dung dtng gia dinh doc lap khi da biét 16p, nén chi uéc lugng tung
P(z; | y): d dic trung nhi phan, hai 16p can 2d + 1 tham sd. Néu khong c6 gia dinh nay,
ta phai dém moi to hgp, ma t6 hgp dt n tir khoa ctia mot thu méi thuong khong co thu
nao trong train. Cai gia: nhan doi mot cot thi bing ching ay bi dém hai lan va xac suat

thanh qua tu tin.
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HOI NHANH
Goi B 1a bai c6 16i, F' la bai bi canh bao. Trong 20 bai da biét la c6 16i, c6 18 bai dugc
canh bao. Ti1é 18/20 u6c lugng xac suit nao?

P(BNF)

P(B | F)

P(F | B)

P(F) trén moi bai

HOI NHANH
Gilt nguyén detector, bat dugc 90% bai 16i va bao nham 10% bai sach. Pem diing &
mot 16p ma mot nita s6 bai c6 16i. O 16p ndy, mot bai bi cAnh bao c6 15i véi xac suit
bao nhiéu?

0.9

0.5

0.45

0.1552
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P(16i | canh bao)

recall 0.9

0.02 0.25 0.5 0.75 1
ti 1& bai 16 P(B)

Ti 1& 16i cang thap, phan canh bao dung cang nho.

20 bai 16i trén 1000: 116 canh bao, 18 dung 100 bai 16i trén 1000: 180 canh bao, 90 500 bai 16i trén 1000: 500 canh bao, 450
(cam dac), 98 nham (xanh); P(16i | canh ding (cam déc), 90 nham (xanh); P(15i | dung (cam dac), 50 nham (xanh); P(18i
bao) = 0.155 canh bao) = 0.500 canh bao) = 0.900

Ti 1€ 16i cang thap, phan canh bao dtng trong moi cdnh bao cang nho.

Ky vong va log-loss: tru6c khi bi€t dap an

Mot bién Bernoulli Y € {0,1} c6 P(Y = 1) = g thi E[Y] = ¢,vi0(1 — ¢) + 1¢ = ¢. Do

Y? =Y, phuong saila Var(Y) = ¢ — ¢*> = q(1 — q). V6i ¢ = 0.02, hai s6 1an luot 1a 0.02 va
0.0196. Ky vong md ta trung binh qua nhiéu lan rat; mot nhom 50 bai cu thé van cé thé
c6 0, 1 hay 3 bai 16i.

Néu model xuit xac suit p cia 16p 1 va nhan thit la y, binary cross-entropy la
L(p,y) = —ylogp — (1 — y)log(1 — p).

Ta dung logarithm tu nhién nén loss c6 don vi nats. Khi y = 1, p = 0.8 cho loss
—1og 0.8 ~ 0.2231; du doan tu tin sai p = 0.2 cho khoang 1.6094. Accuracy khong thay

murc tu tin nay néu hai xac suat van 6 cung mot phia threshold.
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BCE chinh la — log ctia xac suat ma model gan cho nhan thit, tc negative log-likelihood
ctia mot mau Bernoulli. Vi log tang ngat, tham sd lam likelihood ciia ca tip 16n nhat ciing
lam téng log-loss nhd nhit: maximum likelihood va t&i thiéu log-loss la cung mot bai

toan.

Tru6ce khi biét Y, ky vong loss ctia du doan ¢6 dinh pla —glogp — (1 — ¢) log(1 — p). Gia
tri nho nhat dat tai p = g khi 0 < ¢ < 1; thay vao cho entropy H(q). N6i cach khac, biét ti
1é 16p that thi xac suit phan anh tilé do6 1a du doan téi uu cho log-loss, chua chic 1a
quyét dinh toi uu cho moi chi phi hanh dong.

Python

def expected_log_loss(q, p):
return -q * np.log(p) - (1 - g) * np.log(l - p)

g = 0.02

print(f"E[Y]={q:.4f}, Var(Y)={q * (1 - q):.4f}")

print(f"y=1: loss tai p=0.8 1a {-np.log(0.8):.4f}; tai p=0.2 1a {-np.log(0.2):.4f}")
print(f"E[loss] tai p=0.02: {expected_log_loss(q, 0.02):.4f}")

print(f"E[loss] tai p=0.50: {expected_log_loss(q, 0.50):.4f}")

assert expected_log_loss(q, q) < expected_log_loss(q, 0.5)

KET QUA

E[Y]=0.0200, Var(Y)=0.0196
y=1: loss tai p=0.8 1a 0.2231; tai p=0.2 1a 1.6094
E[loss] tai p=0.02: 0.0980
E[loss] tai p=0.50: 0.6931

Khong 14y 1og(0) trong code tinh tay; n6 cho vo cluing. Véi logits, thu vién c6 loss gop
sigmoid hodc softmax dé tinh 6n dinh hon. Mot vector xac suat phai khong am va téng
bang 1; mot vector logits khong co6 hai diéu kién nay. Khi trinh bay, can néi model dang

xuat dai lugng nao.
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HOI NHANH
Trong tap train, 30% nhan la 1. Model chi dugc xuat mt xac suat p cho moi mau.

Gia tri p nao cho log-loss trung binh nhé nhat?

A p=0,vidasénhanlaO

8 p=0.3, dung bang ti 1& nhan 1

¢ p= 0.5, vi chua biét gi vé mau

D p=0.7, dung bang ti 1& nhan 0

ky vong log-loss

1.5

q=0.3: 0.611

0.5

0

q = 0.02: 0.098
.02 0.3

0 0.5 1

xac suat du doan p

Log loss ky vong nhé nhat khi du doan dang bang ti 1é that.

Pai s tuyén tinh: phép nhan mo ta viéc gi?

Ta c6 hai mau, m6i mau hai feature, x€p thanh hang ctia X. Linear model v6i w =
(2,—1)vab=1cho

1 2 - 1
-  soxwes[l]

Hang dauc61-2+2-(—1)+1=1;hangsauc63-2+4-(—1) + 1 = 3. Bias cOng vao
mdi mau. Shape ctia X 1a (2, 2),ctawla (2,), ctakétquala (2,). Vector mOt chiéu

trong NumPy khong tu thanh ¢t hai chiéu nhu cach vé trén gidy.
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Python

X = np.array([[1.0, 2.0], [3.0, 4.011)

w_linear = np.array([2.0, -1.01)

b_linear = 1.0

prediction = X @ w_linear + b_linear

print("Shape:", X.shape, w_linear.shape, prediction.shape)
print("Dy doan:", prediction)

assert np.allclose(prediction, [1.0, 3.0])

dependent = np.array([[1.0, 2.0], [2.0, 4.0]1)
null_direction = np.array([2.0, -1.0])
print("Huéng khdong thay ddi dy doan:", dependent @ null_direction)

print("Hang ma tran:", np.linalg.matrix_rank(dependent))

KET QUA

Shape: (2, 2) (2,) (2,)
Dy doan: [1. 3.]
Huéng khéng thay d6i du doan: [0. 0.]

Hang ma tréan: 1

Ma tran dependent c6 cOt tha hai gdp doi cOt thr nhit, nén hang bang 1. Thém (2, —1)
vao trong s6 khéng déi du doan, vi tich v6i huéng ay bang 0. Bsi viy mot nghiém hé s6
chua chic duy nhit; mudn dung nghich dao hay néi “nghiém duy nhat”, phai kiém diéu
kién hang. Day la 1y do & bai 2.1 ta can least squares va regularization khi feature phu

thuoc.

2
W>
X = [[1, 21, [2, 4]]
X (2, -1) = (0, 0
0
moi w trén dudng cam
cho cUng dy dodn Xw
-2
0 2 4
Wi

COt thit hai gdp doi cot thir nhdt nén hé s6 khong duy nhat.

Tich vd huéng u' v vira dung dé dy doan, vira do quan hé hinh hoc. Véi hai vector khac

0, cosine similarity chia tich v6 huéng cho tich do dai. N6 khong ddi khi nhan mot vector
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v6i s6 duong; khoang cach Euclidean thuong déi.

Vi vay similarity va khoang cach can dugc chon theo y nghia ctia embedding, khong chi
theo cong thic thuan tay. Vector 0 khong c6 huéng nén cosine ctia n6 khong duge dinh
nghia bang phép chia thong thuong.

HOI NHANH

X c6 shape (5, 3),wcod shape (3,),conblamoitss.X @ w + b co shape gi?

A (3,)
B (5, 3)
c (5, 1
D (5,)

Gradient: chia sai s6 vé dang tham s6

Gio ding mot mau phan loai: x = (1,2), nhan y = 1, trong s6 w = (0.2, —0.1), bias b = 0.
Logit z = w'x + b = 0, xac suat p = o(z) = 0.5. Loss la log 2 ~ 0.6931.

x = (1, 2) —> z=wXx+b=0 —> p=o0(z)=0.5 —> L = 0.693

oL/oz = p -y = -0.5

vwL=(p-y)x=(0.5 -1)

oL/ab = -0.5 buéc n = 0.1: L > 0.554

Lugt xuoi cho loss 0.693; mot buéc gradient ha con 0.554.
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Chain rule n6i dao ham qua nhiéu phép tinh la tich cac dao ham cuc bd. Véi binary

cross-entropy va sigmoid ghép dung, cac s6 hang rat gon thanh

oL oL

= _p— «L=(p—1v)x, = p—u.
pP—Y, \% (p—y)x 55 —P Y

Vay gradient ctia w 1a (—0.5, —1), cia b1a —0.5. Gradient descent v6i n = 0.1 cho w’ =
(0.25,0), b’ = 0.05. Logit méi bing 0.3, xac suat tang 1én khoang 0.5744, loss giam con
khoang 0.5544. Nhan la 1 nén ddu thay ddi c6 nghia: model can tang xac sudt 16p 1.

Ta gop 0 = (w1, w2, b) dé kiém cé ba thanh phan bang sai phan trung tam. Logaddexp (0,
z) tinh log(1 + e*) 6n dinh; loss tur logit 1a bi€u thirc do tru yz.

Python

X

np.array([1.0, 2.01)
y =1.0
theta = np.array([0.2, -0.1, 0.0])

def logistic_loss(parameters):
z = X @ parameters[:2] + parameters[2]

return float(np.logaddexp(0.0, z) - y * z)

def logistic_gradient(parameters):
z = x @ parameters[:2] + parameters[2]
p=1.0/ (1.0 + np.exp(-2))
return np.append((p - y) * x, p - vy)

gradient = logistic_gradient(theta)
h = le-5
numerical = np.zeros_like(theta)
for j in range(len(theta)):
shift = np.zeros_like(theta)
shift[j] = h
numericall[j] = (logistic_loss(theta + shift) - logistic_loss(theta - shift)) / (2 % h)
new_theta = theta - 0.1 * gradient
print("Gradient:", gradient)
print("Tham s6 mdi:", new_theta)
print(f"Loss: {logistic_loss(theta):.4f} -> {logistic_loss(new_theta):.4f}")
print("Sai phan khdp:", np.allclose(gradient, numerical, atol=1e-8))
assert np.allclose(gradient, [-0.5, -1.0, -0.5])

assert logistic_loss(new_theta) < logistic_loss(theta)
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KET QUA

Gradient: [-8.5 -1. -0.5]
Tham s& mdi: [0.25 0. 0.05]
Loss: 0.6931 -> 0.5544

Sai phan khdép: True

Gradient cho xap xi bac nhat L(@ + A) =~ L(0) + VL' A khi A nhd. Pao ham 4m theo
mot tham sd nghia la tang tham s6 4y mot chat thi loss giam, nén buéce descent A =

—nV L lam no6 tang.

Tinh hudng loss tang & dau bai thudng c6 mot trong hai nguyén nhan: cdng gradient

thay vi trir, hoac buée qua 16n, vugt khoi viing ma xap xi tuyén tinh con dung dugc.

HOI NHANH
Tai wy; = 3, dao ham 0L /0w, = —2. Tang w; 1én 3.001, git nguyén cac tham so

khac. Loss thay déi xap xi bao nhiéu?
A Giam khoang 0.002
B Tang khoang 0.002
c Giam khoang 2

D Khéng déi, vi budc qua nho

Gradient bang 0 la diém dung, khdng tu chimg minh d6 la cuc tiéu toan cuc ctia mot
mang phi tuyén. Véi loss 16i, nhu MSE ctia linear regression hay log-loss ctia logistic

regression, moi diém dung déu la cuc tiéu toan cuc; can ndi ro 16p ham dang xét.

Néu thém penalty A||w||? thi gradient theo w cé thém 2Aw. Néu dé dung \||w||%/2, s6 2
bién mat. Trén mot batch, loss 14y trung binh cling lam gradient c6 hé s 1/n. Viét rd

loss tru6ce khi dao ham la cach tranh chép nham quy uéc.
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HOI NHANH
Gradient theo bias 1a —0.6, learning rate 1a 0.2, va bias ban dau la 1. Sau mét buéc

gradient descent, bias méi bang bao nhiéu?

A —0.12
B 0.88
c 1.12
D 1.6

Kién trac mang: dém shape truéc khi dém tham so

Mot cau Iy thuyét vé CNN thuong chi can phan biét s6 mau, channel va khong gian. Véi

convolution khong dilation, input cao H, kernel k, padding p, stride s, chiéu cao dau ra
la

H+2p—k

How = |[ 222 1

s

Input (N, C, H, W = (4, 3, 8, 8),haioutputchannel,k =3,p=1,s=2cho

H,,, = W,y = 4. Shape outputla (4, 2, 4, 4).Mdioutput channeldung 3-3-3 =27

weight va mot bias, tong 2(27 + 1) = 56 tham sé.

Tdng quat, Conv2d ¢d Cout(Cink? + 1) tham s6, bo s6 1khi bias=False; cach dit nay
thuong gap khi BatchNorm dang ngay sau, vi BatchNorm da c6 tham s6 dich riéng.
Batch size va s6 vi tri anh khéng nhan vao s6 tham s6: cac weight duge dung lai 6 nhiéu

vi tri.
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tham sd

2 x (3-3-3 +1) =56

batch 4 khéng nhan vao

(41 2' 4' 4)
(4, 3, 8, 8 [(8 +2-3)/2] +1=4
3 channel, 8 x 8

Conv2d: input (4, 3, 8, 8) ra (4, 2, 4, 4), 56 tham so.

Python

import torch

torch.manual_seed(0)
conv = torch.nn.Conv2d(3, 2, kernel_size=3, stride=2, padding=1)
images = torch.zeros(4, 3, 8, 8)
with torch.no_grad():
conv_output = conv(images)
parameter_count = sum(parameter.numel() for parameter in conv.parameters())
print("Output shape:", tuple(conv_output.shape))
print("S6 tham sd:", parameter_count)
assert tuple(conv_output.shape) == (4, 2, 4, 4)

assert parameter_count == 56

KET QUA

Output shape: (4, 2, 4, 4)
S6 tham sd: 56

Mot forward trén tensor toan 0 da dé kiém shape va sé tham s6; khong can train. Néu
dé co dilation d, thay k bang effective size d(k — 1) + 1. Kernel 1 x 1 van ¢6 Ci, Cout
weight: n6 khong nhin lan cidn nhung tron cac channel tai tung vi tri. Pooling thudng
khong c6 weight hoc dugc; residual addition yéu cau shape hai nhanh khép hodc ¢o

projection d€ dua vé cung shape.
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HOI NHANH
Input (8, 16, 32, 32) diqua Conv2d(16, 32, kernel_size=3, padding=1), stride

1, c6 bias. Output c6 shape gi, va 16p c6 bao nhiéu tham s6?
A (8, 32, 38, 308), 4640 tham sb
B (8, 16, 32, 32), 4640 tham sb
¢ (8, 32, 32, 32), 4608 tham s6

D (8, 32, 32, 32), 4640 tham sb

Attention: mot hang la mét cach lay trung binh

V6i mot head, @ co6 shape (Tq, dk), K co shape (Tk, dk), V co6 shape (Tk, dv).Ma tran
score QK ' /+/d, c6 shape (Tq, Tk). Softmax theo truc key tao mot phan phdi cho méi

query, r6i nhan V' dé 1dy téng c6 trong so:

QK' )
O = softmax V.
(7

Ta chon Q = K = I, titc ma tran don vi 2 chiéu, va hai value la (2, 0), (0,4). Score cta
query dau 1a (1/4/2,0). Softmax cho trong s6 khoang (0.6698, 0.3302), nén output dau la
(1.3395,1.3210). bay la vector gia tri pha tron, khong phai index cia mét token dugc

chon.
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khéng mask causal mask

key 1 key 2 key 1 key 2
ql | 0.67 0.33 > (1.34, 1.32) q1 - 0.0 | > (2, )
92 8.33 0.67 > (0.66, 2.68) g2  0.33 0.67 5> (0.66, 2.68)

méi hang Ia mdt phan phadi trén key, nhan vdi value (2, 0) va (0, 4)

Mobi hang trong s6 cong thanh 1; causal mask chan key tuong lai.

Python
Q = np.eye(2)
K = np.eye(2)

values = np.array([[2.0, 0.0], [0.0, 4.0]11)

def row_softmax(scores):
shifted = scores - scores.max(axis=1, keepdims=True)
exponentials = np.exp(shifted)

return exponentials / exponentials.sum(axis=1, keepdims=True)

scores = Q @ K.T / np.sqrt(Q.shape[1])
weights = row_softmax(scores)
attention_output = weights @ values
print("Trong sd:\n", weights.round(4))
print("Output:\n", attention_output.round(4))

assert np.allclose(weights.sum(axis=1), 1.0)

masked_scores = scores.copy()

masked_scores[0, 1] = -np.inf # query dau khoéng nhin token tuong lai
causal_weights = row_softmax(masked_scores)

print("Output dau vdi causal mask:", (causal_weights @ values)[0])

assert np.allclose(causal_weights[0], [1.0, 0.0])

KET QUA
Trong sb:
[[0.6698 0.3302]
[0.3302 0.6698]]
Qutput:
[[1.3395 1.321 ]
[0.6605 2.679 11
Output dau vdi causal mask: [2. 0.]
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Dat mask vao score trudce softmax lam xac suat bi cdm bang 0 réi chudn hoa lai phan
dugc phép. bat mot weight vé 0 sau softmax ma khéng chuin hoa lai lam téng hang nho
hon 1. Néu mot query bi mask toan bo key, softmax khong co6 phan phdi hgp 1€; can xt Iy
theo thiét ké ctia model, khong mong phép tinh tu hiéu padding.

Trong mot layer that, Q = XWy, K = XWg, V = XWy v6i X shape (T, d_model), roi
cac head dugc noi lai va di qua mot phép chiéu ra. Tham s6 nam & cac ma tran chiéu,
nén s6 tham s6 khong phu thudc do dai chudi T'; ngugc lai, ma tran score (T, T) tang

theo T2. BPém tham so va dém bo nhd 1a hai cau hoi khac nhau.

HOI NHANH

Q co shape (3, 2), K co shape (5, 2),V coshape (5, 4).Output cia mot head co

shape gi?
A (5, 4)
B (3, 5)
c (3, 4)
D (2, 4)

HOI NHANH

Query th hai chi dugc nhin key 1 va key 2. Score cho ba key 1a (0, log 3, 1log 2), v6i
log tu nhién. bat score ctia key 3 thanh —oo truéc khi softmax. BO trong so6 thu
dugc 1a gi?

A (1/6,3/6,2/6)
B (1/4,3/4,0)
¢ (1/6,3/6,0)

b (0,1,0)

Al Canuc80k - Bai 9.3 - Bai tap ly thuyét 17/27



Danh gia: tré lai detector dau bai

Bang 1000 bai c6 TP = 18, FN = 2, FP = 98, TN = 882. Recall bing TP /(TP +
FN) = 0.9, trd 16i “bat dugc bao nhiéu bai 16i?”. Precision bang TP/(TP + FP) =
18/116 ~ 0.1552, tra 16i “canh bao dang tin t6i dau?”. Hai s6 ding la hai xac suat co6 diéu

kién da gap ¢ dau bai.

Accuracy bang (TP + TN)/1000 = 0.9. Nhung baseline lu6n doan sach c6 accuracy 0.98
va recall 0. Khong thé tir mot s6 0.98 két luan baseline giai quyét muc tiéu tim 16i tot
hon; cling khong thé bo qua 98 canh bao nham vi recall cao. Metric can phan anh yéu

cau va chi phi kiém thti cdng cta bai.
F1 dung trung binh diéu hoa ctia precision va recall, tuong duong

2TP 36

F1= =
2TP+FP+FN 136

~ 0.2647.

Dbé doi chiéu véi scikit-learn, ta dung lai vector nhan va vector du doan dung theo bon 6

ctia bang.

Python

from sklearn.metrics import accuracy_score, precision_score, recall_score, fl_score

labels = np.array([1] * (tp + fn) + [0] * (fp + tn))
predicted = np.array([1] * tp + [0] * fn + [1] * fp + [0] * tn)
accuracy = (tp + tn) / total
precision = tp / (tp + fp)
recall = tp / (tp + fn)
fl=2%1tp / (2 « tp + fp + fn)
library = np.array([
accuracy_score(labels, predicted), precision_score(labels, predicted),
recall_score(labels, predicted), fl1_score(labels, predicted),
D
assert np.allclose(library, [accuracy, precision, recall, f1])
print(f"Accuracy={accuracy:.4f}, precision={precision:.4f}, recall={recall:.4f}, Fl=
{f1:.4F}")
print(f"Baseline sach: accuracy={(fp + tn) / total:.4f}, recall=0.0000")
print("Tinh tay khdép thu vién:", True)
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KET QUA

Accuracy=0.9000, precision=0.1552, recall=0.9000, F1=0.2647
Baseline sach: accuracy=0.9800, recall=0.0000
Tinh tay khép thu vién: True

canh bao khong
e \
|
o | recall 18/20 = 0.900
c6 16i 18 ! 2
! ! precision 18/116 = 0.155
|
! i accuracy 900/1000 = 0.900
|
sach 1 98 i 882 F1 36/136 = 0.265
! |
\

ludn dodn sach: acc 0.98, recall 0

Recall 0.9 nhung precision chi 0.155; ludn doan sach van c6 accuracy 0.98.

Khi chdm model thét, chi diing train dé fit tham s; chon threshold, kién trac va

hyperparameter bang validation phti hgp, rdi gitr test dé€ danh gia cudi.

V6i nhiéu bai ctia cuing mét ngudi hoac cung mot nguodn, random split 6 thé lot kiéu
viét gitra train va validation; Itic 4y can group split. Néu muc tiéu du doan & tuong lai,
cach chia theo thai gian c6 thé phtu hgp hon. Stratification git ti 1€ 16p nhung khong tu

chtra leakage theo nhom.
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HOI NHANH
Mbi hoc sinh ndp nhiéu bai, va bai clia cing mot ngudi c6 mat & ca train lan
validation. Muc tiéu la du doan cho hoc sinh méi. Stratification theo nhan c6 xi ly
dugc rii ro nay khong?

Khéng, can chia theo ngudi, tic group split

Cé, vi ti 18 nhan & hai phan da bang nhau

C6, néu model du nhé dé khéng nhd dugc tiing ngudi

Khoéng, can chia theo th&i gian ndp bai

Mot diém trén tip nho cé sai s 1ay mau. Néu 1000 két qua dang hay sai that sy doc 1ap

va cung xac suat dang 0.9, do 1éch chuén ctia accuracy mau 1a /0.9 - 0.1/1000 ~ 0.0095.
Gia thiét doc 1ap la phan quan trong: néu nhiéu miu dén tr cung mdt ngudi, chang

tuong quan va do bat dinh that 16n hon con s6 nay.

Hai model nén dugc so trén cung split va doc loai 16i ctia chiing, khong chi xé€p hang mot

diém duy nhat.

HOI NHANH
V6i 1000 mau doc 1ap va accuracy that la 0.9, do léch chuan ctia accuracy do duge

khoang 0.0095. Néu validation chi c6 100 mau thi khoang bao nhiéu?
0.00095
0.0095
0.03

0.095
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dd 1éch chuén clia accuracy (p = 0.9)

0.04
0.0300
0.03
0.02
0.0095
0.01 —@
0.00
100 250 500 750 1000

s& mau validation n

Giam s6 mau 10 1an lam do 1éch chuén cta accuracy tang V10 lan.

Khi di thi

o Viét dai lugng can tim truée khi thé s6, nhat 1a diéu kién ndm & phia nao: P(B | F)
hay P(F' | B).

o Dao ham tur loss viét day di, ghi ro hé s6 1/n; réi kiém ddu trén mot mau.

 Bai kién tréc thi tinh shape ting 16p truée, réi méi dé€m tham so.

Tom tat

» Diéu kién xac suat quyét dinh mau sd; Bayes, confusion matrix va precision c6 thé mo
td cung mot cau hoi.

» Log-loss la negative log-likelihood; xac suat khdp ti 1é that cho log-loss ky vong nho
nhat.

» Dai sd tuyén tinh mo6 ta phép gop feature, shape va tinh duy nhat ctia nghiém. Khong

nghich dao khi chua kiém diéu kién.

» Gradient di qua tung phép tinh; loss, dau va phép 14y trung binh phai nhat quan véi

code.

« Convolution dung lai tham s6; attention chudn héa theo key cho méi query. Shape

gitip kiém ca hai.
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Metric tra 16i mot muc tiéu cu thé. Mot diém validation chi c6 y nghia cung cach

chia, baseline va pham vi dir liéu.

Kiém tra cuoi bai

CAU1

Trong 1000 bai ndp, cé 200 bai dung dé quy, goi la bién co A, 100 bai bi qua thaoi
gian, goi la bién c6 T', va 40 bai vira dung dé quy vura qua thdi gian. A va T' ¢6 doc
1ap khong?

C4, vi 40 bai chi [a mdt phan nho cua 1000 bai
C6, Vi 40 nhé hon ca 100 1an 200
Chua két luan dudc khi chua biét quan hé nhan qua

Khéng, vi P(T' | A) = 0.2 khac véi P(T) = 0.1

PHONG THEO ) NOAI 2026 Singapore - Vong sd loai - Cau 62
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CAU 2
Ham f(#) c6 argmax duy nhat la 6*, va c6 thé nhan gia tri am, nhu mot log-

likelihood. Ham nao khdng chic c6 cung argmax 6*?
f(6) +2
3£(6)

ef(0)

£(0)?

PHONG THEO ) CMU 10-601 - Exam 1 Practice - Q5.1

CAU 3
Hai model c6 cting accuracy 95% trén mot tp nhi phan. Model A ludn bao xac suit
0.999 cho 16p né chon, con model B ludon bao 0.95. Log-loss trung binh, véi log tu

nhién, ctia hai model la bao nhiéu?
A khoang 0.001, B khoang 0.05
A khoang 0.35, B khoang 0.20
A khoang 0.20, B khoang 0.35

Bang nhau, vi cuing accuracy
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CAU 4
Linear regression v6i MSE, va ma tran dit liéu c6 ¢t thi hai gap doi cot thir nhat.

Két ludn nao ding?
Khéng co cuc tiéu toan cuc, vi X T X khéng kha nghich
C6 dung mét cuc tiéu toan cuc, vi MSE 1a ham 16i
C6 vo sb cuc tiéu toan cuc, cing cho mot du doan trén train

GD c6 thé ket 8 mét cuc tiéu dia phudng kém han

PHONG THEO ) CMU 10-601 - Exam 2 Practice - Q1.2

CAU 5
Logistic regression trén ba diém: (1,1) nhan 0, (1,0) nhan 1, (0,0) nhan 0. Model 1
1a o(wyz1 + wyzs), con model 2 c6 thém bias wg. BSi nhan caa (0,0) thanh 1, roi

chay GD tu cung khéi tao, v6i cung learning rate. Chuyén gi xay ra?
Model 1 di dung quy dao cl, con model 2 di khac
Model 1 di khac, con model 2 di dung quy dao cu
Ca hai model déu di dung quy dao cii

Ca hai model déu di khac, vi di liéu da doi

PHONG THEO ) CMU 10-601 - Exam 2 Practice - Q2.2
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CAu 6
Logistic regression viét muc tiéu dang tdng nhu scikit-learn: J(w) = Y7, £ +
%||w1;||2, trong d6 bias w[0] khong bi phat. Code t6i uu J/m,vadacdég = X.T @ (p

- y) / m.Dong nao céng phan phat vao cho dang?
g += lam * w
gl1:1 += lam * w[1:]
g[1:1 += (lam / m) * w[1:]

g += (lam / m) * w

PHONG THEO ) NOAI 2026 Singapore - Chung két - Cau 5

CAu 7
Doi du doan s6 khan gid g = @' x, va chiu chi phi L = ag + S max(0,y — g): thué g
ghé v6i gia a moi ghé€, va mat S cho moi ngudi phai tir chéi. Véia =1, =4, x =
(1,3), y = 20, va hién tai g = 12, gradient VoL la gi?

(1,3)

(_37 _9)

(—4,—12)

(5,15)

PHONG THEO ) MIT 6.036 - Final, Spring 2022 - Q5(d)
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https://aisingapore.org/wp-content/uploads/2026/04/NOAI-2026-Final-Assessment-Section-1-MCQs-Google-Forms.pdf#page=7
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CAu 8

Mot bottleneck block ctia ResNet-50, trong layer3, co ba convolution khong bias,
moi cai theo sau bdi BatchNorm: 1 x 1 tir 1024 xudng 256 channel, 3 x 3 tir 256
sang 256, va 1 x 1 tir 256 1én 1024. Ba convolution nay c6 téng cong bao nhiéu tham

o4
1114112
1115648
589 824

5308416

PHONG THEO ) USA-NA-AIO 2026 - Vong 1- Part 8.3

CAU 9

Mot layer multi-head attention ¢6 dmodel = 64, H = 4 head, modi head c6 d = 16. Ba
phép chi€u Q, K, V di tu dy0qq 1€n Hd, phép chiéu ra di tir Hd vé dy,0q0, tit ca déu
khong bias. Thém relative positional encoding: méi head hoc mot vector r;_; € R4

cho méi do 1éch j — 4, v6i chudi dai T' = 10. Téng s6 tham s6 la bao nhiéu?
13504
16 688
17024

17600

PHONG THEO ) USA-NA-AIO 2026 - Vong 2 - Ngay 1 - Part 1.3.1

Al Canuc80k - Bai 9.3 - Bai tap ly thuyét 26/27


https://www.usaaio.org/attachments/past-problems/2026/usaaio-2026-round-1-problems.pdf#page=20
https://www.usaaio.org/attachments/past-problems/2026/usaaio-2026-round-2-day-1-problems.pdf#page=7

CAu 10

Detector A c6 precision 0.5 va recall 0.5. Detector B c6 precision 0.9 va recall 0.1.
Trung binh cdng hai chi s ctia ca hai déu bang 0.5. F1 ctia méi detector bang bao

nhiéu?
A Adugc 0.50, B dudc 0.50
5 A dugc 0.50, B dudc 0.18
¢ Adugc 0.25, B dudc 0.09

b A dugc 0.50, B dugc 0.90

PHONG THEO ) NOAI 2026 Singapore - Vong sd loai - Cau 68

Poc thém

 Deisenroth, Faisal, Ong — Mathematics for Machine Learning, chuong 2, 5, 6 va 7. Doc dé néi
dai sd tuyén tinh, dao ham nhiéu bién, xac suit va t6i uu trong mot hé ky hiéu.

e Boyd, Vandenberghe — Introduction to Applied Linear Algebra. Dung cac vi du vector, hang va
least squares dé luyén giai thich mot phép nhan ma tran bang 16i.

e James va cOng su — An Introduction to Statistical Learning with Applications in Python,
chuong 2, 4 va 5. Poc 16i tdng quat hoa, xac suat phan loai va validation dé dit phép tinh
metric vao ding quy trinh.

o Ma, Ng — CS229 Lecture Notes. Doc cac phan logistic regression va neural networks dé doi

chiéu chain rule véi loss tir logits.

» Vaswani va cong su — Attention Is All You Need, muc 3.2. Poc cong thirc scaled dot-product

attention va ly do mask truéc softmax.

« PyTorch — Conv2d va scikit-learn — Model evaluation. Dung dé ki€ém quy uéc shape, bias,

positive class va averaging cta thu vién.
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https://aisingapore.org/wp-content/uploads/2026/04/NOAI-2026-Preliminary-Round-Assessment-300-MCQs-Google-Forms.pdf#page=27
https://mml-book.com/
https://web.stanford.edu/~boyd/vmls/
https://www.statlearning.com/
https://cs229.stanford.edu/main_notes.pdf
https://arxiv.org/html/1706.03762v7
https://docs.pytorch.org/docs/stable/generated/torch.nn.Conv2d.html
https://scikit-learn.org/stable/modules/model_evaluation.html

