Reinforcement learning

Trac nghiém & Thuc hanh Y PDF bai

Robot thu vién can di tir clra téi ban tra sach. Néu biét ban do thi dung BFS.
Nhung néu robot khéng cé ban do, méi lan chi dugc di mdt budce, nhin xem
minh t6i dau va nhan mot diém thuéng, thi phéi hoc dan tir cac 1an tha. D6 1a
reinforcement learning (hoc tang cuong). Kho khan chinh 1a diém thuéng
thudng chi c6 khi t6i dich, nén phai tim cach danh gia ca nhiing buéc con 6 xa

dich. Bai nay hoc Q-learning va policy gradient trén cac bai toan nhd.

MUC TIEU

Mo td mot bai toan bang trang thai, hanh dong, phan thuéng.
Tinh return va mot buée Bellman.
Cai Q-learning.

Hiéu policy gradient.

Tu hanh dong t6i mot vong tuong tac

O thoi diém ¢, agent nhin trang thai S, chon hanh dong A;. Environment thuc hién hanh
dong va tra vé phan thuéng R, cung trang thai S, ;. Chi sd ¢ + 1 nhic rang phan
thudng 1a két qua sau hanh dong; n6 khong phai nhan ding ctia hanh dong duge dua san
truée khi chon.

Hoc tir thuéng qua tuong tac nhu vay la hoc tang cudng (reinforcement learning):
chuong trinh tu choi game, duge cong diém khi thang, hay hé thong diéu khién dén giao

thong d€ xe chay thong sudt.
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Agent chon hanh déng; environment trd phan thuéng va trang thai moi.

Mot policy, ky hiéu 7(a | s), cho xac suat chon hanh dong a khi & trang thai s. Policy c6
thé tit dinh, nhu luén di phai 6 mét 6; cling c6 thé ngau nhién, nhu di phai v6i xac suit
0.7. Phan thuéng noi muc tiéu can dat, con policy néi cach thyuc hién. Ta thuéng chua

biét hanh dong tot nhat dé dua lam nhan huén luyén.

Muén vi tri 6 dG mo ta trang thai, két qua budc tiép theo chi duge phu thudc vao vi tri va

hanh dong hién tai, khdng can toan bd lich stt. D6 la tinh Markov.

Néu robot con pin va pin anh huéng kha nang di chuyén, phai thém mic pin vao trang
thai. Néu nhiém vu bat budc két thic sau dung 20 lugt, thai gian con lai cling c6 thé anh
huéng quyét dinh va phai duge biéu dién. B mot bién can thiét khi€n cung mot “trang

thai” c6 hai cach dién bién khac nhau.

HOI NHANH
Robot chi ghi lai vi tri 6. Khi pin yéu, 1énh “ti€n” ¢ ltic khong lam robot di chuyén.

Nén stra mo ta trang thai thé nao?
A Doi seed mbi episode dé trung binh hda anh hudng cla pin
B Thém muc pin hién tai vao trang thai
¢ DPua toan bd chubi 6 da di qua vao trang thai

D Gilt nguyén vi tri, chi tdng s6 episode dé c6é du mau
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Pat mt MDP dt nho d€ kiém bang tay

Markov decision process (MDP) gom tap trang thai S, tip hanh dong A, quy luit chuyén
va thuéng p(s',r | s,a), cung hé s6 chiét khau v. Ta dung lué6i 3 hang, 4 cot; toa do viét
(hang, cot), bat dau tir 0 & goc trén trai. Robot xuat phat & (2, 0), dich & (0, 3), 6 (1,1)

bi chan. M6i 6 con lai 1a mdt trang thai, nén c6 11 trang thai.

G
e o o 6i budc -1
6.20 8.00 10.00 0.00 mdi budc ,
vao G +10, két thic
y = 0.9
4.58 8.00 10.00 V#(S) = 3.122
s
-
3.12 4.58 6.20 .00

Gia tri t6i uu V* cia ting 6 va mot hanh déng téi uu; tir S can 5 bude.

Bon hanh dong la 1én, xudng, trai, phai. Va tuong hodc di ra ngoai luéi thi gitt nguyén vi
tri. M&i buée chua vao dich nhan —1 diém; bu6ce vao dich nhan 10 diém va két thic

episode, tirc mot lan thuc hién nhiém vy. Pich khéng con hanh dong can hoc.

Chuyén trang thai ¢ day tat dinh; xac suit cta két qua dung bang 1. Trong mdi truong co
trugt chan, cung mdt hanh dong c6 thé dan téi nhiéu két qua va ta phai 1ay ky vong theo

p.

Ta cai environment truéc, roi kiém hai truéng hgp dé nham: va 6 chan va vao dich. Toan

b6 code trong bai chay noi ti€p; chi can NumPy.
Python
import numpy as np
states = [(r, c) for r in range(3) for c in range(4) if (r, c) !'= (1, 1)]

state_id = {cell: i for i, cell in enumerate(states)}
start, goal = state_id[(2, 0)], state_id[(0, 3)]
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moves = [(_11 0)1 (11 0)1 (01 _1)1 (E]l 1)]
action_names = [llUlI’ "D", "L", IIRII]

gamma = 0.9

def step(state, action):
assert state != goal, "Khdéng budc tiép sau khi da téi dich."
row, col = states[state]
dr, dc = moves[action]
next_cell = (row + dr, col + dc)
next_state = state_id.get(next_cell, state)
terminated = next_state == goal
reward = 10.0 if terminated else -1.0

return next_state, reward, terminated

wall_step = step(state_id[(1, 0)], 3)

goal_step = step(state_id[(0, 2)]1, 3)

assert wall_step == (state_id[(1, 0)], -1.0, False)
assert goal_step == (goal, 10.0, True)

print("Sé trang thai:", len(states))

print("Va 6 chan:", states[wall_step[0]], wall_step[1:])

print("Vao dich:", states[goal_step[0]], goal_step[1:])

KET QUA

S6 trang thai: 11
Va 6 chan: (1, 0) (-1.0, False)
Vao dich: (0, 3) (10.08, True)

Dong va 6 chan phai gilr vi tri cii va van trit mot diém. Dong vao dich phai co True; néu

quén diéu kién ay, robot c6 thé tiép tuc thu thuéng hodc bi phat sau khi nhiém vu da

xong.
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HOI NHANH
D6i luat choi: robot cé huéng nhin 1a N, E, S hodc W, va chi con ba hanh dong 1a
quay trai, quay phai, va ti€n mot 6 theo huéng dang nhin. Trén luéi ctia bai, MDP

m&i c6 bao nhiéu trang thai va bao nhiéu hanh dong?
A 1 trang thai, 3 hanh dong
B 48 trang thai, 3 hanh déng
C 44 trang thai, 4 hanh dong

D 44 trang thai, 3 hanh ddng

PHONG THEO ) CMU 10-601 - Exam 3 Practice - Q3.1

Vi sao nhin thuéng mot budc chua da?

Mot buéc xa dich chi ¢o thudng —1, dii nd6 md dudng t6i ban tra sach. Ta can danh gia
phan thuéng tuong lai. V6i episode két thic sau T hanh dong, return tir thoi diém ¢ 1a

Gi=Ryy1 +yRia + - +7 Ry

v = 0.9 1am mot di€ém & budce k€ tiép chi con gia tri 0.9 khi nhin tir hién tai. N6 khong
phai xac suit thanh cong, cting khong phai learning rate. Véi bai ti€p dién vo han,
thudng bi chan va 0 < vy < 1 gitp tong hdi ty; mot episode hitu han c6 thé dung v = 1

néu muc tiéu la téng thudéng khong chiét khau.

buong 5 hanh dong trong hinh c6 chudi thuéng (-1, —1, —1, —1, 10). Vi thuéng cudi dén

sau bon 1an chiét khau,
Go=-1-0.9-0.92-0.9>+10-0.9* = 3.122.

T6ng khong chiét khau la 6. Hai s6 do hai muc tiéu khac nhau, déu c6 don vi diém

thudng. Bung doc 3.122 thanh sé budc.
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thudng (nhat) va yt - thuéng (dam)

10
6.56 téng thudng 6
5 Go = 3.122
-1 -0.9 -0.81 -0.729
0 [ [ — -
t=0 t=1 =2 =3 t=4

Thudng cang xa cang bi chiét khau: téng thuéng 6 nhung return chi 3.122.

Python

rewards = np.array([-1, -1, -1, -1, 10], dtype=float)

return_hand = float(np.sum(rewards * gamma ** np.arange(len(rewards))))

print(f"Téng thudng: {rewards.sum():.3f}")

print(f"Return chiét khau: {return_hand:.3f}")

assert np.isclose(return_hand, 3.122)

KET QUA

Téng thudng: 6.000
Return chiét khau: 3.122

Phan thudng va v ctng quyét dinh thé nao 1a “tot nhat”.  lu6i nay, méi buéc chua téi

dich bi trir 1 nén duong dai mat thém diém; v < 1 con lam thuéng 10 dén mudn co gia tri
nho hon. Ca hai co ché€ déu day robot di duong ngan. Ngugc lai, cong thuéng duong cho

moi bu6ce ¢ thé khién robot mudn kéo dai episode. Thiét ké thuéng la mot phan ctia dé

bai, khong phai chi tiét cai dat.
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HOI NHANH
Mot buéce di vao terminal nhian thuéng 10. Return tinh tir ngay truéc buéc doé bang

bao nhiéu?
9, vi thudng cua budc nay bi nhan véi v = 0.9
0, vi terminal khdng con tucng lai
10, vi thudng dau tién co hé s6 40 = 1

19, vicon 0.9 - 10 cua budc sau

HOI NHANH

baoi thiét ké: vao dich nhan 10, moi budc khac nhan 0, va v = 1. Policy nao la t6i uu?
Chi cac dudng 5 budc, vi chung téi dich sém nhat
Moi policy chdc chan téi dich, dai hay ngan déu nhu nhau
Policy ding yén maéi, vi khédng budc nao bi phat diém

Pudng dai nhat, vi di 1au han ma van khéng mat diém

PHONG THEO ) CMU 10-601 - Exam 3 Practice - Q3.8

Bellman: tinh viéc xa bing viéc gan

V7 (s) 1a ky vong return khi bat dau & s va lam theo policy m. Con Q™ (s, a) 1a ky vong khi
bat dau bang hanh dong a, sau d6 lam theo 7. Ky vong can thiét vi ca policy va

environment c6 thé ngau nhién. V* 1a gia tri tot nhat co thé dat.

Trong ludi tat dinh nay, Bellman optimality viét thanh
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Vi(s) = max [r(s,a) +yV*(s)], V*(terminal) = 0.

V6i chuyén ngau nhién, thay bi€u thic trong ngoac bang Y, p(s',7 | s,a)[r +~V*(s")].
Dau max chon hanh dong tét nhat; dau téng tinh ky vong két qua ctia mot hanh dong. Hai

thao tac c6 vai tro khac nhau.

Vé6i mot policy ¢6 dinh, bd max va 14y trung binh theo chinh policy do:

Vi(s) =Y m(a|s) Y p(sr|s,0)[r +7V7(s))].

Day 1a hé |S| phuong trinh tuyén tinh véi an 1a cac V7 (s). Khi do thi ¢6 vong, cac an phu

thudc lan nhau, nén phai giai ca hé hoic lap dén khi hoi tu.

Tu dich di ngugce: 6 cach mot bude co gia tri 10; cach hai buéc c6 —1 + 0.9 - 10 = §8; cach
ba buéc c6 6.2, roi 4.58, roi 3.122. Giong dynamic programming, gia tri clia bai toan 16n
dugc viét qua bai toan nho. Nhung cé vong trong do thi nén khong c6 thir tu nao tinh
mot lan 14 xong; ta lap cap nhat trén moi trang thai, goi 1a value iteration. Bit dau tir

V = 0, m6i vong dua thong tin tu dich lti thém mot bude.

Mot vong xét moi trang thai, moi hanh dong va moi trang thai ké ti€p c6 thé: luu p thanh
bang day du thi ton O(|S|?|.A|), con luéi tat dinh chi c6 mot trang thai ké ti€p nén méi
vong la O(|S||A|).

Python

V = np.zeros(len(states))
for _ in range(200):
old_V = V.copy() # cap nhat déng bd tU vong trudc
for state in range(len(states)):
if state == goal:
continue
candidates = []
for action in range(4):
next_state, reward, terminated = step(state, action)
future = 0.0 if terminated else old_V[next_state]
candidates.append(reward + gamma * future)
V[state] = max(candidates)
if np.max(np.abs(V - old_V)) < le-12:

break
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print(f"Value iteration tai S: {V[start]:.3f}")
print(f"Giad tri terminal: {V[goal]:.3f}")

assert np.isclose(V[start], return_hand)

KET QUA

Value iteration tai S: 3.122

Gid tri terminal: 0.000

Value iteration goi step cho moi cip trang thai-hanh dong tuy ¥, titc dung mo hinh ctia
environment: day la planning v6i mé hinh da biét, chua phai hoc tir trai nghiém robot tu
thu dugc. Pap an V* ctia n6 1a moc dé kiém phan hoc ti€p theo. Khi biét ban do va chi

can duong ngin nhat, dung BFS truc ti€p thuong hop Iy hon huan luyén mot agent.

HOI NHANH
Chay value iteration dong bo trén ludi ctia bai, bat dau tir V = 0. Sau dung 2 vong,

gia tri tai S bing bao nhiéu?

A —1.9
B -1
c 0
D 3.122
sau 1vong sau 2 vong sau 3 vong sau 5 vong
-1.06 -1.0 10.0 -1.9 8.0 10.0 6.2 8.0 10.0 6.2 8.0 10.0
-19.-1@ 10.0 -19. 8.0 10.0 -2.7. 8.0 10.0 46.80 10.0
-1.0 -1.0 -1.0 -1.0 -1.9 -1.9 -1.9 8.0 -2.7 -2.7 6.2 8.0 3.1 4.6 6.2 8.0
S: -1.000 S: -1.900 S: -2.710 S: 3.122

méi vong dua théng tin tU G Ui thém mét budc

Value iteration: phai t6i vong 5, thuéng 6 G méi lan vé t6i S.
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vong 1: V(S) = -1.000 vong 3: V(S) = -2.710

S
312 4.58 312 4.58

—
vong 5: V(S) = 3.122 héi tu: V(S) = 3122, mi tén 13 hanh déng tét nhat 6 méi 6

b = .
- . T

-1.00 -1.00 -1.00 -1.00

M&bi vong, mbi 6 1y thudng tét nhat ctia mot budce cong gia tri chiét khiu cta
0 ké; gia tri lan dan tu G vé S.

Q-learning: cap nhat tir mot trai nghiém

Bay gio agent chi goi step cho hanh dong da chon. N6 luu bang Q(s, a) shape (11, 4);
moi hang 1a mot 6, mdi cot la mot hanh dong. Sau quan sat (s, a,r, s'), target la r +
vy max, Q(s',a’). Sai léch gilra target va gia tri hién tai goi 1a TD error (sai 1éch thoi gian).

Ta cap nhat
Qs,0) < Q(s,a) +a |r + ymax Q(s',a') — Q(s,a)|

a la learning rate. Viét cach khac, Q(s,a) < (1 — a)Q(s,a) + a - target: @ = 1 ghi de
bing target méi nhat, o nho gitr lai phan 16n gia tri ¢t va 18y trung binh ¢6 trong s6 cac

target da gap. Néu budc vira di két thic episode (terminal), target chi con r.

Vidu Q(s,a) = 2,7 = —1, gia tri t6t nhit & trang thai ké tiépla5,v = 0.9, a = 0.2
target la 3.5, TD error la 1.5, gia tri méi la 2.3. Néu do6 la bu6ce terminal thudng 10 thi gia
tri m6ila 2 + 0.2(10 — 2) = 3.6.
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HOI NHANH
Dé chi cdp env.reset() va env.step(a), trd vé trang thai méi, phan thuéng va cd

két thac. Khong c6 bang chuyén, cling khong ¢6 ban do. Cach nao chay duge ngay?
A Value iteration, vi phuong trinh Bellman dung cho moi MDP
8 Value iteration, sau khi coi moi p(s’ | s,a) bang nhau
C Q-learning trén nhiing transition thu dugc khi goi step

0 Dynamic programming theo thu tu topo cua cac trang thai

PHONG THEO ) CMU 10-601 - Exam 3 Practice - Q5.1(iv)

Policy 1dy hanh dong c6 @ 16n nhat c6 thé bo 16 huéng chua thit. Ta dung epsilon-
greedy: xac suit € chon déu trong ca bon hanh dong, con lai chon mot hanh déng dat

cuc dai. Hanh dong t8t nhit cling c6 thé dugce chon trong nhanh ngau nhién.

Viéc thit huéng méi nay goi la kham pha (exploration), dé thu thong tin vé environment.
N6 khac véi tim ki€m (search) ¢ bai 9.2, noi trang thai duge mé rong bang quy tic da
biét.

Python

def td_target(reward, next_values, terminated):
if terminated:
return reward

return reward + gamma * np.max(next_values)

assert np.isclose(td_target(-1.0, np.array([5.0, 2.0]), False), 3.5)
# 6id tri c6 y sai & terminal clng khéng dugc lot vao target.
assert td_target(10.0, np.full(4, 999.0), True) == 10.0

rng = np.random.default_rng(7)

Q = np.zeros((len(states), 4))

alpha, epsilon = 0.3, 0.2

for episode in range(3000):
state = start

for turn in range(100):
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if rng.random() < epsilon:
action = int(rng.integers(4))
else:
best = np.flatnonzero(Q[state] == Q[state].max())
action = int(rng.choice(best))
next_state, reward, terminated = step(state, action)
target = td_target(reward, Q[next_state], terminated)
Q[state, action] += alpha * (target - Q[state, action])
state = next_state
if terminated:

break

print("Shape bang Q:", Q.shape)
print(f"Q t6t nhat tai S: {Q[start].max():.3f}")
assert np.all(Q[goal] == 0)

KET QUA

Shape bang Q: (11, 4)
Q tét nhat tai S: 3.122

Gidi han 100 lugt trong code la dung thu mau dé€ chuong trinh ludn chay nhanh, khong
phai terminal ctia MDP. O lugt bi ding 4y, ta van diing target c6 gia tri tuong lai, roi reset
d€ thu mot episode méi. Gymnasium tra riéng hai c6 terminated va truncated; chi

terminal that lam mat bootstrap.

max Q(S, )
3122 ====-- V*(S)
2
0
-2
0 100 200 300

episode

Q-learning tién dan t6i gia tri V*(S) = 3.122 ma value iteration da tinh.
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HOI NHANH
Epsilon-greedy c6 4 hanh dong, diing mot hanh dong t&t nhat, e = 0.2, va nhanh

explore chon déu ca 4 hanh dong. Xac suat chon hanh dong t&t nhat la bao nhiéu?

A 0.20
B 0.85
c 0.80
D 0.05

0.85
khai thac 0.8

0.5 explore 0.2 / 4

0.05 0.05 0.05

t6t nhat khac 1 khac 2 khac 3

Epsilon-greedy 0.2 v6i 4 hanh dong: hanh dong tot nhat duge chon 85% s6
lan.

Mai cidp nhit chi nhin truéc mot bude, nén tin tét & dich lan nguge vé S cham. Vi a = 1
va Q khai tao 0, trong episode dau tién t6i dich chi cip trang thai-hanh déng cudi cting
nhan target c6 thudng 10; cac cap truéc doé da dugce cap nhat khi gia tri phia sau con
bing 0. Mdi 1an di lai cing dudng, théng tin lui thém mot budc.

Experience replay luu cac transition da giap vao bd nhé roi cap nhat lai nhiéu lan, nho dé
dung méi lan tuong tac hiéu qua hon; day ciing 1a mét thanh phan ctia DQN, Q-learning

vGi mang neural.

Al Canuc80k - Bai 9.1 - Reinforcement learning 13/25



HOI NHANH

Episode dau tién di 5 transition tur S téi dich, va tit ca déu dugce luu lai. Q-learning
v6i a = 1, @ khi tao bing 0. Phat lai 5 transition nay theo thir tu nao dé @ tai S dat
3.122 chi sau mot lugt quet?

Bung thu tu da di, tu S téi dich
Ng4u nhién, dé cac mau bét tusng quan
Chi transition cudi cung, 1&p lai 5 1an

Ngudc tu transition cudi cung vé S

phat lai xudi 10 Q(s)

I
(<]

phat lai ngugc  3.122 4.58 6.2 8 10 Q(s)

3.122

Phat lai ngugc dua thuéng vé S sau mot lugt; phat lai xudi thi khong.

Poc policy, khong chi doc mot 6 Q

Con s6 & S gan dap an chuin chua chimg minh robot di dugc. Ta tit exploration, chay
policy greedy va in ca dudng di. Evaluation khong cap nhat Q; tranh viéc ki€ém tra cting

lam thay ddi agent.

Python

state = start
path = [states[state]]
actions_taken, observed_rewards = [], []

for _ in range(30):
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action = int(np.argmax(Q[state]))

state, reward, terminated = step(state, action)
actions_taken.append(action_names[action])
observed_rewards.append(reward)
path.append(states[state])

if terminated:

break

discounted = sum(gamma ** t * r for t, r in enumerate(observed_rewards))
print("Hanh ddng:", " ".join(actions_taken))
print("Pudng di:", path)
print(
£"S6 budc: {len(actions_taken)}, "

f"return: {discounted:.3f}"

)
assert state == goal and len(actions_taken) == 5

assert np.isclose(discounted, V[start])

KET QUA

Hanh ddng: R R U U R
buong di: [(2, 0), (2, 1), (2, 2), (1, 2), (0, 2), (B, 3)]
S6 budc: 5, return: 3.122

Nhin S8 budc trude: dudng ngan nhat tir S dai 5 bu6ce (d€m trén hinh hodc biang BFS),
nén tlr S agent da dat muc t6i uu. Ludi co6 nhiéu dudng ngin nhat, vi vay chudi hanh
doéng co6 thé khac mii tén trong hinh ma return van la 3.122. Mot dudng di chi kiém
policy tai S; muon ki€ém ca policy, chay evaluation ttr moi 6 va so v6i V* clia value

iteration.

Dinh 1y hoi tu ctia Q-learning dang bang can moi cdp trang thai-hanh dong dugce thir vo
s6 1an va learning rate giam dan thich hop. O luéi tat dinh ctia bai, o = 0.3 ¢6 dinh da
cho dung két qua; khi chuyén trang thai ngau nhién, « ¢ dinh khién @ luén dao dong

theo cac mau gan nhat.
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HOI NHANH
Mot bang Q méi hoc 20 episode. banh gia greedy tu S cho duong (2,0) — (2,1) —
(2,0) — (2,1) — - - - cho dén hét 30 lugt ma khong t6i dich. Ta két luan gi, va nén

lam gi?
A Environment sai, vi policy greedy luén phai téi dugc dich
B Bat lai e = 0.2 khi danh gia dé robot thoat khoi vong I&p
¢ Q chua hoc xong & hai 6 nay, nén train thém réi danh gia lai

D Return bang 0 vi khéng tdi dich, nén bd han lan danh gia nay

Policy gradient: hoc truc ti€p xac suat hanh dong

Q-learning hoc bang gia tri roi suy ra policy. Mot cach khac la dat tham s6 cho policy va
tang ky vong return. D€ thay dang phép toan, ta tam dung nhiém vu mot buée: chon trai
nhan 1 diém, chon phai nhin 3 diém, rdi episode két thac. Pay la mot bandit, trusng hgp
don gian nhat clia tuong tac c6 thuéng; n6é khong minh hoa khé khan gan cong lao qua

nhiéu budc.
Dit xac sudt di phdip = () = 1/(1 + e %). Ky vong thuéng la J(0) = 1(1 — p) + 3p =
1+ 2p. Do o'(8) = p(1 — p),

J'(0) = 2p(1 — p).

Tai 6 = 0, p = 0.5, gradient bing 0.5. Gradient ascent v6i = 0.1 cho 6 = 0.05, tang xac
suat phai 1én khoang 0.5125. Dau cdng khac voi gradient descent ctia loss vi ta mudn

tang thudéng.

Néu chua biét thudng ctia ca hai huéng, mot mau REINFORCE dung (R — b) Vg log mg(A)
dé uéc lugng gradient. b 1a baseline khong phu thudc vao hanh dong dang chon.
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Vé6i A € {0,1} va xac suat phai la p, dao ham log-policy 1a A — p. Ly b = 2: chon phai
cho (3 — 2)(1 — p); chon trai cho (1 — 2)(—p). Ky vong hai truong hgp ding bang 2p(1 —
p).

Ta kiém tinh tay truéc, roi dung 400 mau dé cip nhat policy.

Python

def sigmoid(theta):
return 1.0 / (1.0 + np.exp(-theta))

p0 = sigmoid(0.0)
theta_hand = 0.1 * 2 * p0@ = (1 - p0O)
print(f"Mot budc exact gradient: theta={theta_hand:.4f}, p={sigmoid(theta_hand):.4f}")

rng_policy = np.random.default_rng(11)
theta_policy = 0.0
for _ in range(400):
probability = sigmoid(theta_policy)
action = int(rng_policy.random() < probability)
reward = 3.0 if action else 1.0
sample_gradient = (reward - 2.0) * (action - probability)

theta_policy += 0.05 * sample_gradient

p_final = sigmoid(theta_policy)
print(f"Policy sau 400 mdu: p(phdi)={p_final:.4f}, E[R]={1 + 2 * p_final:.4f}")

assert p_final > 0.9

KET QUA

Mot budc exact gradient: theta=0.0500, p=0.5125
Policy sau 400 miu: p(phadi)=0.9641, E[R]=2.9282

E[R] & dong cudi tinh bang cong thirc 1 + 2p chia bai toan, khong phai trung binh cac
thuéng da nhan khi huan luyén. Sau 400 mau, p mdéi t6i khoang 0.96 vi ky vong gradient
2p(1 — p) nho dan khi p gan 1: policy cang chic chan thi cang hoc cham.

Trong moi trudng 16n, policy la mdt mang neural nhan trang thai va tra xac suat hanh
dong; it tham s6 hon mot bang khéng 16, nhung khong con dap an chinh xac dé dai

chiéu.
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0.5

0 100 200 300 400
s& mau

Xac sudt chon hanh dong tét tang nhanh lic dau réi chAm dan khi gan 1.
V6i episode nhiéu buée, mdi thoi diém ¢ dung return tinh tir chinh thoi diém do:

g=> (G, —b(5)) Vologms(As | Sy).

t

Hanh dong & budc ¢ khong anh hudng t6i cac thuéng da nhan truée no, nén dung G
thay cho tong thudng ca episode.

Baseline khong lam léch ky vong, vi E4.., [V log my(A | 5)] = Vg >, mg(a | s5) = 0, nhung
lam cac mau b6t dao dong; lua chon thudng gap la mot uée lugng ctia V(Sy).

Néu thay G; bang R;.1 + 7V, (Ss41), v6i V; do mot mang thi hai hoc, ta dugc actor-

critic: actor la policy, critic la ham gia tri.

HOI NHANH
Ta mudn cuc dai hoa ky vong thuéng J(6), va da co gradient bang J'(6). Dong cap

nhat nao ding?
A theta += 1r * gradient
B theta -= 1r * gradient
C theta += 1r * abs(gradient)

D theta = 1r * gradient
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HOI NHANH

Bandit ctia bai, v6i # = 0 nén p = 0.5, va baseline b = 2. Mau vira rat chon trai va
nhin 1 diém. Sau mot cip nhiat REINFORCE nhu trong code, xac suat chon phai
thay doi thé nao?

Giadm, vi mau chon trai dugc cong mdt thudng duong
Gilr nguyén, vi 1diém van la thuéng duang
Giam, vi A — p am khi chon trai

Tang, vi trai thap haon baseline nén bi day xuéng

Khi di thi
Dé cho da quy tic chuyén trang thai thi dung BFS, DP hay value iteration, khong can
hoc tir tuong tac.
Kiém step bang tay trudc khi train: va tuong, vao dich, hét lugt.
Dbanh gia agent bang policy greedy trén nhiéu episode, khong bing thuéng luc dang
kham pha.

Tom tat
MDP lam r6 trang thai, hanh dong, quy luat chuyén va thuéng; trang thai phai gitr cac
bi€n can cho budc ti€p theo. Thudng va v quyét dinh thé nao la téi uu.

Return cdng thudng tuong lai véi hé s6 chiét khau. Terminal c6 gia tri tuong lai 0
nhung khong x6a thuéng ctia bude két thic; budce bi cit vi hét lugt van bootstrap.
Bellman noi gia tri hién tai véi gia tri tuong lai. Value iteration dung mo hinh va lan
thong tin mot budc moéi vong; Q-learning cip nhit tir tiing transition, c6 thé tang tdc

bing replay.
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Exploration thu thém thong tin; evaluation greedy do policy da hoc. Policy gradient
tang ky vong thudng bing cach chinh xac suit hanh dong; baseline giam dao dong

ma khong doi ky vong.

Kiém tra cuoi bai

CAuU1

Bon doi mo ta bai toan cd ctia minh. Bai nao la reinforcement learning?
Chuang trinh tu choi nhiéu van, chi biét thdng hay thua khi van két thuc
C6 50 000 thé cd, mdi thé kém nudc di cla kién tudng, va hoc bat chudc
C6 mét triéu van khong kém két qua, va gom cac thé cd giéng nhau thanh nhom

C6 anh chup ban c6 kém bén thing, va du doan bén thang cho anh mdi

PHONG THEO ) NOAI 2025 Singapore - Phan 1- Cau 3

CAU 2
Environment bi viét sai: budc vao dich nhan 10 nhung khong két thtc. bung & dich
ma di lén thi va tuong, van & dich, va lai nhan 10. Vi v = 0.9, value iteration cho gia

tri cia 6 dich bang bao nhiéu?
10
19
100

V6 han, vi cu cdng 10 mai
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https://learn.aisingapore.org/wp-content/uploads/2025/10/NOAI-2025-MCQ-Assessment-Questions.pdf#page=1

CAu 3
Trén luéi ctia bai, mdi bude bi —1, bude vao dich duge +10, va vy = 0.9. Déi thudng
vao dich thanh 0, cac buéc khac van —1. Policy t6i uu va V*(S) thay déi thé nao?
Policy ddi, robot tranh dich, va V*(S) giam
Policy déi, robot di vong, va V*(S) tang

Policy gilt nguyén, va V*(S) khéng doi

Policy gilt nguyén, con V*(S) giam

PHONG THEO ) CMU 10-601 - Exam 3 Practice - Q3.7

CAu 4

Mat san tron. Robot & 0 X, cach dich 2 6 trén mot duong théng, véi 0 Y ndm giira.
Lénh “tién” c6 xac suat 0.8 di mot 6 va 0.2 truot di hai 6. Ti'Y thi céa hai truong hop
déu vao dich. Vao dich nhén 10, buéc khac nhan 0, v = 0.9, va “tién” la hanh dong
t6t nhat. V*(X) biang bao nhiéu?

9.0
9.2
10

11.0

PHONG THEO ) CMU 10-601 - Exam 3 Practice - Q3.9
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https://www.cs.cmu.edu/~mgormley/courses/10601/handout/exam3_practice_problems.pdf#page=16
https://www.cs.cmu.edu/~mgormley/courses/10601/handout/exam3_practice_problems.pdf#page=17

CAuU S5
Mot policy ¢6 dinh dua robot di qua di lai mai gitra hai 6. Ttr A sang B nhan 0, ta B
sang A nhan 1, va v = 0.8. V™(A) bing bao nhiéu?

0.8
2.222

2.778

PHONG THEO ) MIT 6.036 - Final, Spring 2022 - Q6(a)

CAu 6
Value iteration luu p(s' | s,a) thanh mét bang day da, véi |S| = 2000 trang thai va
|A| = 5 hanh dong. Mot vong cap nhat moi trang thai ton cd bao nhiéu phép nhan

cdng, va chuyén trang thai ngau nhién c6 lam déi con s6 4y khong?
Khoang 2 - 107, ng4u nhién hay tat dinh cing nhu nhau
Khoang 2 - 107, nhung ng3u nhién lam ting I&n nhiéu 1an
Khoang 10*, nhung ng3u nhién lam ting I&n 2 - 107

Khoang 8 - 10°, vi phai giai mot hé ¢ |S|3

PHONG THEO ) CMU 10-601 - Exam 3 Practice - Q4.1
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https://introml.mit.edu/_static/fall22/final/review/6036_final_sp22.pdf#page=17
https://www.cs.cmu.edu/~mgormley/courses/10601/handout/exam3_practice_problems.pdf#page=18

CAu 7

MDP ¢6 bon trang thai A, B, C, D va hai hanh dong Move, Stay chua rd tac dung. Q-
learning v6i Q khoi tao bang 0, a = 1, v = 0.9 lan lugt nhan cac transition
(A,Move, 0, B), (B,Move, 0,C), (C,Move, 1, A), (A, Move, 0, B) va (B,Move, 0, C)

. Sau ndm lan cap nhat, nhiing 6 nao ctia bang Q khac 0?
Chicé Q(C,Move) =1
Q(C,Move) = 1, Q(B,Move) = 0.9 va Q(A, Move) = 0.81
Q(C,Move) = 1 va Q(B,Move) = 0.9

Q(A,Move), Q(B, Move) va Q(C,Move) déu bang 1

PHONG THEO ) MIT 6.036 - Final, Spring 2022 - Q7(a)

CAuU 8

Tié€p tuc v6i bang @ clia cau trude, o = 1,y = 0.9. Agent nhan thém

(A, Move, 0, B) r6i (B, Move, 0, D), va moi Q(D, -) van bang 0. Gia tri méi ctia
Q(A, Move) va Q(B, Move) la bao nhiéu, va can stra diéu gi?

0.81 va 0.9, khéng can sta gi vi bang Q da dung
0 va 0, nén tang v I&n 1 dé gil gia tri & xa 1au hon
0.81 va 0, nén tang e dé thi Stay nhiéu han 8 moi 6

0.81 va 0, nén giam o dé lay trung binh céac lan thu

PHONG THEO ) MIT 6.036 - Final, Spring 2022 - Q7(c)-(d)
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https://introml.mit.edu/_static/fall22/final/review/6036_final_sp22.pdf#page=19
https://introml.mit.edu/_static/fall22/final/review/6036_final_sp22.pdf#page=20

CAu 9

Environment cit méi episode & lugt 100, v6i truncated=True, di robot chua t6i
dich. Poan cdp nhat duéi day sai 6 dau?

s2, r, terminated, truncated, _ = env.step(a)
done = terminated or truncated

target = r if done else r + gamma * Q[s2].max()
Q[s, al] += alpha * (target - Q[s, al)

Khéng sai, vi episode da ding thi tuang lai bang 0
Phai datr = 8 & budc bj cat
Target phai dung terminated, con done chi dung dé reset

Target phai dung truncated, con terminated chi dung dé reset

cAu 10

V6i bandit ctia bai, trai dugc 1 diém, phai duge 3 diém, p = 0.5, va mau REINFORCE
1a (R —b)(A — p). So sanh baseline b = 0 v6i b = 2.

Cung ky vong 0.5, phudng sailalv8ib=0va0vsib =2
Cung ky vong 0.5, cung phuadng sai 1 v3i ca hai baseline
Ky vong 1.5 véi b = 0 va 0.5 v3i b = 2, cung phuong sai

Ky vong 0.5 v8i b = 0 va 0 v8i b = 2, phuong sai déu bang 0

PHONG THEO ) CMU 10-601 - Exam 3 Practice - Q5.3(a)

Poc thém
Sutton, Barto — Reinforcement Learning: An Introduction, ban tha hai, chuong 3, 4, 6 va 13.

DPoc dinh nghia MDP, Bellman, Q-learning va REINFORCE; cht y cac gia thiét ctia két qua hoi
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https://www.cs.cmu.edu/~mgormley/courses/10601/handout/exam3_practice_problems.pdf#page=25
https://incompleteideas.net/book/the-book-2nd.html

tu.

« Ma, Ng — CS229 Lecture Notes, phan Reinforcement Learning and Control. Doc dé ndi
Bellman va value iteration v6i dynamic programming va phan biét mo6 hinh da bié€t véi hoc tir
tuong tac.

« Watkins, Dayan — Q-learning, 1992. Doc dinh nghia cip nhat ban bang va cac diéu kién cta
két qua hoi ty; mot ludi nho chay ding khong thay duge nhitng diéu kién ay.

« Sutton va cOng su — Policy Gradient Methods for Reinforcement Learning with Function
Approximation. Poc sau vi du bandit dé thay vi sao c6 thé u6c lugng gradient ctia mot policy
tu trai nghiém.

« Gymnasium — Handling Time Limits. Doc dé x{r Iy dtng terminated, truncated va bootstrap

khi chuyén code ctia bai sang environment thu vién.
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https://cs229.stanford.edu/main_notes.pdf
https://www.gatsby.ucl.ac.uk/~dayan/papers/cjch.pdf
https://papers.nips.cc/paper/1999/hash/464d828b85b0bed98e80ade0a5c43b0f-Abstract.html
https://papers.nips.cc/paper/1999/hash/464d828b85b0bed98e80ade0a5c43b0f-Abstract.html
https://gymnasium.farama.org/tutorials/gymnasium_basics/handling_time_limits/

