Ensemble

Trac nghiém & Thuc hanh Y PDF bai

Ensemble la gop du doan ctia nhiéu model. Gop chi c6 1gi khi cac model sai &
nhiing chd khac nhau, dé 16i ctia model nay dugc model kia bu. Néu cac model
cung sai mot kiéu, vi du cing dua vao mdt dau hiéu tinh cd trong anh, thi thém
bao nhiéu model cling khong gitp. Bai nay hoc cac cach gop (bd phiéuy, 1y
trung binh, trung binh c6 trong sg, stacking) va cach chon trong sé trén mot

tap roi kiém trén tip khac, dé diém bao cao khdng bi dep gia.

MUC TIEU
Tinh cac cach gop: bo phi€u, trung binh xac suat, trung binh hang, trung binh c6

trong so.
Biét khi nao gop co lgi.
Chon trong s6 trén mot tap, kiém trén tip khac.

Lam stacking bang du doan out-of-fold.

GOp nhan khac gop xac suat
Hai cach gop phan loai:
Hard voting chon 16p duge nhiéu model du doan nhat.

Soft voting lay trung binh cac xac sudt tung 16p ro6i chon 16p cé xac sudt cao nhat.

Hai cach c6 thé cho két qué khac, vi hard voting bé muec tu tin. Ta 1dy mau dau tién: ba
xac suat 16p 11a 0.51,0.51,0.01. Hai model hoi nghiéng vé 16p 1, mot model nghiéng
manh vé 16p 0. Hard voting cho 16p 1, con mean 1.03/3 ~ 0.343 cho 16p 0.

Python

import numpy as np

# M6i hang 14 mdt mAu; mdi cot 1a xac sudt 1ép 1 cla mot model.

probabilities = np.array([
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[6.51, 0.51, 0.01],

[0.90, 0.60, 0.60],

[0.20, 0.80, 0.70],

[0.80, 0.10, 0.10],
D
hard_labels = (probabilities >= 0.5).astype(int)
majority = (hard_labels.sum(axis=1) >= 2).astype(int)
mean_probability = probabilities.mean(axis=1)
soft_labels = (mean_probability >= 0.5).astype(int)
print("shape", probabilities.shape)
print("hard", majority.tolist())
print("mean probabilities", mean_probability.round(3).tolist())
print("soft", soft_labels.tolist())

KET QUA

shape (4, 3)

hard [1, 1, 1, 0]

mean probabilities [0.343, 0.7, 0.567, 0.333]
soft [8, 1, 1, 0]

DPoc hang dau dé thay hai dap an khac nhau. Soft voting khong luén dung hon: mot

model tu tin sai cé thé kéo mean sang 16p sai.

Xac sudt duge hiéu chinh (calibrated) gitip mic tu tin ¢ ¥ nghia; mdt model cho 0.9 can
dung gan 90% trén cac truong hop tuong tu dé cach doc dy hop 1y. Tai liéu
VotingClassifier phan biét hai co ché va khuyén nghi soft voting cho cac bo phan loai co6

xac suat dugc hiéu chinh tot.

V6i K model va trong s6 khong am wy, ¢6 téng 1, xac suat gop la

K
p(c|z) = Zwkpk(c | z).
k=1

c chi 16p, = chi mot mau. V6i bai hdi quy, thay xac suit bang gia tri du doan la trung binh
du doan. Khong gop ID hay chi s6 16p nhu mét s6 thuc: trung binh nhan cat=0, dog=1,
bird=2 thanh 1khéng c6 ¥ nghia “& gitta méo va chim”. Néu model xuit logits, mean

logits roi softmax khac mean probabilities; chon cach nao phai dugc kiém ding metric.

Hard voting v6i s6 model chan c6 thé hoa phiéu; khi hoa, VotingClassifier va

np.argmax (np.bincount(...)) déu chon 16p c6 chi s6 nho hon, mot quy tic ngadm ma
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nguoi viét khong chti y dat. S6 model 1é tranh hoa véi hai 16p; véi nhiéu 16p, ba model tra

ba nhan khac nhau van hoa.

_________ model1 ~ model2 ~ model3  hard  mean soft.
E mau 1 0.51 0.51 0.01 1 0.343 0 E
o @ e e e e e e e e L L e L L L R, @ e e e e e e e e )
mau 2 0.90 0.60 0.60 1 0.700 1
mau 3 0.20 0.80 0.70 1 0.567 1
mau 4 0.80 0.10 0.10 0 0.333 0

& cam: nghiéng vé I18p 1; mau 11a chd hai cach gop khac nhau

B6 phi€u chon 16p 1; trung binh xac sudt chon 16p 0 vi mot model rat chic.

HOI NHANH
Hai model cho xac suat 16p 11a 0.2 va 0.8, v6i trong sé lan lugt 1a 0.75 va 0.25. Xac

sudt gdp bang bao nhiéu?

A 0.5
B 0.35
c 0.65
p 10

Al Canuc80k - Bai 8.4 - Ensemble 3/31



HOI NHANH
Ba model nhi phén cho logit +5, —2, —2 ¢ cing mot mau, va mau thudc 16p 1 néu
xac sudt tir 0.5 trd 1én. Lay trung binh logit rdi qua sigmoid, va 1ay trung binh cac

xac sudt sigmoid, lan lugt cho 16p nao?
A Trung binh logit cho I8p 0, trung binh xac suéat cho I16p 0
8 Trung binh logit cho I18p 0, trung binh xac suat cho 16p 1
¢ Trung binh logit cho I8p 1, trung binh xac suéat cho I16p 0

D Trung binh logit cho I8p 1, trung binh xac suat cho 18p 1

mean logit > 0.583

————————————————————————————————————————————————————— mean p = 0.411

-6 -2 0 2 6
logit

Trung binh logit va trung binh xac suat c6 thé cho hai 16p khac nhau.

Khi metric chi xét thi tu: trung binh hang

AUC va cac metric xép hang chi dung th tu diém gilra cac mau, khong dung dé 16n. Hai
model thuong cho diém & hai thang khac nhau: mot model nén moi diém quanh 0.5,
model kia trai tir 0.05 dén 0.95. Trung binh diém th6 d€ model thang rong lan at, du hai

model c6 gia tri nhu nhau.

Trung binh hang (rank averaging) déi diém ctia m6i model thanh hang ctia mau trong

tap, roi lay trung binh cac hang. Vi du dung san dudi day c6 sdu mau, ba am va ba duong.
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Python

from scipy.stats import rankdata

from sklearn.metrics import roc_auc_score

y_small = np.array([6, 6, 0, 1, 1, 1])

score_a = np.array([0.47, 0.48, 0.50, 0.49, 0.52, 0.53]) # thang hep quanh 0.5
score_b = np.array([0.20, 0.70, 0.05, 0.85, 0.40, 0.95]) # thang rdéng
mean_score = (score_a + score_b) / 2

(rankdata(score_a) + rankdata(score_b)) / 2

rank_score
for name, score in [("A", score_a), ("B", score_b),
("mean", mean_score), ("rank mean", rank_score)]:
print(name, "AUC", f"{roc_auc_score(y_small, score):.3f}")

print("rank scores", rank_score.tolist())

KET QUA

A AUC 0.889

B AUC 0.889

mean AUC 0.889

rank mean AUC 1.000

rank scores [1.5, 3.0, 2.5, 4.0, 4.0, 6.0]

Mbi model xép dng 8 trén 9 cap (duong, am), nén AUC la 0.889. A sai 6 mot cap (mau
duong 0.49 thidp hon mau dm 0.50), B sai 6 mdt cap khac (mau am 0.70 cao hon mau
duong 0.40). Trung binh di€ém tho stra dugc 16i cia A nho B, nhung git lai 16i ctia B:

khoang cach diém ctia B & cap dy la 0.30, cia A chi 0.04, nén B 1an at.

Trung binh hang cho m6i model dong gép theo thi tu thay vi theo do rong thang, va ca
hai 16i déu bi model kia ghi dé: AUC 1én 1.000.

A o000 o090 AUC 0.889

B @ ® ® o ® © AUC 0.889

mean ® ® ® @ ® @ AUC 0.889
rank mean ® ® ® o @ AUC 1.000

xanh: mau am, cam: mau ducng; mdi dong dung thang riéng cla né

Trung binh diém th6 dé mot model l1an at; trung binh hang thi khong.
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Hang chi c6 nghia trong mot tap du doan day dd, vi hang ctia mét mau phu thudc moi
mau khac. Test chia thanh nhiéu file phai dugc gop truée khi x€p hang. Hang cling
khong phéi xac suat: log loss, F1 theo ngudng va moi metric can dd 16n khong tinh duge

trén hang.

HOI NHANH
Test gom hai file, mbi file 5000 mau, va metric 1a AUC trén ca 10 000 mau. Hai

model da du doan xong. Liy trung binh hang thé nao cho ding?
A Gop hai file, xép hang chung, rdi tach lai theo ID
B Xép hang riéng tung file, réi ndi hai bang hang lai
¢ Xép hang file dau, gilt diém thé cho file sau

D V&i méi mau, xép hang hai model réi lay trung binh

Nhiéu model giam phan 16i nao?

Hay tudng tugng ba ngudi cung do mdt chiéu dai. Néu sai s6 do doc 1ap, 14y trung binh
giam dao dong. Néu ca ba dung mét thude bi 1éch thém 2 cm, 1ay trung binh van 1éch
2 cm. Ensemble cling vay: khac seed c6 thé giam dao dong huan luyén, nhung cung dung

mot nhan sai, mot split ro ri hodc mot dudng tat thi 16i chung con nguyén.
Mot cong thitc nhd cho truc giac. Gia sit cac sai s6 €, déu c6 trung binh 0, phuong sai o

va moi cap c6 cung tuong quan p. Phuong sai ctia trung binh la

Var(d) = = (1+ (K — 1)p).

=1

C6 K hang phuong sai trén duong chéo va K (K — 1) hang hiép phuong sai, m6i hang
bang po?; chia téng cho K2 cho cong thirc. Néu p = 0, phuong sai giam con o2/ K. Néu
p = 1,n6vanla o%. Néu p > 0, tang model mai con gi6i han po?. Pay 1a mo hinh sai s&

don gian, khong phai dinh ludt du bao accuracy ctia moi ensemble.
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Python

for correlation in [0.0, 0.5, 1.0]:
k = 4
variance_ratio = (1 + (k - 1) * correlation) / k

print("rho", correlation, "variance ratio", f"{variance_ratio:.3f}")

KET QUA

rho 0.0 variance ratio 0.250
rho 0.5 variance ratio 0.625

rho 1.0 variance ratio 1.000

Bon model doc 1ap cho ti 1€ 0.25; tuong quan 0.5 cho 0.625; giong hét nhau cho 1.0. b6 1a
Iy do ta xem mau sai, khong chi xem metric mdi model. Model thit hai c6 thé hoi yéu hon
tong thé nhung sita ding mot nhém model thit nhat thudng sai. N6 cling cé thé bat dong

vi qua yéu; bat dong tu n6 chua ching minh ich lgi.

Var(trung binh) / 6*
1

p =0.9
05 ——-\ oottt e —————————/—/——— p =0.5
=0
0 p
1 5 10 15 20

s6 model K

Thém model chi kéo phuong sai sai s6 vé miic san p; mudn thiap hon phai
giam tuong quan.
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HOI NHANH
Mudi ban cung kién tric, cung dit liéu, chi khac seed, va sai s6 ctia moi cap cod
tuong quan p = 0.9. Theo mo6 hinh ctia bai, phuong sai ctia sai s6 trung binh bing

bao nhiéu so v6i mot ban?

A 0.1002
B 0.9002
¢ 1.0002
D 0.9102

B phiéu ciing theo logic dy. Gia stt K model nhi phan, méi model ding véi xac suat p
trén mbi mau va sai doc 14p nhau; da s6 dang khi cé qua ntra s6 model ding, xac suat ay
la mot téng nhi thirc. Ham dudi day tinh né, roi thir mot phan s6 mau ma ca ba model

ludn cung ding hoac cling sai (16i tring hoan toan), phan con lai doc lap.

Python

from math import comb

def majority_accuracy(p, K):

"k model doc 1ap, mdi model ding véi xac sudt p; da sd ding khi hon nUa sd model
dung."""

return sum(comb(k, j) * px*xj * (1 - p)*x(k - j) for j in range(k // 2 + 1, k + 1))

print("p=0.7", "3 models", f"{majority_accuracy(0.7, 3):.3f}",
"15 models", f"{majority_accuracy(0.7, 15):.3f}")
for shared in [0.0, 0.5, 1.0]:
vote = shared * 0.7 + (1 - shared) * majority_accuracy(0.7, 3)
print("shared", shared, "vote of 3", f"{vote:.3f}")

KET QUA

p=0.7 3 models 0.784 15 models 0.950
shared 0.0 vote of 3 0.784

shared 0.5 vote of 3 0.742

shared 1.0 vote of 3 0.700
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Ba model doc lap, mdi model dang 70%, cho 0.784; mudi lam model cho 0.950. Khi mot

nlra s6 mau c6 16i tring hoan toan (shared=0.5), ba model chi con 0.742; khi moi 16i

trang (shared=1.0), bd phi€u bang dang mdt model, 0.700.

Diéu kién p > 0.5 cling bat budc: khi méi model ding it hon nita s6 méu, thém model

lam b6 phiéu té hon nita. Boosting dat diéu kién tuong tu: weak learner phéi hon doan

ngau nhién.

accuracy cla bd phiéu da sb
1

p=0.7: 0.950
0.8
0.784
0.6
0.4.\\ Py
e ——@————@ p = 0.45: 0.346
1 3 5 7 9 n 13 15

s6 model K (1&)

Model dang 70%: cang nhiéu model, bo phi€u cang t6t. Model dung 45%:
cang teé.

HOI NHANH
Ba model déu dung 70%. Trén mdt nlra s6 mau, ca ba luén cting dung hoac cung
sai. Trén nita con lai, ba model sai ddc 1ap véi nhau. Bé phiéu da s6 cho accuracy

gan muc nao nhat?

A 0.700
B 0.742
c 0.784
D 0.850
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Chuén bi ba phan dit liéu c6 vai tro riéng

Dt liéu 1a hai hinh ban nguyét nhiéu tu make_moons, sinh tai ché. Méi mau c6 hai dic

trung, nhan 0 hodc 1. Ta danh 360 mau dé fit model, 120 mau tune d€ chon trong sd, 120

mau audit dé kiém phuong an da khoa. Tén audit chi goi tip kiém gi riéng trong

notebook.

Python

from sklearn.datasets import make_moons

from sklearn.model_selection import train_test_split
from sklearn.pipeline import make_pipeline

from sklearn.preprocessing import StandardScaler
from sklearn.linear_model import LogisticRegression
from sklearn.ensemble import RandomForestClassifier
from sklearn.neighbors import KNeighborsClassifier

from sklearn.metrics import log_loss, accuracy_score

X, y = make_moons(n_samples=600, noise=0.28, random_state=84)
X_train, X_hold, y_train, y_hold = train_test_split(
X, y, test_size=0.4, random_state=1, stratify=y)
X_tune, X_audit, y_tune, y_audit = train_test_split(
X_hold, y_hold, test_size=0.5, random_state=2, stratify=y_hold)
models = {
"linear": make_pipeline(StandardScaler(), LogisticRegression(max_iter=500)),

"forest": RandomForestClassifier(n_estimators=40, max_depth=5,

min_samples_leaf=3, random_state=0, n_jobs=1),

"knn": make_pipeline(StandardScaler(), KNeighborsClassifier(n_neighbors=15)),
F
tune_probs = []
audit_probs = []
for name, model in models.items():
model.fit(X_train, y_train)
assert np.array_equal(model.classes_, [0, 1])
p_tune = model.predict_proba(X_tune)
p_audit = model.predict_proba(X_audit)
tune_probs.append(p_tune)
audit_probs.append(p_audit)
print(name, "tune logloss", f"{log_loss(y_tune, p_tune):.4f}")
tune_probs = np.stack(tune_probs)

audit_probs = np.stack(audit_probs)
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print("train/tune/auvdit", len(y_train), len(y_tune), len(y_audit))
print("probability shape", tune_probs.shape)

KET QUA

linear tune logloss 0.3229
forest tune logloss 0.2240
knn tune logloss 0.4201
train/tune/audit 360 120 120
probability shape (3, 120, 2)

Shape (3,120,2) ¢o thir tu model, mau, 16p. predict_proba cdt dau 1a 16p 0, cot sau 1a
16p 1vi da kiém classes_. Khi dung pandas ghép du doan, ta git cting thir ty ID; mot
tensor cung shape nhung hang 1éch van cho mot mean v6 nghia. Fit scaler chi trén train

nhd Pipeline; tap audit chua tham gia chon trong so.

train 360 tune 120 audit 120
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° o:‘i. ... dr ° ...o 0.......' d... ° : ... ° ¢ ". N
WV R s, ey et 8 o T Lo
AL XIR AT LI T ® g0 & o . - %% $°20
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° ',-.’Q.’” Q‘. ° i o ® ® o o0 80
® o ..pg.'. ° . oo... 000 :. ®
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cung make_moons, chia mét I4n: tune chon trong s6, audit chi ma cho phudng an da khéa

Dit liéu chia ba phan: fit model, chon trong s6, va git riéng dé danh gia.

Al Canuc80k - Bai 8.4 - Ensemble 11/31



HOI NHANH
P.shape == (3, 1208, 2).Mudn ldy trung binh qua cac model ma van giit mau va
16p thi dung gi?

P.mean(axis=0), cho shape (120, 2)
P.mean(axis=1), cho shape (3, 2)
P.mean(axis=2), cho shape (3, 120)

P.mean(), cho mét s6

Chon trong s6 bang mét tap, danh gia bang tip khac

Ta thr mét ludi nhd: trong s6 1a bdi ctia 0.25, khong am va tdng 1. Viét trong s6 la
(a,b,¢)/4v6ia+ b+ c = 4 nguyén khong am thi 6 (5) = 15 bo. Day 12 mot tap phuong
an dinh truéce, da nhé dé doc.

g+K-1
K-1

da c6 1771 bd. Thir hang nghin trong sé trén 120 mau, ta cé thé fit nhiéu ctia chinh tune

V6i K model va lu6i bu6e 1/g, s6 bd 1a ( ), tang rdt nhanh: bén model va buéc 1/20

du khong fit thém model nao.

Python

weight_grid = []
for first in range(5):
for second in range(5 - first):
third = 4 - first - second

weight_grid.append(np.array([first, second, third]) / 4)

def combine(weights, probabilities):

return np.tensordot(weights, probabilities, axes=(0, 0))

losses = [log_loss(y_tune, combine(w, tune_probs)) for w in weight_grid]
best_index = int(np.argmin(losses))

chosen_weights = weight_grid[best_index]

equal_weights = np.full(3, 1 / 3)
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print("candidate weights", len(weight_grid))
print("chosen weights", chosen_weights.tolist())
print("chosen tune loss", f"{losses[best_index]:.4f}")

print("equal tune loss", f"{log_loss(y_tune, combine(equal_weights, tune_probs)):.4f}")

KET QUA

candidate weights 15

chosen weights [0.0, 0.25, 0.75]
chosen tune loss 0.1687

equal tune loss 0.2190

Ta khoa chosen_weights sau khdi nay. Trong s6 0 c6 nghia bd model d6, nén luéi da gom
ca model don. Néu equal weights khong thang model don, do 1a mot két qua can git,
khong phai 16i phai che. Model manh trén tune c6 thé khong manh 6 mot mién khac;

kiém 16i theo nhom tir bai 8.2 van can thiét.

Gi® md tap audit mdt 1an cho phuong an da chon, dong thdi bao méc model don va
equal weights d€ hiéu hé qua. Trong bai luyén that, néu dung két qua audit d€ sira lai
phuong an, tp nay da tré thanh validation; can mot tap danh gia khac hodc ghi diing
gi6i han phép do.

Python

audit_ensemble = combine(chosen_weights, audit_probs)
for name, p in list(zip(models, audit_probs)) + [
("equal", combine(equal_weights, audit_probs)),

("chosen", audit_ensemble),

1:
labels = np.argmax(p, axis=1)
print(name, "audit logloss", f"{log_loss(y_audit, p):.4f}",
"accuracy", f"{accuracy_score(y_audit, labels):.3f}")
KET QUA

linear audit logloss 0.3124 accuracy 0.842
forest audit logloss 0.2571 accuracy 0.892
knn audit logloss 0.4809 accuracy 0.925
equal audit logloss 0.2384 accuracy 0.908
chosen audit logloss 0.2113 accuracy 0.925
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0.323
. ‘ chon (0, 0.25, 0.75)
8.291 0.265
tune 0.169 - audit 0.211
0.266 0.241 0.221 déu (1/3, 1/3, 1/3)

tune 0.219 - audit 0.238

0.244 0.219 0.200 0.187

forest ‘ . ‘ @ ~ KNN

0.224 0.200 0.182 0.169 0.420

Trong s6 chon trén tip tune dat 0.169, trén tap git riéng 0.211.

logistic regression: log loss tune 0.3229 random forest: log loss tune 0.2240

kNN 15 lang giéng: log loss tune 0.4201 trong s6 da chon trén tune (0.0, 0.25, 0.75): log loss tune 0.1687

Xac suat 16p 1 ctia ba model, réi ctia trung binh déu va trung binh c6 trong sé.
Doc ca log loss va accuracy. Trong 1an chay nay, kNN don va ban chon déu dat accuracy

0.925 trén audit, nhung log loss giam tir 0.4809 xudng 0.2113: mot model c6 thé cho cung

nhan ma xac suat b6t cuc doan.
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Ly do nam & chinh kNN véi 15 hang x6m: khi ca 15 hang x6m cung nhan, né tra xac suit

ding 0 hodc 1, va mdt 1an tu tin sai bi log loss phat gan nhu vo han. Ta dém trén tune.

Python

knn_tune = tune_probs[2, :, 1]

extreme = (knn_tune == 0) | (knn_tune == 1)

wrong_extreme = extreme & ((knn_tune >= 0.5) != y_tune)

clipped = np.clip(tune_probs[2], 0.01, 0.99)

print("KNN extreme probabilities", int(extreme.sum()), "of", len(y_tune))

print("extreme and wrong", int(wrong_extreme.sum()))

print("kNN tune logloss raw", f"{log_loss(y_tune, tune_probs[2]):.4f}",
"clipped", f"{log_loss(y_tune, clipped):.4f}")

KET QUA

kNN extreme probabilities 71 of 120
extreme and wrong 1
KNN tune logloss raw 0.4201 clipped 0.1639

71 trong 120 xac suat ctia kNN la ding 0 hoac 1, va mdt mau trong s6 do sai: riéng mau dy
gop khoang 36 trén téng 50.4 ctia log loss tune (0.4201 x 120). Chi cat xac suat vao doan
[0.01, 0.99] da dua log loss vé 0.1639, gan ban trdon forest va kNN (0.1687). Trong s 0.25
cho forest, von khéng cho xac suit dang 0 hodac 1, lam ding viéc d6: chan duéi cac xac

sudt ctia KNN.

Vay trén tip tune, phan 16n 1¢i ich ctia trong s6 da chon dén tir hiéu chinh xac sut,
khong phai tir bu 16i gitta cac model; mudn biét diéu nay c6 gilr trén di liéu méi, so hai
cach trén audit chir khdng két luan tir tune. BO trong so (0,0.25,0.75) gan vé6i dit liéu va

metric ctia bai; bai khac phai chon lai.
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s6 mau

41
40 38

20

0 0.25 0.5 0.75 1
xac suat 16p 1 cua kNN trén tune

71 / 120 xa&c sudt ding 0 hodc 1; 1 trong sé d6 sai

kNN cho nhiéu xac sudt ding 0 hodc 1; mot mau ty tin sai chi€ém phan 16n log
loss.

Clng can doc do 16n ctia cac con s6. Ban chon c6 log loss 0.1687 trén tune nhung 0.2113

trén audit: mot phan ctia chénh 1éch 0.04 dy 1a cai gia ctia viéc chon trén chinh tune.

Accuracy trén 120 mau c6 dé léch chuén ¢6 /0.9 - 0.1/120 ~ 0.027, titc hon ba mau;
chénh 0.892 va 0.925 (bon mau) gitra forest va ban chon chua dt dé€ xép hang hai phuong
an. Ngugc lai, metric F1 dung ngudng va phu thudc phan bo 16p; trong s6 tot cho log loss

chua chic tét cho F1. Chon theo metric ctia bai, cac metric khac chi gitip chan doan.

Con cau hoi vé tuong quan sai s6. Ta do hai thi trén tune: ti 1é nhan khac nhau

(disagreement) va tuong quan cfia sai S8 p; — y, tic xac sudt 16p 1 trir nhan that.

Python

predicted_labels = np.argmax(tune_probs, axis=2)

tune_errors = tune_probs[:, :, 1] - y_tune # shape (3, 120)

error_corr = np.corrcoef(tune_errors)

names = list(models)

for first, second in [(B, 1), (B, 2), (1, 2)]:
disagreement = np.mean(predicted_labels[first] != predicted_labels[second])
print(names[first], names[second], f"disagree {disagreement:.3f}",

f"corr {error_corr[first, second]:.3f}")

KET QUA

linear forest disagree 0.067 corr 0.915
linear knn disagree 0.100 corr 0.791
forest knn disagree 0.033 corr 0.896
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Hai con s6 do hai diéu khac nhau. Disagreement chi dém nhan khac nhau, tir 3% dén
10%. Tuong quan sai s6 gan véi p cia cong thirc hon: 0.79 dén 0.92, cao vi ca ba model
cung ddi mat véi nhiéu cta dir liéu va cung sai & vung hai ban nguyét chong lén nhau.
V6i K = 3va p~ 0.9, cong thitc cho tilé (1 +2-0.9)/3 ~ 0.93: gop c6 loi nhung it. Cung
huéng ay, equal weights chi ha log loss tune tir 0.2240 (forest) xuong 0.2190; mitc chénh
0.005 nay nhé hon dao dong gitra cac seed cta riéng forest, nhu muc sau cho thay. Khi
hai model bat dong, mdt c6 thé diing hodc ca hai sai; v6i nhiéu 16p, trudng hgp ca hai sai

nhung khac nhan rat thuong gip.

Xem cac dong bat dong cuing nhan validation cho biét model nao giip nhém nao. Khong

dung nhan test kin d€ lam buéc nay.

HOI NHANH
Ta dung audit d€ chon lai trong sd, vi mot bd khac c6 diém cao hon trén audit. Vai

tro ctia audit da thay déi thé nao?
A Van doc 1ap, vi ta khong fit thém model nao
B Da thanh tap train cho forest, vi né c6 nhan
¢ Pathanh tap dung dé chon, nén diém trén né lac quan

D VAn doc 1ap, néu chi tht dung hai lan
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HOI NHANH
Ta chon trong s6 cho bdn model bang mét ludi buée 1/20, gom 1771 bo, trén tap
tune c6 120 mau, roi bao log loss tune ctia bo tot nhat. So véi log loss trén audit,

con s@ dy thuong thé nao?
Xap xi audit, vi ca hai tdp déu khéng dung dé fit model
Cao hon audit, vi ugi 16n phat cac bd trong s6
Cao hon audit, vi tune chi c6 120 mau

Thép han audit, vi bd dugc chon khdp ca nhiéu cua tune

Ddi seed va trung binh nhiéu lan chay

Nhiéu seed tao da dang khi thuat toan c6 thanh phan ngau nhién: bootstrap, thir tu
batch, khai tao. Véi solver xac dinh, do6i seed c6 thé cho ding cuing du doan. Ta do ca hai

trudng hop: forest 40 cay v6i nam seed, va logistic regression v6i hai seed.

Python

seed_probs = []
for seed in range(5):
forest = RandomForestClassifier(n_estimators=40, max_depth=5,
min_samples_leaf=3, random_state=seed, n_jobs=1)
forest.fit(X_train, y_train)
seed_probs.append(forest.predict_proba(X_tune))
seed_losses = [log_loss(y_tune, p) for p in seed_probs]
print("single seeds", [round(v, 4) for v in seed_losses])
print("mean of singles", f"{np.mean(seed_losses):.4f}",
"seed average", f"{log_loss(y_tune, np.mean(seed_probs, axis=0)):.4f}")
1r_probs = [LogisticRegression(max_iter=500, random_state=s).fit(X_train, y_train)
.predict_proba(X_tune) for s in (0, 1)]

print("logistic regression, two seeds identical:", np.array_equal(lr_probs[0], lr_probs[1]))

single seeds [0.224, 0.2336, 0.232, 0.2106, 0.2025]
mean of singles 0.2205 seed average 0.2192
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logistic regression, two seeds identical: True

Nam seed ctia cing mot cau hinh cho log loss tune tir 0.2025 dén 0.2336, dao dong
0.031. Mtrc nay 16n hon sau lan khoang chénh 0.005 gitra equal weights va forest & muc
trude (0.2190 so va6i 0.2240), nén khoang chénh ay chua phai biang ching. Trung binh
nam ban cho 0.2192, sat trung binh cac ban don (0.2205): gdp seed giam dao déong nhiéu

hon 1a ha muc 16i.

Dao déng gitra cac seed la moc dé doc moi cai thién nho; chénh 1éch du6i mdc dy can lap
nhiéu seed tru6ce khi két ludn. Logistic regression véi solver médc dinh cho cuing xac suit

& moi seed, nén nam ban chi ton thai gian chay.

nam seed forest: dao dong 0.031

® ® O e L ¥ )
trung binh 5 seed 0.219

equal weights so vdi forest: 0.005

0.20 0.21 0.22 0.23 0.24

log loss tune

Chénh léch gitra cac seed 16n hon chénh léch gitra hai cach gop.

Khi thai gian it, kiém hai seed nhd va so do khac truéce khi chay nhiéu ban. Néu 16i chung
la dudng tat, da dang kién truc hodc dit liéu hgp 1é thuong dang khao sat hon thém seed
cung cong thirc. Test-time augmentation (bai 5.3) 1a cuing y & phia dau vao: mt model,
vai phién ban hgp 1é ctia mau, trung binh du doan; chi phi chay nhan 1én theo sd phién

ban.
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HOI NHANH
Hai cdu hinh forest chénh nhau 0.004 log loss trén validation. Chay lai mdi cdu hinh

v6i 5 seed thi méi cdu hinh dao dong ¢6 0.03 gitra cac seed. Ta két ludn dugce gi?
Chua phan biét dudc, can so trung binh trén nhiéu seed
Chon c&u hinh c6 diém thap han, vi moi chénh léch déu cé ich
Chon cau hinh cé mét seed don [& t&t nhat [am dai dién

Hai c&u hinh giéng nhau, nén ndp cau hinh nao ciing dugc

HOI NHANH
Co6 nam ban LogisticRegression, v6i solver mdc dinh Ibfgs, trén cung di liéu, chi

khac random_state. Trung binh xac suit ctia nam ban so v6i mot ban thi thé nao?
Phuong sai con khoang mét phan ndm, nhu véi forest
Gidng hét mét ban, vi solver chay xac dinh
Té han, vi mbi seed thém nhiéu khai tao

Khac vé xac suat nhung cho cung nhan

Stacking va du doan out-of-fold

Stacking dung mot model khac (meta-model) d€ hoc cach gop. Feature ciia meta-model
1a du doan ctia cic base model, nén moi mau train can mot du doan tir base model chua

fit trén mau ay: du doan out-of-fold (OOF).

Blending la bién thé don gian hon: git riéng mot tap hold-out, fit base model trén phan

con lai va fit meta-model trén hold-out; khong can K lan fit, nhung meta-model chi c6
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it mau. Ludi trong s6 ¢ muc trude la mot blending ma meta-model chi ¢c6 K tham sé.

Ta thém mot cay quyét dinh khong gisi han do sau lam base model thit tu vi n6 khép
train 100%, lam ro ché khac nhau gitra in-sample va OOF. Meta-model la logistic

regression trén bon xac suat 16p 1.

Python

from sklearn.model_selection import StratifiedKFold, cross_val_predict

from sklearn.tree import DecisionTreeClassifier

base_models = {**models, "tree": DecisionTreeClassifier(random_state=0).fit(X_train,
y_train)}
folds = StratifiedKFold(n_splits=5, shuffle=True, random_state=0)
in_sample, out_of_fold, tune_features = [], [], []
for name, model in base_models.items():
p_in = model.predict_proba(X_train)[:, 1]
p_oof = cross_val_predict(model, X_train, y_train, cv=folds,
method="predict_proba")[:, 1]
in_sample.append(p_in)
out_of_fold.append(p_oof)
tune_features.append(model.predict_proba(X_tune)[:, 11)
print(name, "acc in-sample", f"{accuracy_score(y_train, p_in >= 0.5):.3f}",
"00F", f"{accuracy_score(y_train, p_oof >= 0.5):.3f}")
in_sample, out_of_fold, tune_features = (

np.column_stack(f) for f in (in_sample, out_of_fold, tune_features))

for label, features in [("in-sample", in_sample), ("00F", out_of_fold)]:
meta = LogisticRegression().fit(features, y_train)
p_meta = meta.predict_proba(tune_features)
print("meta", label, "tune logloss", f"{log_loss(y_tune, p_meta):.4f}")
print(" coef", meta.coef_.round(2).tolist()[0])

KET QUA

linear acc in-sample 0.839 00F 0.839
forest acc in-sample 0.961 00F 0.925
knn acc in-sample 0.950 00F 0.953
tree acc in-sample 1.000 00F 0.922
meta in-sample tune logloss 0.2083
coef [0.52, 1.7, 1.7, 4.85]
meta 00F tune logloss 0.1759
coef [0.59, 1.27, 3.23, 1.73]
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Cay dat accuracy 1.000 trén train nhung 0.922 khi méi mau dugc du doan béi cay chua
thdy n6. Meta-model hoc trén in-sample thdy cay gan nhu hoan hdo nén cho cay hé s6
16n nhat, 4.85; trén OOF, hé s6 ctia cay chi con 1.73 va kNN 1én 3.23. Log loss tune la
0.2083 véi in-sample va 0.1759 véi OOF.

Mot lan chia chua dii lam béng ching: déi seed sinh dit liéu & 6 dau bai roi chay lai vai
lan dé thay chiéu chénh 1éch c6 gitt nguyén khong. Tap tune & day chi so hai cach tao

feature, meta-model khong fit 1€n no.

hé s6 clia meta-model

4.85
4 .
3.23 in-sample
tune 0.208

2 1.7 1.7 1.73 OOF

1.27 tune 0.176

9.52 0.59
0
linear forest kNN tree

Meta-model hoc trén dy doan in-sample tin qua mic vao cay quyét dinh; hoc
trén OOF thi khong.

Group va thdi gian van phai gitr dtng trong cac fold: véi bénh nhan c6 nhiéu anh, OOF
theo tiing anh van cho base model thiy anh cung ngudi. Khi chay test, base model la ban
fit lai trén toan train hoac trung binh cac ban ctia tung fold; meta-model nhan dy doan
clia ching. Vi it di liéu va it gig, mean hodc mdt luGi trong s6 nho dé kiém hon mot

meta-model chua cé di bang ching.
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HOI NHANH
Stacking c6 bon base model, trong d6 c6 mot cay khong giéi han do sau. Meta-
model dugc hoc trén du doan in-sample cta cac base model. Hé qua c6 kha nang

nhat la gi?
Cay bi giam trong sé vi overfit, nén 16i tu bu lai
Khéng anh hudng gi, vi meta-model don gian hon cay nhiéu
Cay nhan hé sé I8n, roi du doan kém & mau mdi

Meta-model nhan ra cay trung du liéu train va loai né di

HOI NHANH
Mbi bénh nhén ¢6 6 anh gan giong nhau, va test la bénh nhan méi. OOF ctia
stacking dugc tao bang KFold xao tron theo tiing anh. Meta-model c6 thé gap van

dé gi?
Khéng cé van dé, vi khédng anh ndo dudc du doan bdi model d3 fit trén chinh né
OOF thiéu mét s6 anh, nén meta-model bé qua nhiing anh ay
Meta-model overfit, vi chi co vai feature

Base model da thay anh cua cung bé&nh nhan, nén OOF lac quan

Chi phi chay nhiéu model

Chi phi inference thudng gan téng chi phi cac model néu chay ndi ti€p. Néu nhiéu model
chia chung encoder, luu sén (cache) embedding cit phan 13p, ddi lai ton doc file va bd

nhd.
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Vé6i encoder 40 giay va moi head 3 giay (s6 gia dinh cho phép tinh), ba ban chay encoder
riéng mat 3(40 + 3) = 129 giay, con dung mét embedding chung mat 40 + 3 - 3 = 49
giay. Cache chi hgp 1€ khi encoder, preprocessing va thi tu mau thit su giong nhau: chi
can mot head dung cach chuidn héa anh khac, embedding da cache la dau vao sai cho
head dy. Thoi gian dung dé quyét dinh phai 1dy tir 1an do trén dang may chdm, chira phan
du phong cho nap trong s6 va ghi file.

HOI NHANH
Gi6i han chay la 30 phut, va doi chia 20% lam du phong. Doc va tién xtr Iy test mat
4 phat, lam mot 1an roéi dung chung. Méi model mat thém 1 phtat nap trong s6 va 2

phtt du doan. Chay dugc t6i da bao nhiéu model?

A 3 model
B 6 model
¢ 7 model
D 8 model
Ghép dang 16p va ID

Mot bang xac suat ctia model A c6 thir tu 16p [0,1], model B ¢6 [1,0]. Truée khi mean,
ta phai déi cot B cho khop. Vi du sau khong train thém; né thé hién mdt 16i ciu tric ma

shape khong phat hién.

Python

a_probability = np.array([[0.8, 0.2]11) # 16p [0, 1]
b_probability = np.array([[0.3, 0.7]1) # 16p [1, 0]
b_classes = [1, 0]

columns = [b_classes.index(c) for c in [0, 1]]

wrong = (a_probability + b_probability) / 2

correct = (a_probability + b_probability[:, columns]) / 2

print("wrong", wrong.round(2).tolist())
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print("aligned", correct.round(2).tolist())

print("row sum", correct.sum(axis=1).tolist())

KET QUA

wrong [[0.55, 0.45]]
aligned [[0.75, 0.25]]

row sum [1.0]

Téng hang ctia ban sai van la 1, nén kiém téng xac suat chua dt. Tuong ty, cac ID phai ¢
cung tip va ciing thi tu sau ghép; kiém khong trung, khong thi€u rdi reindex theo thir

tu chuan.

V6i pandas, cOng hai Series tu can theo nhan index, con .to_numpy () hodc .values bd
nhan va cong theo vi tri. Khi ndp nhiéu model, luu config trong sé cung artifact; diing dé

trong s chi nam trong mot cell RAM chua dugce chay lai.

HOI NHANH
Hai bang xac suat c6 cuing shape, va téng mdi hang déu bang 1. Pa 14y trung binh

ngay dugc chua?
A Bugc, vi shape cua hai bang da khép
8 Budc, néu hai model dung cling mét thu vién
¢ Pudc, néu hai model c6 cuing accuracy

D Chua, phai kiém ID, thi tu mau va thu tu I8p

Khi di thi
o Trudc khi thém model vao ensemble, xem no stra duge mau nao ma ban hién co sai.

» Chon cach gop theo metric: trung binh xac suét cho log loss, trung binh hang cho
AUC, bo phi€u cho nhan.
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Ghép theo ID va thir tu 16p bang code; gitt ban model don tét nhat lam du phong.

Tom tat
Ensemble c6 1gi khi cac model sai  nhitng ché khac nhau; tuong quan sai s6 chan
muc 1gi.

Chon cach gop theo metric: bd phi€u cho nhan, trung binh xac suat cho log loss,

trung binh hang cho AUC.
Chon trong s6 trén mot tap, kiém phuong an da chét trén tap khac.
Ghép dang ID va dang thir tu 16p; do ca thai gian chay.

Nhiéu seed giam dao déng, khdng sita dugc 16i chung nhu ro ri hay dudng tat;

stacking can du doan out-of-fold.

Kiém tra cuoi bai

CAU1
Mot cay quyét dinh khong cat tia dat 100% trén train nhung chi 78% trén
validation, va con s6 validation d6i hon 5 diém khi d6i bootstrap. Lay trung binh 50

cay nhu vy, mdi cay hoc trén mot bootstrap riéng, chi yéu thay déi diéu gi?
Giam variance, con bias cla tiing cay gan nhu git nguyén
Giam bias, con variance cla tiing cay gan nhu gilt nguyén
Giam ca bias 1an variance, vi mbi cay thay dit liéu khac nhau

Khéng déi gi, vi moi cay hoc tif cung mét nguén di liéu

PHONG THEO ) NOAI 2025 Singapore - Phan 1- Cau 2
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CAU 2
Logistic regression trén di liéu hai ban nguyét cho 0.844 trén train va 0.846 trén
validation, tirc ca hai cting thap. Lay trung binh 30 ban hoc trén cac bootstrap khac

nhau van cho 0.842 trén validation. Nén giam 16i theo huéng nao?
Tang bagging 1&8n 300 ban dé gidam dao déng thém nira
Tang L2 dé cac ban bootstrap bét khac nhau
Dung boosting véi cdy néng, hoac thém dac trung phi tuyén

Loai nhitng ban bootstrap cé accuracy thap nhéat

PHONG THEO ) NOAI 2026 Singapore - Vong sd loai - Cau 166

CAuU 3
Mudi lam bo phan loai nhi phan doc 1ap, mdi bo dang 45% trén mot bai hai 16p can
bing, dugc gop bang bd phiéu da s8. Mot ban noéi “cang nhiéu model cang tot”

Accuracy sau bo phi€u xap xi bao nhiéu?
0.65
0.55
0.45

0.35

PHONG THEO ) CMU 10-601 - Exam 3 Practice - Q6.1.4
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CAU 4
C6 400 mau c6 nhan. Mot déi lam blending: 320 mau dung dé fit sau base model,
80 mau con lai dung dé fit mot meta-model nhin sau xac sudt, tic bay hé s6. Rui ro

chinh la gi?
Meta-model chi cé sau feature nén khéng hoc dugc gi
80 mau cho bay hé sé la it, nén trong s6 hoc theo nhiéu
Base model chua thay 80 mau &y, nén chung lam rd nhan

Blending luén bi ro ri, chi OOF mdai hgp 1€

CAU5
Hai model chdm bén mau a, b, ¢, d, diém cang cao cang nghiéng vé 16p duong.
Model A cho 0.51, 0.50, 0.52, 0.53. Model B cho 0.10, 0.90, 0.20, 0.30. Lay trung binh

diém thé thi mau nao cao nhit, va 14y trung binh hang thi mau nao cao nhat?
Piém tho thi b, hang thi d
Piém thé thi d, hang thi b
Piém thé thi b, hang cling b

Piém thé thi d, hang cling d
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CAu 6
Ba model tra phan phdi trén ba 16p (a, b, ¢). M1 cho (0.40, 0.35,0.25), M2 cho
(0.10,0.50,0.40), M3 cho (0.45,0.30, 0.25). Hard voting va soft voting, tiic trung

binh déu, chon 16p nao?
Hard voting chon b, soft voting chon b
Hard voting chon b, soft voting chon a
Hard voting chon a, soft voting chon b

Hard voting chon a, soft voting chon a

CAu 7

Xét doan code sau.

pd.Series([0.9, 0.2, 0.6], index=["id3", "id1", "id2"]1)
pd.Series([0.1, 0.8, 0.5], index=["id1", "id2", "id3"1)
(@a+hb) /2

(a.to_numpy() + b.to_numpy()) / 2

< X T o
1 1

GOp déu hai ban thi xac suat dang ctia id3 la bao nhiéu, va doc n6 & dau?
0.50, doc & y[0]
0.70, doc 6 x["id3"]
0.55, doc G y[2]

0.15, doc & x["ida"]
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CAu 8

Mot doi cache embedding ctia mdt encoder anh dong bang, tao tir anh da chuin
hoéa vé [0, 1], rdi train ba head trén cache ay. Head thir ba dugc thiét ké cho
embedding sinh tir anh chuin hoa biang mean va std. Dung chung cache cho head

nay thi sao?
Hop 18, vi encoder ddng badng nén embedding khéng dbi
Hop 1€, néu thi tu anh trong cache khdp véi head
Chi khéng hdp & khi head thit ba c6 kién tric khac

Khoéng hop 18, vi dau vao khac thi embedding ciing khac

CAU 9

Ba model fine-tune tir cing mot backbone déu hoc dugce ring vién do gan voi 16p 1
& camera cii. Validation chia ngau nhién dat 0.95, con anh tir camera méi chi dugc
0.62. Chay thém 10 seed cho mdi model rdi 14y trung binh, thi két qua trén camera

ma@i Sé ra sao?
Van quanh 0.62, bét dao dong hon, con dudng tat chung van con dé
Tang vla phai, vi mugi seed c6 mudi dudng tat khac nhau
Tang 1&n gan 0.95, vi nhiéu seed bu dudc moi 16i

Khéng déi chut nao, vi seed khdéng anh huéng téi fine-tuning
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CAU 10
Hai model bit dong vé nhan trén 30% validation. Chi tur ti 1€ nay, ta két ludn dugc
gi?

A Sai s6 cua hai model doc 1ap hoan toan véi nhau
8 Ensemble cuia hai model tdng accuracy it nhat 30%
¢ Hai model khac nhau nhiéu, nhung chua ré ensemble cé giup khéng

D Model thi hai sai trén moi mau ma hai model bat déng

Poc thém

IOAI 2026 Syllabus. Model ensembles thudc phan thuc hanh; doc cting phan evaluation va

cross-validation.
scikit-learn 1.7 — VotingClassifier. Poc hard /soft voting, weights va tha tu 16p.

scikit-learn 1.7 — Ensembles, phan voting va stacking. Poc co ché dung du doan cross-

validation cho meta-model.

James va cOng su — An Introduction to Statistical Learning, chuong 8, bagging va random
forests. Poc truc giac gidam dao dong va da dang hoa cay.
scikit-learn — Probability calibration. Poc vi sao mdt con s6 0.9 can dugc kiém cach hiéu

chinh truéce khi gop theo do tu tin.

SciPy — scipy.stats.rankdata. Doc cach xir 1y diém bang nhau (method) trudc khi trung binh
hang.
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https://ioai-official.org/wp-content/uploads/2025/10/Syllabus.pdf
https://scikit-learn.org/1.7/modules/generated/sklearn.ensemble.VotingClassifier.html
https://scikit-learn.org/1.7/modules/ensemble.html
https://www.statlearning.com/
https://scikit-learn.org/1.7/modules/calibration.html
https://docs.scipy.org/doc/scipy/reference/generated/scipy.stats.rankdata.html

