Multimodal

Trac nghiém 7 & Thuc hanh 3 ¥ PDF bai

Multimodal la duing nhiéu loai dir liéu cuing ltic, nhu anh, chir va am thanh. Vi
du mot thong bao gom anh phong hoc, dong chir “nhu trong anh” va mot doan
ghi am; chi doc mot nguon thi khong hiéu di. Bai nay hoc cac cach ghép thong

tin tir nhiéu nguon, cach bao dam cac nguon dugce ghép dung cung mdt mau,

va cach kiém thém mot ngudn cé thit su lam du doan tét hon khong.

MUC TIEU

« Ghép dit liéu nhiéu nguon dung ID va ding thoi gian.
« Phan biét early fusion, late fusion va gating; xr ly khi thi€u mot nguon.
« Do dong gop ctia ting ngudn bang ablation.

« Hiéu cach model &nh-chit (VLM) doc anh.

M6t mau c6 nhiéu modality, nhung chi mot ID

Modality la loai tin hiéu: &nh, van ban, am thanh, video hodc di liéu cdm bi€n. M6 hinh
da phuong thirc (multimodal) nhan hodc sinh nhiéu loai tin hiéu nhu thé; GPT-4V chang
han doc dugc ca anh 1an chir d€ tra 16i cau hoi vé anh. Mot sample c6 thé chira nhiéu

modality cung mo ta mot sy viéc.

biéu dau tién can dang la quan hé cdp: anh nao di véi cau nao, audio nao thudc clip nao.
Join theo ID c6 thé kiém dugc; ghép theo thir tu ciia hai thu muc la mét gia dinh rat dé

sai.

V6i dit liéu video va audio, alignment con 1a thaéi gian: phu dé & gidy 4 khong tu gan véi
khung hinh giay 0. M&i luong c6 nhip riéng: video thudng 25 hoac 30 khung mébi giay,
con dac trung am véi hop 10 ms cho 100 frame mobi gidy. Muon ghép, ddi chi s6 vé giay
truée roéi moi sang ludng kia: frame am thir k bat dau 6 ¢ = 0.01k gidy va roi vao khung
hinh |25¢] ctia video 25 khung moi giay.
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Mot ngudi nodi ¢6 nhiéu clip hoac mot su kién ¢6 nhiéu anh thi group split phai gitr ding

don vi doc 14p. Chia tung modality riéng roi méi ghép dé lam train nhin thdy anh cta

mot sample ma validation dung chir cia chinh sample do.

Ta ky hiéu embedding anh v € R%, chit t € R%, dam a € R%. Chr ddm la vector, d,,, d, d,

la s6 chiéu chtr khong phai s6 mau. Trong batch, cac mang tuong ting c6 shape (B, d_v),

(B,d_t), (B,d_a). Nhitng embedding c6 thé dén tir model pretrained dugc phép dung,

hoac dac trung don gian; phai ghi ré nguon. Khao sat Multimodal Machine Learning la

tai liéu dé dat fusion canh alignment va biéu dién.
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Early fusion n6i vector hai nguon; late fusion gop xac suat ctia hai head.

HOI NHANH

Anh va caption nidm & hai CSV dugc sip xép khac nhau, va ca hai déu c6 cot id.

Ghép thé nao cho dang tin nhat?

A Ghép hang thi ¢ v8i hang thi 4, vi hai file c6 clung s6 dong

8 S&p ca hai file theo id, roi ghép theo thi tu hang

¢ Join theo id, réi dém s6 ID bj trung va bi thiéu

D Chidung anh, dé khoi phai kiém quan hé cap
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anh caption theo hang join theo id

id 1 id 1 id 1
id 2 id 2 id 2
id 3 id 4 [ thigu |
id 4 id 5 id 4
id 5 o id 5
tl hang szgr_d_:i_l_léc_r; mot bac id 3 thiéu: dém dugc

Ghép theo tht tu hang lam léch cap; join theo id gitr ding cap.

HOI NHANH
Video c6 25 khung moi gidy, con dic trung am c6 hop 10 ms. Tiéng coi bat dau &

frame am 430, dém tir 0. Khung hinh nao chira thoi diém do?

A Khung 17
& Khung 107
¢t Khung 430

0 Khung 1075

frame am 430 = 4.30 s

am

i
1
i
1
video L
i

khung 107

4.28-4.32 s

4.0 s 4.2 s 4.4 s

Am 100 frame /gidy, video 25 khung /gidy: frame am 430 roi vao khung hinh
107.
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Early fusion: cho head doc cac dic trung cung lac

Early fusion c6 thé ghép vector thanh
7 — [V;t; a] c Rdv+di+da

Diu ; nghia la n6i theo chiéu dic trung, khong cong ting toa do. Véi (B, 32) va (B, 16),
concatenation cho (B, 48). Head nhén ca hai nguon, nhung hoc dugc tuong tac gita

chang hay khong la do kién trc head. Mot linear head tach dugce theo ting khoi cta w:
sz+b:wZv—|—w;t+wZa+b,

tirc mot téng cac diém, méi diém chi doc mdt ngudn. N6 khong biéu dién dugce quy tic
kiéu “caption ‘phong yén tinh’ chi dang tin khi audio khéng c6 ti€éng 6n”: & d6 y nghia ctia
nguon nay phu thudc nguon kia. MLP, hoac dic trung tich chéo nhu v;t;, bi€u dién dugc

nhiing tuong tac ay.

Dé thiy giéi han nay, ta dung hai tin hiéu nhi phan téng hgp dong vai hai modality. Quy
tac nhan 1a XOR: bing 1 néu hai tin hiéu khac nhau. Biét ting tin hiéu riéng khong du, va
mot téng hai diém riéng cling khong dt; can mot ham phi tuyén ctia ca hai (nhu XOR &
bai 3.2).

Ta thém nhiéu nhd, chia dir liéu trudce khi fit scaler va model va so hai head trén cung

validation.

Python

import numpy as np

from sklearn.model_selection import train_test_split
from sklearn.pipeline import make_pipeline

from sklearn.preprocessing import StandardScaler
from sklearn.linear_model import LogisticRegression
from sklearn.neural_network import MLPClassifier

from sklearn.metrics import accuracy_score

rng = np.random.default_rng(74)
binary_signals = rng.integers(0, 2, size=(400, 2))
labels = np.logical_xor(binary_signals[:, 0], binary_signals[:, 1]).astype(int)

features = binary_signals + rng.normal(0, 0.04, binary_signals.shape)
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train_indices, valid_indices = train_test_split(
np.arange(400), test_size=0.25, random_state=7, stratify=labels
)
linear_fusion = make_pipeline(StandardScaler(), LogisticRegression(max_iter=300))
nonlinear_fusion = make_pipeline(
StandardScaler(),
MLPClassifier(hidden_layer_sizes=(8,), activation="tanh", solver="1bfgs", max_iter=1000,
random_state=7),
)
for name, model in [("linear", linear_fusion), ("MLP", nonlinear_fusion)]:
model.fit(features[train_indices], labels[train_indices])
predictions = model.predict(features[valid_indices])
print(f"{name}: accuracy = {accuracy_score(labels[valid_indices], predictions):.3f}")

print(features.shape)
Nhin chénh léch gitra hai head: early fusion chi cung cdp thong tin chung; kién truc
quyét dinh c6 hoc dugce tuong tac can thiét khong.

Hai 16p XOR nam & hai cdp goc doi dién nén mot dusng thang khong tach hét dugc:

logistic regression chi dat 0.470 trén 100 mau validation, ngang doan ngau nhién, con

MLP 8 nut an dat 1.000. Vi embedding that, tuong tac hi€m khi gon nhu XOR; so linear

head v6i mot MLP nho trén cung validation 1a cach ré dé biét c6 dang thém phi tuyén

hay khong.

logistic regression MLP 8 nut an

i %, = %,

valid 0.470 valid 1.000

Logistic regression khong tach duge XOR; MLP 8 nuit an tach ding bon goc.

Khi cac nhanh c6 thang do khac nhau, chudn hoa bang train hodc dung normalization

pht hgp tiing encoder. Vector am ¢6 norm 16n gap tram lan khéng tu noi ring am quan
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trong gap tram lan. Néu fine-tune ca hai encoder, can kiém learning rate va gradient

ting nhanh; head c6 thé boé qua mot ngudn néu nguon kia la duong tat dé hoc hon.

HOI NHANH
V6i hai tin hiéu XOR & trén, mot doi gitr logistic regression, nhung dua vao

[x1; T2; T1xs| thay cho [z1; xs]. K€t qua thé nao?
A Tach dudc, vi nhan bang z; + z2 — 2129
8 Van khéng tach dugc, vi head van tuyén tinh
¢ Tach dugc, nhung phai thém ca z? va x32

D Khéng déi gi, vi z,z5 suy ra dudc ti z,,

Late fusion: gop xac suat cuing mot muc tiéu

Late fusion dé m6i nhanh tra xac suat cho cung cac 16p, roi gop:
p =ap® + (1 —a)p?, 0<a<l.

a 1a trong s6 nhanh anh. Cac cot phai dung cung class_to_index; trung binh cot
“chudng” cia nhanh am véi cot “xe” ctia nhanh chit khong phai ensemble hgp 1€. Trung

binh logits va trung binh probabilities cling 1a hai thuat toan khac nhau.

Nhanh qua tu tin ¢6 thé 1an at nhanh t6t hon; calibration va trong s6 phai chon trén

validation, khong suy tir s6 tham so.

V6i hai head tuyén tinh, cdng logit c6 trong sé cho cung dang ham w, v + w, t + b nhu
early fusion v6i linear head; ch6 khac la trong s6 duge hoc riéng tung nhanh hay hoc
chung. Mu6n mc tin vao méi nguon déi theo tiing mau, cho « 1a ham ctia input, a =

o(g(v,t)) voi g la mot mang nhd hoc cting hai nhanh. Cach gop nay goi la gating.
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bé tinh tay dugc, ta dung bang xac suat dat san cho tam mau. Mi gia tri la xac suit 16p 1
ctia mot nhanh; xac sudt 16p 0 bang 1 — p. Hai nhanh dugce dat sai 6 nhimng mau khac

nhau (161 b6 sung), ding tinh hudng fusion c¢6 ich nhat.

Python

toy_labels = np.array([1, 1, 1, 1, 0, 8, 0, 6])
image_probability = np.array([0.90, 0.80, 0.40, 0.30, 0.10, 0.20, 0.60, 0.70])
text_probability = np.array([0.40, 0.35, 0.85, 0.90, 0.55, 0.65, 0.25, 0.20])
fused_probability = (image_probability + text_probability) / 2
for name, probability in [

("image", image_probability),

("text", text_probability),

("fusion", fused_probability),

prediction = (probability >= 0.5).astype(int)
print(f"{name}: accuracy = {accuracy_score(toy_labels, prediction):.3f}")

print(fused_probability.round(3))

Vi du: mau tha ba ¢6 nhan 1, nhanh anh cho 0.40 nén sai, nhanh chir cho 0.85; gop bang
(0.40 + 0.85)/2 = 0.625, vuot ngudng 0.5 nén ding. Nhung néu mot nhanh tu tin sai 0.01
con nhanh kia ding nhe 0.55, trung binh 0.28 lai sai.

Fusion c6 lgi khi hai nhanh sai ¢ nhitng mau khac nhau va khong nhanh nao tu tin sai; khi
hai nhanh cting sai mot mau, gdp khong ciru dugc. Vi viy dong gop ctia mbi nguon phai

do trén validation that, nhu muc sau.

anh 0.9 0.8 0.4 0)55] 0.1 0.2 0.6 0.7 0.500
chi 0.4 0.35 0.85 0.9 0.55 0.65 0.25 0.2 0.500

fusion 0.65 0.575 0.625 0.6 0.325 0.425 0.425 0.45 1.000

xanh: dung phia nguéng 0.5, cam: sai; hai nhanh sai & nhiing mau khac nhau

M&bi nhanh sai b6n mau khac nhau; trung binh hai xac suit ding ca tam.
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HOI NHANH
Trén validation, nhanh dnh dang tin khi anh di sang, con v6i anh t6i thi nhanh chi

dung hon. Cach gop nao biéu dién dugc quy tic nay?
Late fusion v6i mdt a c6 dinh, do trén validation
Early fusion [v; t] véi mét linear head
Gating, tiic mdt mang nhd cho ra « riéng cho tiing mau

Coéng logit hai nhanh, sau khi nhan nhanh anh véi 2

Ablation: ngudn nao gitp, nhé ndi dung hay nhg dudng tat?

Ablation bd hoac thay mot thanh phan, gilr cac diéu kién khac, roi do lai. Trong bang vira
roi, ta da do anh riéng, chit riéng va ghép. Tiép theo ¢ y ghép sai caption bing cach

dich vong bdn vi tri. S6 mau va shape van diung, nhung y nghia cap da sai:

Python

wrongly_paired_text = np.roll(
text_probability, 4

)

wrong_fusion = (
image_probability + wrongly_paired_text

) /2

print(f"sai cdp: accuracy = {accuracy_score(toy_labels, wrong_fusion >= 0.5):.3f}")
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accuracy 1.000

chi éanh chi chr ghép dung cap ghép sai cap

Mdbi nhanh riéng 0.5, ghép dung cap 1.0, ghép 1éch cap lai vé 0.5.

Diém giam trong bang minh hoa cho biét quan hé cip la phan ctia bai toan. Véi di liéu
that, xao mot modality trén validation c6 thé kiém model phu thudc sy ghép cip hay chi
hoc phan bé riéng; phai hi€u y nghia thi nghiém va git seed.

Néu diém khong ddi, cd thé model bé qua modality dy, hodc thong tin nd chia da du;

khong tu két ludn moi anh déu vo ich.

DPudng tat thudng gap la caption cé tén nhan, cau hoi chira dap an hoac file audio cé
watermark theo 16p. Vi hoi dap anh, baseline chi doc cau héi (thay moi &nh bang mot
anh trong) do xem cau hdi tu 16 dap an téi dau. € mot sample va ban sao cé chir khac &

hai tip c6 thé tao ro ri dix liéu.

Doc 16i theo cling sample gitra cac model, gitr s6 lugt chon trong s6 hop 1y, roi khoa cau
hinh truéc test.
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HOI NHANH
Model anh cdng caption dat accuracy 0.84 trén 300 mau validation. Chi dung anh
thi dugc 0.83. Gitr anh, xao caption gitta cac mau, cling dugc 0.83. Két qua nay noi

lén gi?
A Caption la nguén chinh, con anh chi thém nhiéu

Caption gan nhu khéng gép thém gi ngoai anh

(o)

o

Xao caption 1am hong di liéu, nén sé do vé nghia

D Fusion d& hoc t6t tuong tac gilta anh va chi

Khi mot modality bi thiéu

Test c6 thé mat audio hodc caption. bién toan 0 ma khong bao thiéu c6 thé trong nhu

mot tin hiéu hop 1€, dac biét sau chuin hoa.

Late fusion c6 thé dit trong s6 ctia nhanh thi€u vé 0 r6i chuan hoa lai téng trong s6. Néu

thi€u moi nhanh, phai cé fallback dugc quy dinh, khong chia cho 0.

Python

branch_probabilities = np.column_stack([image_probability, text_probability])
available = np.ones((8, 2), dtype=bool)
available[3, 1] = False # mau 4 mat chi

available[6, 0] = False # mau 7 mat anh

weights = available.astype(float)

weight_sum = weights.sum(axis=1)

assert np.all(weight_sum > 0)

missing_fusion = (branch_probabilities * weights).sum(axis=1) / weight_sum
print(missing_fusion[[3, 6]].round(2))

print(f"thiéu nguon: accuracy = {accuracy_score(toy_labels, missing_fusion >= 0.5):.3f}")

Mau 4 chi con nhanh anh cho 0.30, nén sai; mau 7 chi con nhanh chir cho 0.25, nén du

16p 0. C6 nhanh du phong khéng bao ddm mau thi€u van dang. Early fusion c6 thé thé
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cd “co nguon nay khong” va khi train ¢6 ¥ bd ngau nhién mot ngudn (modality dropout)
theo kiéu thi€u du kién; néu train ludén di nguodn, test mat nguon la mot distribution

shift can kiém.

HOI NHANH
Late fusion v6i trong s6 déu. Mot mau bi mat anh, con nhanh chi cho xac suat 16p 1

1a 0.8. Dit trong s6 ctia anh vé 0, roi chuan hoa lai téng trong sd, thi dugc bao

nhiéu?
A 0.4
B 0.65
c 0.8
D 16

dién 0 rdi chia 2 (0 + 0.8) / 2 0.4
dién 0.5 cho anh (0.5 + 0.8) / 2

0.65

bd nhanh thiéu 0.8 /1 0.8

0.5

Thi€u anh: bé nhanh thiéu va chuan hoéa lai trong sé gitr duge 0.8.

Biéu dién chung: cing chiéu chua di dé so cosine

Néu encoder anh tra 512 chiéu va encoder chit ciing tra 512 chiéu, tich vd huéng gitra hai
vector tinh dugc. Nhung hai encoder train riéng ghi ndi dung theo hai hé truc riéng: toa

do tha 7 cia vector anh va toa do thir 7 ctia vector chit khong c6 ly do gi mang cung y
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nghia. Xoay toan bd khong gian cia mét encoder gitt nguyén moi khoang cach bén trong

modality do, nhung lam cosine gitta hai modality déi tuy y.

Ciing vi vay, kho tai liéu nhiing bing model A thi cau héi phai nhing bang chinh model A;

déi sang model B cung s6 chiéu van tinh duge cosine nhung diém v6 nghia.

Can chinh (alignment) la hoc mét phép bién déi dua hai hé truc vé chung, va tin hiéu dé
hoc la cac cap da biét di v6i nhau. CLIP hoc ca hai encoder bang contrastive loss trén
khoang 400 triéu cdp anh-chir (bai 4.5, 5.7). Cach nhe hon la gitt nguyén cac encoder va
chi hoc mét phép chiéu tir khdng gian nay sang khdng gian kia; giai doan dau ctia LLaVA

cling chi train projector gitta encoder anh va language model.

Thi nghiém sau dung dang tinh huéng &y bang di liéu téng hop. M6i mau c6 mot vector
ndi dung 8 chiéu. “Encoder anh” va “encoder chii” ghi cung ndi dung qua hai ma trin

truc giao ngau nhién khac nhau, tirc hai cach xoay hé truc, réi cong nhiéu riéng.

40 cdp dau dung dé hoc ma tran W ¢6 8 x 8 bang least squares (bai 2.1), miny || X, W —
X;||?, trong d6 hang i ctia X, va X, la vector anh va vector chir ctia cap i. 20 cip con lai
dung dé do recall@!: v6i mdi anh, caption c6 cosine 16n nhit cé ding la caption ctia n6
khong.

Python

align_rng = np.random.default_rng(7)

n_pairs, dim = 60, 8

shared_content = align_rng.normal(size=(n_pairs, dim))

# Hai ma tran truc giao ngdu nhién: moi encoder mdt hé truc

image_axes = np.linalg.qr(align_rng.normal(size=(dim, dim)))[0]

text_axes = np.linalg.qr(align_rng.normal(size=(dim, dim)))[0]

image_embeddings = shared_content @ image_axes + align_rng.normal(0, 0.3, (n_pairs, dim))
text_embeddings = shared_content @ text_axes + align_rng.normal(0, 0.3, (n_pairs, dim))

train_pairs, valid_pairs = np.arange(40), np.arange(40, 60)

def unit_rows(x):

return x / np.linalg.norm(x, axis=1, keepdims=True)
def recall_at_1(images, texts):
cosine = unit_rows(images) @ unit_rows(texts).T

return np.mean(cosine.argmax(axis=1) == np.arange(len(images)))

def fit_map(images, texts):
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return np.linalg.lstsq(images, texts, rcond=None)[0]

projection = fit_map(image_embeddings[train_pairs], text_embeddings[train_pairs])
shuffled_pairs = align_rng.permutation(train_pairs)

wrong_projection = fit_map(image_embeddings[train_pairs], text_embeddings[shuffled_pairs])
valid_images, valid_texts = image_embeddings[valid_pairs], text_embeddings[valid_pairs]
pair_cosine = np.sum(unit_rows(valid_images) * unit_rows(valid_texts), axis=1).mean()
print(f"cosine cdp dung, chua cédn chinh: {pair_cosine:.3f}")

print(f"recall@l chva can chinh: {recall_at_1(valid_images, valid_texts):.2f}")
print(f"recall@l sau khi hoc W: {recall_at_1(valid_images @ projection, valid_texts):.2f}")
print(f"recall@l khi hoc W tU cap bi xdo: {recall_at_1(valid_images @ wrong_projection,
valid_texts):.2f}")

Trudce khi can chinh, cosine trung binh ctia cdp dang la —0.019, gan 0, va recall@1 bang
0.05, ngang mic doan ngau nhién 1/20: cting 8 chiéu nhung hai hé truc khong khép.
Hoc W tir 40 cap dua recall@1 1én 0.95.

Cung thuét toan va cuing cac vector, nhung hoc tir cip bi xao thi recall@1 vé 0.00: thong
tin can chinh ndm & quan hé cap, khéng ndm trong tung tip vector riéng. Vi viy
pretraining &nh-chir can rat nhiéu cdp ghép, loai dit liéu dit hon nhiéu so v6i anh roi

hodc van ban rai.

chua can chinh hoc W tuf cap dung hoc W tu cap xao
| |
| |
= \
| : | -
|
| | | [ | E
E B | \
recall@l 0.05 recall@l 0.95 recall@l 0.00

Chua can chinh thi khong c6 duong chéo; W hoc tir cap dang thi co.
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haic e riéng g hai encoder hoc riéng CLIP, hoe chung hai encoder hoe riéng. CLIP, hoc chung. hai encoder hoe riéng ung
] ] ] ] . ] ] L]
: - - - - - - -
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8 anh that (hang) va 8 caption  anh 3: 6 vién dam la caption cé  anh 6: 6 vién dam la caption cé  caption cao nhat ding cap: hoc
(c6t, cung thu tu): 6 dung ndm cosine cao nhét trong hang cosine cao nhét trong hang rieng 2/8, CLIP 8/8
trén dudng chéo

Hai encoder hoc riéng khong c6 dudng chéo; CLIP hoc chung nén dang cap
sang nhat.

Phép chiéu tuyén tinh du ¢ day vi dit liéu duge dung bang phép xoay. Hai encoder thét
c6 thé 1éch nhau phi tuyén, nén projector thuong la mét MLP nhé (LLaVA-1.5 dung MLP
hai 16p), con contrastive loss train ca hai encoder. Vi vai nghin cdp trong mot dé thi,
checkpoint da can chinh san, néu dé cho phép, thudng la diém xuit phat tét hon viéc tu

hoc can chinh tir dau.

HOI NHANH

Mot doi ldy encoder anh va encoder chit train riéng, cting 512 chiéu, rdi tinh cosine
truc ti€p dé tim anh cho 1000 cau. Mdi cau c¢6 ding mot anh dang trong 1000 anh.
Recall@1 ra 0.001. Vi sao?

A Quén chuén héa vector, chuan hoa xong sé 6n
B DPay la muc doan bua, vi hai hé truc chua dugc can chinh
¢ 512 chiéu qué it, phai dung encoder I6n hon

0 Phai dung khoang cach Euclid thay cho cosine
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HOI NHANH
Trong thi nghiém, W c6é 8 x 8 = 64 s0, va mdi cdp cho 8 phuong trinh. Néu chi c6 8

cdp train thi sao?
A lstsq bdo 16i, vi khdng di phuong trinh
8 VAan t6t nhu vé&i 40 cap, vi W chi la mot phép xoay
¢ Phaico it nhat 64 cdp méi hoc dugc W

D W khdp dung 8 cap train, ké ca phan nhiéu

VLM: hoi dap anh can ca anh va ciu hoi
Vision-language model (VLM) nhin anh cuing chir dé tao dap an. Mot cdu tric phé bién

la image encoder, roi projector, cho ra visual tokens; visual tokens ctung cau hoi di vao

language model. LLaVA la mét vi du theo huéng nay.

Projector d6i chiéu biéu dién; n6 khdng tu lam moi vector anh c6 nghia néu chua duge
hoc dung cép. Vi du encoder anh tra vector 1024 chiéu con embedding ctia language

model c6 4096 chiéu: projector tuyén tinh la ma tran 1024 x 4096 cong bias, khoang 4.2

triéu tham so.

——> image encoder > projector >
576 visual tokens language
. model
anh 336 px
co may qua ? %
{"count": 3}

token cau hoi

VLM: anh thanh 576 visual token, n6i v6i token cau hoi cho language model
doc.
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C6 hai cach phd bién dé language model doc anh:

+ Chén visual tokens vao chudi dau vao (hinh trén). Nhu LLaVA-1.5, anh 336 x 336 cit
thanh patch 14 x 14 cho 24 x 24 = 576 visual tokens, ndi v6i token cau hoi, va self-
attention ctia language model doc tat ca. Cach nay don gian nhung ton d6 dai ngtr
canh.

» Cross-attention (bai 6.5): git chudi chit nhu cii va chén thém cac 16p cross-attention,
query dén tir token chit, key va value dén tir visual tokens, nén chir “nhin” dugc anh
ma chudi khong dai thém; Flamingo theo huéng nay. Cach nay gitt chudi ngdn nhung

can train cac 16p moi chén vao.

HOI NHANH
Cau héi c6 40 token, con anh cho 576 visual tokens. Néu chén visual tokens vao
chudi, language model phai doc mdt chudi dai bao nhiéu? Néu dung cross-

attention tu chir sang anh, ma trin diém ctia mdt head c6 shape gi?
A Chubi 616 token, ma tran (40, 576)
B Chudi 616 token, ma tran (576, 40)
¢ Chubi 40 token, ma tran (616, 616)

D Chudi 576 token, ma tran (40, 40)

chén visual tokens cross-attention chiir = anh

576 + 40 = 616 token 40 (40, 576)
self-attention 616 x 616

576 key, value tU anh

chudi chif van dai 40

Chen visual token vao chudi, hodc dung cross-attention tir chit sang anh.
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Anh c6 ba qua bong dd; cau “c6 may qua?” va “béng mau gi?” dung ciing anh nhung can
output khac. Processor va template phai gitr dang dnh va cau hdi, con scorer quyét dinh
dap an la mot s6, mot nhan hay van ban tu do. Crop c¢é thé 1am mat goc chira vat can
dém; OCR c6 thé doc nham s6 phong. Model 16n van can kiém vung anh va nhiing

truong hgp quan trong véi de.

Multimodal chat templates ctia Transformers giai thich cach processor gom ndi dung
chir va anh rdi tao tensor. Khi chay model that, dung checkpoint c6 sin trén may va
template di kém, kiém phién ban thu vién c6 hé trg kién tric, va decode ding phan
token méi (khac nhau gitra encoder-decoder va decoder-only). Ghi lai ciu hinh resize,
s0 visual tokens va giéi han token sinh; d6i checkpoint thi déi theo processor va

template ctia chinh checkpoint do.

Phan kiém dugc ngay trén CPU la bd doc output: mot cau tra 16i dep nhung khong ding
schema van c6 thé lam file nop 16i. Ta thir bd doc trén ba chudi JSON dit sdn. Yéu cau la
dang mot khoa count, gia tri la integer khong am; bool phai bi loai du Python coi n6 la

mot loai int.

Python

import json

def parse_count(text):
answer = json.loads(text)
if not isinstance(answer, dict) or set(answer) != {"count"}:
raise ValueError("can dung khéa count")
count = answer["count"]
if type(count) is not int or count < 0O:
raise ValueError("count phai 1a sd& nguyén khong am")

return count

for response in ['{"count": 3}', '{"count": true}', '{"count": "3"}']:
try:
print(parse_count(response))
except ValueError as error:

print(str(error))

Parser nhan 3 & trudng hgp dau, tlr chdi boolean va chudi. N6 chi kiém dinh dang, khong

chiing minh anh c6 ding ba bong. Phai cham ndi dung trén reference va dinh nghia
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fallback néu generation sai schema. Mot prompt yéu cau JSON khong thay thé validation

bing code.

HOI NHANH

Parser parse_count & trén nhan chudi nao?
A {"count": 3.0}
B {'count': 3}
c { "count" : 3}

D {"count": 3, "unit": "qua"}

Khi di thi
» Lap bang: tung nhanh riéng, late fusion, early fusion, trén cung split va metric.
o Ghép dirliéu theo ID, dém ID thi€u va trung ngay khi doc.

o Test c6 thé thi€u mot nguodn thi bd nguon dy theo dung ti 1€ trén validation d€ thi.

Tom tat
o Ghép dang mau theo ID va theo thdi gian 1a diéu kién dau tién; shape dung chua bao
dam cdp dung.

« Early fusion noi dic trung, nhung linear head chi cong diém riéng ting ngudn; tuong
tac can MLP, dac trung tich hoac gating. Late fusion gop du doan cung 16p, trong s6
chon trén validation.

 Ablation (tung nhanh, pha cap, mat ngudn) do dong gop that; thém modality khong
bao dam tang diém.

» Vector cuing chiéu chua cung hé truc; can chinh phai hoc tu cac cap.
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VLM doc anh bang visual tokens cheén vao chubi hodc qua cross-attention; schema

ding va noi dung ding la hai kiém tra riéng.

Kiém tra cuoi bai

CAU1

Bai toan nao la da phuong thtc that su?
Poan thé loai cla clip ti khung hinh, &m thanh va phu dé
Phan loai tiéng chim bang cach vé audio thanh spectrogram réi dua vao CNN
Phan loai cdm xuc cua binh luan, kém ban dich may cua binh luan ay

Phan loai anh, ghép anh géc véi ndm ban augmentation clia n6

PHONG THEO ) NOAI 2026 Singapore - Vong sg loai - Cau 257

CAU 2
Ba nhanh c6 trong s6 déu cho xac suit 16p 11a 0.99, 0.2 va 0.2, v6i ngudng 0.5. Lay
trung binh xac sudt, va 1y trung binh logit réi qua sigmoid, méi cach du doan 16p

nao?
Ca hai cach déu du doan 16p 1
Trung binh xac suét cho I18p 0, trung binh logit cho I18p 1
Trung binh xac suat cho 18p 1, trung binh logit cho 16p 0

Ca hai cach déu du doan I6p 0
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CAU 3
Nhanh anh c6 classes=[xe, chudng], p=[0.8, 0.2]. Nhanh chi c6 classes=
[chudng, xel, p=[0.7, 0.3]. GOp déu sau khi can ding th tu 16p, xac suit cta

“xe” 1a bao nhiéu?
0.25
0.45
0.55

0.75

CAU 4
Mot VLM dat accuracy 0.71 trén validation hoi dap anh. Thay moi anh bing mét anh
xam tréng, gitt nguyén cau hoi, thi duge 0.66. Phan 16n cau hoi la ¢6/khdng hoac

dém. Ta két luan dugc gi?
Model duing anh tét, vi 0.66 van thap hon 0.71
Anh xam Iam héng processor, nén s 0.66 v6 nghia
Nén bd han nhanh anh dé inference nhanh hon
Cau hoi tu dé 16 phan I6n dap an, con anh gép it

PHONG THEO ) NOAI 2026 Singapore - Vong sd loai - Cau 264
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CAuU 5
Mot dodi c6 2 triéu anh khong cha thich va 2 triéu doan tin ttc, hai kho khong lién
quan dén nhau. Péi mudn train tir dau hai encoder anh va chir trong cting mot

khong gian, dé tim anh bang cau. Trd ngai chinh la gi?
Khéng cé cdp ghép nao, nén khdng cé gi dé can chinh
DU liéu qua it so vGi pretraining chi c6 chi
Hai encoder phai cé cung sé chiéu ngay tu dau

Anh va chi phai dung chung tokenizer méi so dudc

PHONG THEO ) NOAI 2026 Singapore - Vong sd loai - Cau 266

cAu 6

Mot model phan loai cdm xtc cudc goi cho transcript doc audio qua cross-
attention. Query lay tir 40 token transcript, key va value 14y tir 100 frame audio, va
két qua dugce cong vao residual ctia transcript. Khoang 10% cudc goi 6 test bi mat
audio. V6i ching, has_frame toan False, va doan code duéi day cho weights toan
NaN.

scores = scores.masked_fill(~has_frame[:, None, :], float("-inf"))
weights = scores.softmax(dim=-1)

Xir Iy nhitng cudc goi mit audio thé nao cho ding?
Pién 0 cho moi frame audio va bd mask, dé attention doc nhu thusng
Thay -inf bang -1e9 dé softmax chia déu cho 100 frame
B6 cac cudc goi mat audio khai file du doan, chi ndp phan con lai

P&t céng clia cross-attention vé 0, gill residual, va thém cd availability

PHONG THEO ) NOAI 2026 Singapore - Vong sd loai - Cau 265
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CAu 7
Lac train thi luén c6 da anh va audio. Bé bao khoang 30% clip test bi mat audio, va
pipeline dién vector 0 cho audio thi€u. Validation c6 dtt nguon dat 0.90, nhung

diém public test chi 0.74. Nén lam gi trudc tién?
Train thém epoch dé nhanh audio a0 manh hon
M6 phong 30% mat audio & validation va ca Iuc train
Tang trong s6 cla nhanh audio Iic gop hai nhanh

B& nhanh audio khoéi moi clip, ca Iuc train 14n luc test

CAu s
Early fusion n6i embedding anh, v6i gia tri cd £+1, v6i 20 dac trung audio tho, trong
do6 cot nang lugng co gia tri ¢ hang nghin, rdi train MLP biang SGD. Loss dao déng

manh va gan nhu khong gidm. Nén sira gi tru6c?
Chuan hoa tling cot bang mean va std tinh trén train
Giam s6 chiéu clia embedding anh cho can bang véi audio
Nhan embedding anh vaGi 1000 cho cung thang do véi audio

Bd cbt nang lugng, vi gia tri cua né qua Ién
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CAuU 9
Vi late fusion, d6i do a trén ludi 0,0.01, . .., 1 bang 60 mau validation. a = 0.37
dat 0.95, a = 0.5 dat 0.90, con nhanh riéng tét nhat dat 0.88. Boi bao “fusion tang 7

diém” Bao céo nay c6 vin dé gi?
A Khéng cé van dé, vi validation la ngi dung dé do o
B 0.95 do trén chinh 60 mau da dung dé chon o
¢ Phai do o trén test, vi test 1a muc tiéu cudi cung

D Ludi qua thé, phai do véi budc 0.001 cho chac

CAU 10

Mot VLM dém ngudi trong anh toan canh co ti 1€ 4:1. Processor resize canh ngan vé
336 roi center crop 336 x 336. Model thuong dém thiéu nhitng ngudi diing & hai
dau anh. Nguyén nhan kha di nhat 1a gi?

A Language model chua hiéu dudc loai cau hoi dém
8 Parser doc sai s6 dém trong chudi JSON dau ra
¢ 336 pixel qua nhd dé model nhin thady ngusi

D Center crop chi giif lai 1/4 chiéu ngang cla anh

Poc thém

 Baltrusaitis, Ahuja, Morency — Multimodal Machine Learning: A Survey and Taxonomy. Doc

moi lién hé gilta representation, alignment va fusion.

« Radford va cong su — Learning Transferable Visual Models From Natural Language

Supervision. Boc paired contrastive learning va zero-shot ctia CLIP.

e Liuva cong su — Visual Instruction Tuning. Xem cach cheén visual tokens qua projector va hai

giai doan train ctia LLaVA.
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 Alayrac va cong su — Flamingo: a Visual Language Model for Few-Shot Learning. Xem cach

cheén 16p cross-attention vao language model da dong bang.

« Transformers — Multimodal chat templates. Tra processor, ndi dung message va template
tru6ce khi chay checkpoint VLM that.
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