Speech recognition

Trac nghiém GJ Thuc hanh U Chay trén Kaggle Y PDF bai

Speech recognition chuyén 16i n6i thanh chi. Khé khan chinh la hai chuéi léch
do dai: ba giay am thanh & 16 kHz 1a 48 000 s@, con cau noéi chi ¢6 nam ttr, va dit
liéu khong cho biét tir nao ting v6i doan am nao. Bai nay hoc CTC, loss huin
luyén dugce khi chua biét vi tri ting chir; cach cham bang ti 1€ 16i tir (WER); va
16i hay gap khi dung language model stra cau cho tr6éi chdy nhung lai lam sai 16i

nguoi noi.

MUC TIEU

Phan biét CTC va encoder-decoder cho nhan dang giong noi.
Tinh CTC béng tay va bang quy hoach dong.
Tinh WER.

Dung Whisper va kiém cac 16i hay gap.

Mot chudi am, mot chudi chit, chua cé alignment

Automatic speech recognition (ASR) nhan am thanh va tra transcript. N6 khac audio
classification & bai 7.2: dap an la mot chudi, dai ngan tiy cau. Pau vao X co6 thé 1a
waveform hodc dic trung thoi gian-tan sd; sau encoder ta ¢6 T hidden states, con
transcript la U token. Token c6 thé 1a ky tu, subword hoac ttr, tiy model. Thuong T 16n
hon U nhiéu, va khong frame nao duge hia la chira ding mot chi.

Alignment (can chinh) la cach gin cac buéc am véi nhitng token dy. Ban ghi that thudng
chi c6 transcript toan clip, khong c6 ranh giéi chinh xac cho ting token, nén khong thé

train thing mot bo phan loai theo frame. Cé hai cach vugt qua:

CTC khong chon mét alignment ma cdng xac suat ctia moi alignment hgp 1€.

Encoder-decoder sinh token ndi ti€p va diing attention dé tu tim doan am can doc

cho tung token.
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Hai huéng giai quyét chung mot kho khan nhung khac dang output va loss; chuong ASR

ctia Jurafsky va Martin trinh bay ca hai.

CTC em em _ _ hec hoc hoc AI  AI N . —> em hoc AI

hidden cua encoder

encoder-
decoder

<sot> —> em — hoc —> AI —> <eot>

CTC cho méi frame mét nhan roi gop; encoder-decoder sinh ting token.

HOI NHANH
Dai c6 2000 clip kem transcript, nhung khong c6 mdc thdi gian ctia tung ky tu. Mot
ban dé xuit chia déu cac frame cho cac ky ty, roi train cross-entropy theo frame.

Cach nay sai & dau?
A Cross-entropy khéng dung dugc khi co han hai I6p
B Téc dd noi khéng déu, nén nhan cua frame bi gan léch
¢ Transcript phai d6i sang phién am trudc khi train

D Chia déu chi sai v6i nhiing clip dai hon 30 giay

IGi that em hoc AT ngung hom nay
chia déu em hoc AI hom nay
I T T 1
0 s 1s 2's 3 s

Ngudi noi nging gitta cau, nén chia déu thai gian cho cac tir sé léch.
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CTC: thém blank d€ bi€u dién khoang chua xuat chir

Gid st bAng nhan chi c6 chir a. CTC thém mot nhan blank, ky hiéu _, nén moi frame cé

hai xac sudt. Mot path nhua a _ a dugc bién thanh transcript bang gép cac nhan giong

nhau lién ké trong path, roi bd blank. N6 thanh aa; con a a a thanh a. Blank & gitta cho

phép biéu dién hai chir giong nhau lién ti€p, nén khong duge xda blank trudce khi gop.

Python

import numpy as np

def ctc_collapse(path, blank=0):

result = []

for step, token in enumerate(path):
different_from_previous = step == 0 or token != path[step - 1]
if token != blank and different_from_previous:

result.append(token)
return tuple(result)

vocabulary = {0: "_", 1: "a"}

for path in [(2, 1, 6, 1), (1, 1, 1)I:
transcript = "".join(vocabulary[token] for token in ctc_collapse(path))
print(" ".join(vocabulary[token] for token in path), "->", transcript)

Do 1a quy tic doc path, chua phai toan bo cach train CTC. Méi transcript ¢6 thé nhan
nhiéu path khac nhau. Véi xac suat frame p;(c), xac suat mot path = la tich [ [, p:(m;); xac

suat transcript y la tong trén moi path collapse vé y:

Py | X) = Z Hpt 1), L =—log P(y | X).

B 1a ham collapse; chit B nay khong phai batch size. Phép tich gia dinh cac frame doc lap
khi da bi€t X: méi p; do encoder tinh tur ca clip nén van mang ngi canh, nhung nhan

chon & frame nay khong phu thudc nhan da chon & frame khac.

Khi 7' 16n, liét ké moi path la qua chdm; muc sau cdng chiing bang dynamic

programming. Bai bao CTC géc la nguon cho muc tiéu va thuét toan nay.
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HOI NHANH

Path a _ a collapse thanh gi?

A _aa
B a
C aa

D Chubiréng

Cong du cac path trén ba frame

Cho ba frame, bang xac suat theo thirtu _, a la (0.6,0.4), (0.5,0.5), (0.4,0.6). C6 23 = 8
path. ___ cho chudi réng véi xac suat 0.6 - 0.5 - 0.4 = 0.12; a_a cho aa véGi xac suat 0.4 -
0.5- 0.6 = 0.12. Sau path con lai déu cho a, nén P(a) =1 — 0.12 — 0.12 = 0.76. Loss cho
target ala —1In 0.76, khoang 0.2744.

Bang nay dong vai output softmax ctia encoder sau ba frame. Code liét ké dt tam path va

cdng xac suat theo transcript.

Python

from itertools import product

frame_probabilities = np.array([[0.6, 0.4], [0.5, 0.5], [0.4, 0.611)
transcript_probabilities = {}
for path in product(range(2), repeat=3):
probability = np.prod(frame_probabilities[np.arange(3), pathl])
transcript = ctc_collapse(path)
transcript_probabilities[transcript] = transcript_probabilities.get(transcript, 0) +
probability
print(f"P(rong) = {transcript_probabilities[()]:.3f}")
print(f"P(a) = {transcript_probabilities[(1,)]:.3f}")
print(f"P(aa) = {transcript_probabilities[(1, 1)]:.3f}")
print(f"loss = {-np.log(transcript_probabilities[(1,)]):.4f}")
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0.12 rdong 0.12

_ _ a 0.18
_ a a 0.18
_ a _ 0.12
a 0.76
a a a 0.12
a _ _ 0.08
a a _ 0.08
a a 0.12 aa 0.12

Tam path gop thanh ba transcript; “a” gom sau path, xac suit 0.76.
Mabi hang bén trai la mot path cung xac suit ctia nd; tam path dé vé ba transcript & bén
phai.

Greedy decoding 1ay nhan xac suit cao nhat & tung frame roi collapse. N6 tim path c6
xac sudt 16n nhat, nhung transcript can tim la transcript c6 téng xac suat 16n nhat, va
mot transcript gom nhiéu path. Khi mot transcript c6 nhiéu path vira phai con transcript
khac c6 mdt path troi, hai dap an c6 thé khac nhau. Beam search gitr nhiéu tién to
transcript cung ltc va cdng xac suit cac path dan vé cung mot tién t6 (prefix beam

search), nén gan muc tiéu hon greedy nhung tén thdi gian hon.

HOI NHANH
C6 hai frame, méi frame c6 P(_) = 0.6 va P(a) = 0.4. Greedy decoding cho

transcript nao, va transcript nao c6 xac suat 16n nhat?
A Greedy cho chudi réng, con I6n nhat 1a a véi xac suat 0.64
B Greedy cho chudi réng, con I8n nhat 13 chudi réng vai xac suat 0.36
¢ Greedy cho a, va I8n nhat |a a véi xac suat 0.64

D Greedy cho chudi rédng, con I18n nhat 13 aa véi xac suat 0.16
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0.6 0.6 réng L 0.36

a 0.4 0.4 a a_ + _a + aa 0.64

greedy chon _ & ca hai frame

Path t6t nhat ra chudi réng, nhung transcript “a” c6 téng xac suit cao hon.

D D-E EP- -, D-E EP- - L EEAR D-E EP- - L-EEARRN- - INGG .,

DE DEEP DEEP LEAR DEEP LEARNING

8/36 khung (dau cau) da doc:  16/36 khung (d4u cau) da doc:  24/36 khung (d4u cau) da doc: 36 khung dau, 16 khung 13
hang gitia la ky tu argmax cua hang gilta la ky tu argmax cua hang gila la ky tu argmax cta blank. Ca cau 161 khung cho:
méi khung 20 ms, cham Ia moi khung 20 ms, cham Ia méi khung 20 ms, cham la “DEEP LEARNING MODELS
blank; dong dudi la két qua sau  blank; dong dudi la két qua sau  blank; dong dudi 1a két qua sau  LEARN PATTERNS FROM DATA"

khi gop khi gop khi gop

M&éi khung 20 ms cho mét ky tu hoac blank; gop ky tu lap roi bo blank.

Cong moi path bang dynamic programming
Liét ké phai duyét CT path: 8 path & vi du trén, nhung 30'%° path véi 30 nhan va 100

frame. Cach cong nhanh giong bai dém duong di trén ludi.

Chén blank vao dau, cudi va gitta moi nhan ctia target dé dugc chudi mé rong £/ =

(s y1s 5 Y2, - -+, Yu,—) dai 2U + 1. Mbi path hgp 1€ 1a mot duong di qua ludi gom frame ¢
va vi tri s trong £'. Sang frame k€ ti€p, dudng di c6 ba lya chon:

« ding yén (kéo dai nhan hién tai);

o ti€n mot O;

» nhay qua mot blank d€ sang nhan sau.

Bu6c nhay chi dugc phép khi nhan méi khac nhan ci; néu khong, hai nhan giong nhau

ding sat nhau sé bi gop lam mot.

Goi ay(s) la téng xac suit ctia moi doan path dai ¢ dung & vi tri s:
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ay(s) = (at_l(s) +ao1(s—1)

A L A ] aa(s—2)) milll),

D&u ngoac vuodng bang 1 khi ca hai diéu kién dung, bing 0 néu khong. Path bat dau bang
blank dau hodc nhan dau, nén a; (1) = p1(_), @1(2) = p1(y1), cac 6 khac bang 0. Path
phai dung & nhan cudi hoac blank cudi, nén P(y | X) = ar(2U + 1) + ar(2U). Ludi c6
T(2U + 1) 6, mdi 6 cOng toi da ba s&: thoi gian O(T'U) thay cho CT.

Python

def ctc_forward(frame_probabilities, target, blank=0):
extended = [blank]
for token in target:
extended += [token, blank]
alpha = np.zeros(len(extended))
alphal[0]
alphal1]

frame_probabilities[0, blank]

frame_probabilities[0, extended[1]]

history = [alphal
for t in range(1, len(frame_probabilities)):
previous, alpha = alpha, np.zeros(len(extended))
for s, label in enumerate(extended):
total = previous[s]
if s >= 1:
total += previous[s - 1]
if s >= 2 and label != blank and label != extended[s - 2]:
total += previous[s - 2]
alphal[s] = total * frame_probabilities[t, label]
history.append(alpha)
return alphal[-1] + alpha[-2], history

probability_a, history = ctc_forward(frame_probabilities, [1])
for t, row in enumerate(history, start=1):

print(f"t={t}:", " ".join(f"{value:.2f}" for value in row))
print(f"P(a) = {probability_a:.2f}")

Bacotingvéi_ a _.Ot =2 6anhan 0.4 (da & a) cong 0.6 (tir blank dau), nhan py(a) =
0.5 dugce 0.5. Hang cudi cdng hai 6 cudi: 0.48 + 0.28 = 0.76, dang téng cilia sau path da
liét ké. O dau hang cudi, 0.12, 1a path toan blank, tirc P(rong).
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~ 0.60 0.30 0.12
a 0.40 0.50 0.48
0.48 + 0.28
0.00 0.20 0.28 = 0.76

Quy hoach dong trén lu6i «: hai 6 cudi cong ra 0.76.

Code trén nhan xac suit thuong cho dé doc. Thu vién chay cung truy hoi trong log-
space: luu log a va thay mdi phép cong bing log 3 exp (logsumexp), vi tich ctia hang

tram xac suat nhd nhanh chong vugt khoi khoang s6 ma may biéu dién dugc.

HOI NHANH
Mot ban viét dung truy hoi ¢ trén, nhung bang xac suit thuong, cho mot clip 1000
frame, xac suat moi frame quanh 0.1. Loss in ra inf, du target ngan va lengths du.

Nguyén nhan la gi, va stta thé nao?
A T qua dai so vdi target nén mat path hgp 18, can cét bét frame
B Tich 10719 tr3n dudi thanh 0, can chuyén sang log-space
¢ Saisé lam tron cong don qua 1000 budc, can ddi sang float32

D Bang xac suat chua chuan hoa, can chia méi hang cho téng cua né
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logyo clia tich

------------------------------------------------- float32
-100
-200 log a = -2303 § frame 1000
van biéu dien dugc
7300 o N\ m floaté4
-400
0 500 1000

s6 frame

Tich xac sudt nho dan vé 0 sau vai chuc frame; log-space thi khong.

PyTorch c6 CTCLoss lam ding phép cOng nay trong log-space. N6 nhan log probabilities
shape (T, B, C): thoi gian trudce, batch sau, khac Conv2d va nhiéu model dat batch truéc.
Ta dung reduction="'sum' dé ddi chiéu truc ti€p — log P(a); mac dinh 'mean' con chia

loss m6i mau cho do dai target truée khi 1y trung binh batch.

Python

import torch

log_probabilities = torch.tensor(frame_probabilities, dtype=torch.float64).log()[:, None, :]
criterion = torch.nn.CTCLoss(blank=0, reduction="sum")
target = torch.tensor([1], dtype=torch.long)
loss = criterion(
log_probabilities,
target,
torch.tensor([31]),
torch.tensor([1]),
)
print(tuple(log_probabilities.shape))
print(f"CTCLoss = {loss.item():.4f}")
too_short_loss = criterion(
log_probabilities[:2],
torch.tensor([1, 11),
torch.tensor([2]),
torch.tensor([2]),
)
print(f"target aa, 2 frame: inf = {bool(torch.isinf(too_short_loss))}")
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Thém mot phép kiém trén bang ngau nhién 12 frame, 4 nhan, véi target 1 2 2 3 c6 hai

nhan gidng nhau dang lién nhau, ding truéng hgp budc nhay bi cAm:

Python

rng = np.random.default_rng(0)
random_logits = rng.normal(size=(12, 4))
random_probabilities = np.exp(random_logits) / np.exp(random_logits).sum(axis=1,
keepdims=True)
random_target = [1, 2, 2, 3]
dp_loss = -np.log(ctc_forward(random_probabilities, random_target)[0])
torch_loss = criterion(
torch.tensor(random_probabilities).log()[:, None, :1,
torch.tensor(random_target),
torch.tensor([12]),
torch.tensor([4]),

)
print(f"DP = {dp_loss:.6f}, CTCLoss = {torch_loss.item():.6f}")

Hai cach cho cing mdt s6 dén sau chir s6 thip phan: truy hoi via viét tinh dung diéu
CTCLoss tinh.

Dong cu6i ctia khdi CTCLoss dau tién cho inf: target aa can it nhat ba budc, a _ a, vi hai
a lién nhau can mét blank chen gita. Téng quat, target dai U ¢ r cap nhan giong nhau
dimg lién nhau can it nhat U + r bu6c sau encoder; U < T la diéu kién can nhung chua
di. zero_infinity=True dit cac loss v6 han vé 0 d€ ching khong lam hdng gradient,

nhung khong stra alignment thi€u buéc.

Néu nhiéu mau roi vao tinh hudng ay, kiém lengths sau encoder, téc do downsampling

va tokenization. Tai liéu CTCLoss ghi rd shape, lengths va y nghia reduction.
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HOI NHANH

Khoi CTCLoss & trén cho target aa véi chi hai frame. Vi sao loss 1a inf?
A Vi CTC khéng biéu dién dugc hai chit giéng nhau lién nhau
B Vitarget phai ghi blank gita hai a ma lai thiéu
¢ Vimbinhan can it nhat hai frame, tong céng la bén

D Vihai a lién nhau can blank chen gila, t6i thiéu 3 budc

T = 2: khéng téi 6 cudi T=3:a_a

________

........

khung dut: hai 6 path phai diing & frame cubi

Target “aa” can blank chen gitra, nén 2 frame khong du.

Encoder-decoder: sinh tirng token véi ngit canh da sinh

Huéng thi hai dung encoder cho am thanh va decoder sinh transcript ting token:

U
P(y| X) =[] P(yu | y<u, X).

u=1

Y la cac token trude vi tri w. Khi train, decoder nhan transcript that dich phai mét vi tri
(teacher forcing, bai 6.5) va causal mask chan méi vi tri doc token phia sau; khi suy luan,

no6 nhan lai chinh cac token vira sinh. Decoder doc encoder bang cross-attention, nén
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khong can xudt token & tung frame va khong dung quy tic blank ctia CTC. Céu két thic
khi decoder sinh token hét cau, khong phai khi hét frame.

Whisper la mot Transformer encoder-decoder theo huéng nay. Cac buéc ctia Whisper:

1. Audio dugc resample vé 16 kHz, cit hoac pad thanh ctra s6 30 giay, roi ddi thanh log-

mel véi ctra s6 25 ms, buée 10 ms: 3000 frame.
2. Hai 16p convolution dau encoder, 16p thir hai c6 stride 2, con lai 1500 vi tri.

3. Decoder bit dau bing mdt day token dic biét chi dinh viéc can lam:
<|startoftranscript|>, token ngdn ngir nhu <|vi|>, roi <|transcribe|> dé chép loi

hodc <|translate|> dé dich sang tiéng Anh.

Processor di kém checkpoint lam phan ddi audio thanh dac trung va déi token thanh
chir; thay né bang log-mel tu tinh theo bai 7.1 s€ 1éch thang s6 so v6i lic model duge

train.

Decoder mang kién thitc ngén ngit nén chon dugc cau c6 nghia khi am md, nhung ciing
c6 thé sinh chir khong c6 trong am thanh. Véi clip im lang hoéc toan nhiéu, né van sinh
mot chudi nao do, doi khi lap mot cum nhiéu lan. Model card Whisper ghi ro hién tugng
hallucination nay va chénh léch chat lugng gitta cac ngon ngi, mién dir liéu; d6 chinh
xac trén ban ghi tiéng Viét ctia mot bai thi chi biét dugc khi chdm trén validation cia
chinh bai dé.

Cac model audio-language nhu Qwen2-Audio va Voxtral nhan thém chi dan bang chir dé
tra 16i vé am thanh. Chi dan “chép nguyén 16i n6i” va “tom tit clip” cho hai output khac
hén nhau, nén prompt phai khop task ctia dé. Processor, chat template va checkpoint di
theo ting kién tric va phién ban thu vién: déi tén model trong mot script viét cho

Whisper khéng lam script 4y chay dugc véi kién tric khac.
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HOI NHANH
V6i mot clip ti€ng Viét, Whisper tra vé cau tiéng Anh troi chay, ding y ngudi noi.
WER so véi reference ti€ng Viét gan bang 1. Nén kiém gi trudc?

A Beam size qua nho nén decoder chon nham ngén ngi
8 Reference c6 dau tiéng Viét, con output thi khéng
¢ Day token khdi ddu dang chon task <|translate|>

D Sample rate 16 kHz qua thap cho tiéng Viét

audio pad / cat log-mel encoder
—_— —_— —_—
16 kHz 30 s 3000 frame 1500 vi tri

<|startoftranscript|> <|vil> <|transcribe|> ——> em hgoc AI hom nay

decoder bt diu b&ng day token chon ngén ngi va viéc can lam

Whisper dua audio vé 30 giay, 3000 frame log-mel, 1500 vi tri encoder.

WER: chidm transcript bing edit distance

Mot cau du doan cé thé thiéu tu, thém tir hodc thay ti. Word error rate 1a

S+D-+1
ER=—"——
W Nref ’

v6i S 1a s6 substitution, D deletion, I insertion trong moét alignment tdi uu, va Nyer 1a s6
token tham chi€u. Ta tim téng 16i nhé nhit bang Levenshtein distance, giong dynamic
programming chudi trong 1ap trinh thi ddu. Hang biéu dién prefix ctia reference, cot

bi€u dién prefix ctia prediction; méi 6 chon x6a, chen, thay hoac git token.
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Trong code dudi, token la phan tach bdi khoang trang sau khi dua Unicode vé dang NFC
va chuyén chi thudng. Bu6c NFC da gap 6 bai 6.1: cung mét chir ¢6 dau nhu ¢ ¢6 thé luu
theo hai cach, hién thi giong hét nhau nhung so chudi thi khac. Tach khoang trang cting
khong phai tach tir theo ngdn ngi hoc: “lap trinh” 1a mot tir nhung hai token.

Khi chdm thét, tokenizer va cach chuin hoa (chit hoa, dau cau, s6, Unicode) phai theo
ding scorer ctia dé va ap dung cho ca reference lan prediction; tu b dau tiéng Viét dé

diém dep hon la d6i metric.

Character error rate (CER) dung cuing cong thirc trén ky tu; mot tur sai mot dau bi CER
phat mot ky tu, con WER phat ca tir. Cau dang 10 tir, ban nhan dang thay 1, thi€u 1, thtra 1
tir c6 WER 3/10 = 0.3. OCR dugc cham cung cach: “xin chao” doc thanh “xin chao” sai 1
trén 8 ky tu, CER 0.125. Vi tiéng Viét, dau thanh va dau phu chi la vai pixel nén OCR dé

nham, ma sai mot dau la ddi nghia.

Python

import unicodedata

def word_tokens(text):

return unicodedata.normalize("NFC", text).lower().split()

def edit_distance(reference_tokens, predicted_tokens):
previous = list(range(len(predicted_tokens) + 1))
for row, reference_token in enumerate(reference_tokens, start=1):
current = [row]
for column, predicted_token in enumerate(predicted_tokens, start=1):
deletion = previous[column] + 1
insertion = current[column - 1] + 1
substitution = previous[column - 1] + (reference_token !'= predicted_token)
current.append(min(deletion, insertion, substitution))
previous = current

return previous[-1]

reference = word_tokens("em hoc AI hom nay")

prediction = word_tokens("em hoc toan nay")

errors = edit_distance(reference, prediction)

print(f"16i = {errors}, token tham chiéu = {len(reference)}")
print(f"WER = {errors / len(reference):.3f}")
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reference em hoc ai hom nay

prediction em hoc todn nay

~e———

WER =(S+D+I)/N=((1+1+0)/5-=20.4

Mot thay thé, mot xoa trén 5 tu: WER 0.4.

Tinh tay: thay ai bang toan, x6a hém, gitt em hoc ... nay: hail6i trén nam token, WER

0.4. DP chi gilt hai hang nén bo nhé O(|prediction|), thai gian O(Nyet Npred)-

Muon chi r6 tung 161, luu backpointer dé€ khoi phuc mét alignment tdi uu; co thé cod
nhiéu alignment cung téng 16i. SG 16i chén ¢6 thé nhiéu hon s6 tir tham chi€u, nén WER

c6 thé 16n hon 1; n6 khéng phai accuracy nam trong [0, 1].

prediction
reference em hoc todn nay

0 1 2 5 4
em 1 0 1 2 5
hoc 2 1 0 1 2
ai 15 2 1 1 2
hém 4 5 2 2 2
nay 5 4 5| ) 2 ¢ distance 2

Bang edit distance; duong t6 mau la mot cach ghép toi uu.

Al Canuc80k - Bai 7.3 - Speech recognition 15/27



HOI NHANH
Reference c6 4 token. Prediction gitr ding ca 4 token &y va chén thém 5 token.
WER bing bao nhiéu?

0.56

1.25

HOI NHANH
Reference la mai thi, prediction la thi @iu. Hai doi cai cung mot DP, nhung pha
hoa khac nhau khi 1an backpointer. Mot doi bao 2 substitution, doi kia bao 1

deletion va 1 insertion. WER trong hai bao cao la bao nhiéu?
Poi dau 1.0, doi sau 0.5 vi gilf dudc thi
Poi dau 0.5, ddi sau 1.0 vi thay thé nhe hon
Ca hai déu 1.0, vi tong 16i téi uu chi cé mot

Khéng xac dinh dudc, vi alignment khéng duy nhat

GOp toan tép, roi doc loai 16i

Corpus WER cOng téng s6 16i clia cac cau roi chia téng s6 token tham chi€u. N6 khong
béng trung binh don gian WER tiing cau. Mét cau ngan sai mot tir va mdt cau dai dung

hét khong dugc can bang nhau néu metric la corpus WER.

Python
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references = ["em hoc AI", "mai 1dp em hoc 1&p trinh thi dau"]

predictions = ["em hoc", "mai 16p em hoc 1dp trinh thi dau"]

error_counts = [edit_distance(word_tokens(r), word_tokens(p)) for r, p in zip(references,
predictions)]

lengths = [len(word_tokens(r)) for r in references]

corpus_wer = sum(error_counts) / sum(lengths)

mean_sentence_wer = np.mean([e / n for e, n in zip(error_counts, lengths)])
print(error_counts, lengths)

print(f"corpus WER = {corpus_wer:.3f}")

print(f"mean sentence WER = {mean_sentence_wer:.3f}")

Mot 16i trén 3 + 8 = 11 token cho khoang 0.091; trung binh (1/3 + 0)/2 khoang 0.167.
Corpus WER can theo sd token, con trung binh cau cdn méi cau nhu nhau nén cau ngan

ning ky hon. bé ghi metric nao thi chon model theo ding metric doé.

em hoc AI sai1/3 corpus
1/11 = 0.091

mai 16p em hoc 14p trinh  thi ddu dung8/8 trung binh cau

(1/3 + 08)/2 = 0.167

Corpus WER 0.091; trung binh WER tung cau 0.167.

HOI NHANH
Validation c6 mot cau 4 token va mot cau 36 token. Model A sai 2 token & cau ngan,
dung hét cau dai. Model B diing hét cau ngén, sai 6 token & cau dai. Corpus WER va

trung binh WER tung cau chon model nao?
A Corpus chon B, trung binh cau chon A
B Corpus chon A, trung binh cau chon B
¢ Cahaicach déu chon A

D Ca hai cach déu chon B
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Clip c6 reference rong, nhu doan im lang hay chi ¢6 nhac, lam WER ctia riéng cau do
chia cho 0. Corpus WER van tinh dugc khi téng token reference duong: moi tir model
sinh cho clip 4y la insertion cdng vao tir s6. Vi vay khong am tham bd cac clip nay khoi

validation; d6 chinh la ché decoder dé sinh chit khong c6 trong am thanh.

Ngoai diém téng, chia 16i theo ngudi noi, thoi lugng, tiéng nén, tén riéng va s6. Mot
model c6 WER thdp hon van co6 thé chép sai s6 phong hay ngay gié ma ing dung can.
boc vai alignment S/D/I 1a cach ndi metric véi 16i that truée khi d6i checkpoint hay

tang beam size.

HOI NHANH
Ba clip c6 tong cong 20 token reference va 2 16i. Clip tht tu im lang, reference
rong, nhung model sinh ra 4 tir “cdm on da xem”. Corpus WER ctia ca bon clip bing

bao nhiéu?

A Khoéng tinh dugc, vi chia cho O

B 010
¢ 0.25
p 0.30

Noi ASR véi language model: do truéce va sau

Co thé dung language model thém dau cau hoac stra 16i nghe, nhung muc tiéu van la gitt
ding n6i dung ban ghi. Cau tréi chay hon khong dong nghia WER thap hon. Xét mot
truong hop: reference va transcript goc déu la mai thi ai; buéce “stra” di n6 thanh mai

thi toan, mot cau cling rat tu nhién. Pua ca hai transcript qua cing scorer:

Python
reference_text = "mai thi ai"
original_text = "mai thi ai"
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edited_text = "mai thi toan"

reference_tokens = word_tokens(reference_text)

for name, text in [("gdc", original_text), ("sUa", edited_text)]:
error_count = edit_distance(reference_tokens, word_tokens(text))

print(f"{name}: WER = {error_count / len(reference_tokens):.3f}")

Hau x{ Iy lam WER twr 0 1én 0.333 vi dGi tén mon.

Khi thir mot prompt stta ASR, giit transcript géc, luu phién ban prompt va model, roi so

cap trudc va sau trén cung validation. Chi dan hep nhu “gitr nguyén tt, chi thém dau cau”

hop khi d6 dang la nhiém vy, nhung van phai kiém vi model c6 thé khdng tuan tha.

Scorer bd ddu cau thi thém dau cau khong lam WER t6t hon.

HOI NHANH
Reference la phong mugi 1&m. ASR ra phong mudi nam, roi language model sira
thanh phong 15, ding y ngudi noi. Scorer viét thuong, tach theo khoang trang, va

khong chuin hoa s6. WER trudce va sau khi stra la bao nhiéu?
A 0.333, roi ting Ién 0.667
B 0.333, réi giam vé 0
¢ 0.333, réi gili nguyén 0.333

D 0.667, réi giam vé 0.333

Chay Whisper trén dir liéu that

Script ctia chuong dua quy trinh trén vao 1énh local_audio.py --task asr.Dauvao la

mot thu muc checkpoint Whisper c6 san trén may va mot tép JSON liét ké dir liéu; mbi

ban ghi gom ID, dudng dan WAV, reference, nhom (ngudi néi hodc phién thu) va split. Hai

buéce:
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https://github.com/Canuc80k/ai-canuc80k/blob/main/course/content/phase-7/recipes/README.md

1. --check kiém ting file, loai model, processor, sample rate va hash ma khong nap
trong so.

2. --run nap model bang local_files_only=True, chép loi tung clip validation trén CPU
v6i task="transcribe" va ngén nglr da chon, roi ghi tép két qua receipt.json:
transcript, s0 16i va s6 token reference ctia tung clip, ¢6 clip im ldng, thoi gian suy

luan va corpus WER.

Scorer cta script la chir thuong cong tach khoang trang; dé chuan hoa khac thi stra
scorer trude khi so model. Poc két qua theo thi tu: corpus WER, roi cac clip nhiéu 16i
nhat va cac clip im 1dng c6 ch, roi thoi gian suy ludn méi clip dé u6c lugng thoi gian

chay hét tap test.

Script chi nhan clip khong qua 30 giay, ding mot cira s6 clia Whisper, va dung kem
thong bao khi gap clip dai hon. Clip dai can chia doan: cit theo khoang ling bing voice
activity detection (VAD), hodc cét cira s6 c¢6 phan chong nhau, gilt timestamp cta tiing
doan réi méi ghép transcript. Noi chudi mu cac doan cé phan chong sé chép hai lan cac
tu trong viing chong; cit khong chong lai dé cat doi mot tir & ranh gisi. Sau khi ghép,

doc alignment quanh cac ranh giGi trén validation.

HOI NHANH
Trén mot clip 30 gidy, Whisper chép mat 6 giay. Test c6 1500 clip, méi clip 3 giay.
Mot ban uée thoi gian la 1500 - 6 - 3/30 = 900 gidy. U6c lugng nay sai 6 dau?

A Khoéng sai, vi thdi gian ti 1é thuan véi thai lugng audio
B Mbi clip dugc pad I&én 30 gidy, nén phan encoder khéng giam
¢ Thai gian chi phu thudc sé token, nén phai nhan theo sé tu

D Con thiéu thai gian resample, phan tén nhat cua pipeline
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clip30s 1500 vi tri

clip3s pad 27 s 1500 vi tri
encoder 1am cung mét lugng tinh; chi decoder ngan di

Clip 3 giay van dugc pad 1én 30 giay, nén thoi gian chay giam it.

Khi di thi

 Viét scorer local cho ra ding diém trén vi du ctia dé: chit hoa, ddu cau, s6 dugc chuin
hoa thé nao.

» Do thai gian trén vai clip giong test r6i nhan 1én; Whisper pad moi clip 1én 30 giay.

o Train CTC thi ki€ém do6 dai truéc: méi mau can di frame sau encoder, loss inf 1a 16i di

liéu.

Tom tat

 ASR ndi chudi am dai vé6i transcript ngan khi chua c6 alignment. CTC cong moi
alignment c6 blank; encoder-decoder sinh tung token theo ngir canh, theo task va
ngon ngu da chi dinh.

 Collapse gép nhan lap lién ké r6i méi bo blank. Path t6t nhat ctia greedy chua chic

cho transcript c6 téng xac suat 16n nhat.
e Truy hoi a trén chudi mé rong dai 2U + 1 cdng moi path trong O(T'U) va chay trong
log-space; target can it nhat U + r bu6c sau encoder.

o WER la edit distance chia so token reference, c6 thé 16n hon 1. Normalization theo
dang scorer; corpus WER gop 16i va token, khac trung binh ting cau, va khong bo

clip im ldng.
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Hau xit ly bang language model va chunking clip dai déu phai dugc chdm truéc va sau

trén cung validation.

Kiém tra cuoi bai

CAU1
Pé yéu cau transcript cho ting clip. Baseline ctia ddi chi trd nhan cé ti&ng néi

hoidc khdng tiéng néi cho médi clip. Phan nao chua dap ing nhiém vy?
Hop déng output, vi can mdt chudi token cho méi clip
Thiét bi, vi ASR bat budc phai chay trén GPU
Loss, vi transcript phai dugc train bang MSE

Sample rate, vi nhan clip can sample rate cao hon

CAU 2
CTCpathlaa a

roi bo blank, thi dugce transcript nao?

b b _ b, trong d6 _la blank. GOp cac nhan ldp lién nhau truéc,

aabbb
a_b_b
ab

abb
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CAuU 3
Train mot model CTC tir dau. Sau 50 epoch, loss van dao dong manh, va thinh

thoang c6 batch cho inf. Nén chan doan theo thir tu nao truée?

Kiém d liéu, gém target cé Ian blank khéng va lengths sau encoder, rdi t8i dau vao
cua loss

Kiém luéng gradient bang autograd.grad, xem dd cong clia mat loss, réi giam
learning rate

Theo déi norm gradient tiing I8p, chay LR range test, réi xem trang thai momentum

Tang batch size, thém gradient clipping, réi chuyén sang AdamW cho 6n dinh

PHONG THEO ) NOAI 2026 Singapore - Vong sd loai - Cau 282

CAU 4
Log-mel c6 100 frame mdbi gidy. Doi tang tong stride cia encoder tur 4 1én 8 d€ train
nhanh hon. Mét clip 2.4 gidy c6 transcript 29 ky ty, trong d6 c6 2 chd hai ky tu

giong nhau ding lién nhau. Véi stride 8, CTC con train dugc trén clip nay khong?
Pudc, vi 30 budc van nhiéu han 29 ky tu
Khong, vi 30 budc it hon 31 budc téi thiéu
Pudc, vi CTC tu chén blank vao target khi thiéu

Khéng, vi can it nhat 58 budc, gap dbi s6 ky tu

PHONG THEO ) CMU 10-601 - Exam 3 Practice - Q1.1(b)
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CAU 5
Model tra vé logits shape (B, T, C) = (4, 50, 30), chua qua softmax. D6i s6

dau tién dang ctia nn.CTCLoss la gi?

loss = ctc(X, targets, input_lengths, target_lengths)

logits.log_softmax(-1)
logits.softmax(-1).transpose(0, 1)
logits.log_softmax(-1).transpose(8, 1)

logits.transpose(0, 1)

CAu 6
Reference c6 12 token. Alignment t6i uu c6 1 substitution, 2 deletion va 3 insertion.
WER bang bao nhiéu?

0.5

0.46

0.25
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CAu 7
Reference la em hoc ai, prediction la em hoc ai, thi€u ddu nang. Tinh WER theo tt,
va CER theo ky tu Unicode dang NFC, ké ca dau cach.

WER 0.333, CER 0111
WER 0.333, CER 0.333
WER 0.111, CER 0.111

WER 0.111, CER 0.333

CAU 8
Mot clip ¢o 8 gidy noi roi 20 gidy im ling. Whisper chép ding phan néi, roi lap lai

céu cudi thém ba lan. Nén xi ly thé nao?
Tang max_new_tokens dé decoder c¢6 chd két thic cau
B& nhiing clip ¢6 im lang dai khoi validation
Khuéch dai phan im lang dé model nghe ré hon

Cét im lang bang VAD rdi mdi chép, va do lai WER

Al Canuc80k - Bai 7.3 - Speech recognition 25/27



CAU 9
Sau khi hiu x{ Iy bang language model, cau tr6i chay hon, nhung tén riéng va s6

doi khi bi d6i. banh gia thé nao méi ki€m ding muc tiéu ctia ASR?
A Dém s6 cau cé dau ciu dung, bd qua tén riéng va soé
8 M@i clip chon cau dep nhat cua hai pipeline roi bao diém
¢ So WER bang cung scorer, trén cung clip, va doc riéng 16i tén riéng, s6

D Nh& ngusi cham dd tréi chay, thay cho viéc so vdi reference

CAU 10

Téap test c6 1500 clip. Trén 100 clip validation c6 cuing phan bé do dai, model mat
téng cong 400 gidy trén ding may thi. Con 90 phut. Chay hét test can khoang bao
lau, va nén lam gi?

A Khoang 100 phut, vugt 90 phat, nén phai déi cau hinh
8 Khoang 7 phut, con du dé thi beam 16n hon
¢t Khoang 60 phut, vira du, nén chay ngay toan bd test

D Khoang 100 phut, nén chay t6i hét gid roéi ndp phan da xong

Poc thém
« Graves va cong su — Connectionist Temporal Classification. Poc dinh nghia collapse va thuat
toan forward-backward cdng moi alignment.

« Hugging Face Audio Course — CTC architectures. Poc cach wav2vec2 dung CTC trén ky tu va
cach decode output.

e PyTorch — CTCLoss. Tra log probabilities, lengths, reduction va loss vo han.
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https://www.cs.toronto.edu/~graves/icml_2006.pdf
https://huggingface.co/learn/audio-course/en/chapter3/ctc
https://docs.pytorch.org/docs/2.9/generated/torch.nn.CTCLoss.html

e Jurafsky, Martin — Speech and Language Processing, chuong ASR. N6i m6 hinh am, gidi ma va
cach danh gia transcript.

« Radford va cOng su — Robust Speech Recognition via Large-Scale Weak Supervision, va
Whisper model card. Poc ctra s6 30 giay, day token chi dinh task va cac giéi han da biét ctia
model.

» Qwen2-Audio documentation, Voxtral model card. Poc task, processor va chat template ctia
ting model trudce khi viét adapter.

Tai goi recipe ctia chuong — gom cac module phu va huéng dan chuan bi asset.
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https://web.stanford.edu/~jurafsky/slp3/16.pdf
https://arxiv.org/abs/2212.04356
https://huggingface.co/openai/whisper-tiny
https://huggingface.co/docs/transformers/model_doc/qwen2_audio
https://huggingface.co/mistralai/Voxtral-Mini-3B-2507
http://127.0.0.1:56872/giao_trinh/assets/phase-7/recipes.zip

