Audio classification

Trac nghiém GJ Thuc hanh U Chay trén Kaggle Y PDF bai

Mot ting dung can phan biét hai tin hiéu: am thap réi am cao la “bat dau”, am
cao roi am thap la “két thac” Hai tin hiéu c6 cling céc tan s6, chi khac thir tu,
nén mot biéu dién chi dém tan s6 sé khdng phan biét duge. Bai nay dung vi du
d6 dé chon biéu dién cho bai phén loai am thanh, dung baseline r6i CNN, x{r Iy
cac clip dai ngdn khac nhau, va dung embedding tir model am thanh

pretrained.

MUC TIEU

Chon head, loss va metric cho tung loai bai phan loai am thanh.
Dung baseline va CNN trén log-mel.
Chia dtr liéu theo ngudi noi hoac phién ghi.

Xt Iy clip dai bang ctra s6; dung embedding tir HuBERT, wav2vec2.

Truéc model: mét clip c6 may nhan?
Audio classification du doan nhan tir mét clip (B la so clip trong batch, khong phai s6

frame):

Mot 16p trong C 16p: logits shape (B, C), nhan la s6 nguyén shape (B, ), dung cross-
entropy.

Nhiéu nhan (multi-label), nhu clip vira cé ti€éng xe vira ¢6 ti€ng néi: mdi 16p mot bién

c6/khong, logits va nhan shape (B, C), dung BCEWithLogitsLoss.

Softmax ép téng xac suat bang 1 khong hgp cho nhiing su kién c6 thé dong thai xuit

hién.

Néu dé hoi “chudng xudt hién ltc nao?”, mot nhan cho cé clip khong da: can event

detection hoic frame classification, logits shape (B, T,C) va cach cham theo thai gian.
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Phan con lai ctia bai lam bai toan hai 16p loai trit nhau trén tin hiéu téng hop: dit nho dé

chay CPU trong vai giay, va dap an biét truéc nén moi con s6 déu giai thich dugc.

mot nhan cho clip
(B, C)
softmax, cross-entropy chuong

nhiéu nhan cé/khéng
(B, ©)

sigmoid, BCE Xe .
néi

nhan theo thdgi gian
(B, T, O
méi frame mot du doan

Ba dang bai: mdt nhan cho clip, nhiéu nhan doc 1ap, hoac nhan cho tung
frame.

HOI NHANH
Mai clip 10 gidy c6 thé chia tiéng xe, ti€ng noi, ca hai, hoac khong co6 gi. bé chdm

xac sudt riéng cho tung loai. Nén dung head va loss nao?
A Softmax hai I8p véi CrossEntropyLoss, nhan la @m to han
B Hailogits doc lap, sigmoid, véi BCEWithLogitsLoss
¢ Softmax hai I6p, dat ngudng 0.5 riéng trén moi cot

D Softmax ba I8p gém xe, ndi va ca hai, vSi CrossEntropyLoss

Bo dir liéu nho c6 dap an ki€ém duge
Ta tao 20 phién gia 1ap. Mdi phién ¢6 mot do 1éch cao do (mdt trong bon mic); trong moi
phién sinh hai cap clip véi pha, bién do va nhi€u khac nhau. Nhan 11a thap->cao, nhan 0

la cao->thap. Hai clip trong mét cdp dung dung hai nita waveform giong nhau, chi ddi
thir tu.
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Phién dong vai mot budi thu that: cac clip ctia n6é c6 chung dau vét (6 day la do léch cao

dod), nén khi chia dit liéu phai gitt tron phién & mot phia.

Mai clip c6 1024 mau & 2048 Hz, dai 0.5 gidy. Ta dung window 128 mau, hop 128, khong
chong 14p, khong padding: 8 frame. Ca hai ntra dai 512 mau nén ranh gigi ndm dang gita
frame 4 va 5. Cht y nay gitp thi nghiém pooling sach: méi cdp chi hoan vi bon frame dau

vGi bon frame cuoi.

Python

import numpy as np

from scipy.signal.windows import hann

rng = np.random.default_rng(72)

sample_rate = 2048

128

frequencies = np.fft.rfftfreq(window_size, d=1 / sample_rate)
max_mel = 2595 % np.logl0(1 + frequencies[-1] / 700)

window_size

mel_edges = np.linspace(0, max_mel, 26) # 24 band can 26 mép

hz_edges = 700 % (10 %% (mel_edges / 2595) - 1)

filters = []

for left, middle, right in zip(hz_edges, hz_edges[1:], hz_edges[2:]):
rising = (frequencies - left) / (middle - left)
falling = (right - frequencies) / (right - middle)
filters.append(np.maximum(®, np.minimum(rising, falling)))

filters = np.array(filters)

def make_log_mel(signal):
frames = signal.reshape(8, window_size)
spectrum = np.fft.rfft(frames * hann(window_size, sym=False), axis=1)
power = (np.abs(spectrum) / (window_size / 2)) %% 2

return 10 * np.logl@(np.maximum(filters @ power.T, 1e-8))

features, labels, groups = [], [1, []
half_time = np.arange(512) / sample_rate
for session in range(20):
frequency_offset = 16 * (session % 4)
for repetition in range(2):
phase = rng.uniform(Q, 2 * np.pi)
amplitude = rng.uniform(0.5, 0.9)
low = amplitude * np.sin(2 * np.pi * (208 + frequency_offset) * half_time + phase)
high = amplitude * np.sin(2 * np.pi * (608 + frequency_offset) * half_time + phase)
low += rng.normal(@®, 0.035, 512)
high += rng.normal(0, 0.035, 512)
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for label, halves in [(1, [low, highl]), (0, [high, low]l)]:

features.append(make_log_mel(np.concatenate(halves)))
labels.append(label)
groups.append(session)

features = np.array(features, dtype=np.float32)

labels = np.array(labels)

groups = np.array(groups)

print(features.shape, labels.shape)

print(f"thoi lugng = {1024 / sample_rate:.2f} s")

Ta c6 (80,24,8): 80 clip, 24 mel band, 8 frame. Pay la log power v6i moc co dinh 1, khac
bai 7.1 dung dinh ciia tung clip. M&c c¢6 dinh gilt moi clip trén cung thang s6, nén clip to
va clip nhé khong bi kéo vé cung miic truéce bude chuan hoa. Khi dung model pretrained,

sample rate, s6 band, window va hop 14y theo processor ctia checkpoint, khong tu chon

nhu 6 day.
nhan 1: thap > cao nhan 0: cao - thap
24 ! i
12 E |
| |
0 : !
0 4 8 0 4 8

frame frame

Hai 16p c6 cung tap frame, chi khac tha tu.
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HOI NHANH
Mai cap clip dung ding hai nira waveform giong nhau, chi d6i thir tu. Thiét ké nay

nham muc dich gi?
Pé mébi phién cé ban sao cua cung clip & ca train va validation
Pé hai I8p khac nhau ré & cao dd trung binh cua ca clip
Pé moi dac trung bd qua thu tu déu trung nhau trong mét cap

Pé nang lugng hai nlta khac nhau, dé thay trén log-mel

Validation: tach phién truéc, khong tach crop sau

Ngoai am can phan loai, ban ghi con chira giong ngudi, microphone, can phong va am
nén. Néu cing mdt ngudi hoac cung mot budi thu ndm & ca train lan validation, model
c6 thé dua vao nhiing dau vét ay va validation sé lac quan. Group chon theo diéu dé
muon tdng quat hoa: test 1a ngudi n6éi mdéi thi group theo speaker ID; test 1a budi thu méi

ctia nhiing ngudi da c6 trong train thi group theo phién la dt.

Ta dung GroupShuffleSplit, gitr tron tung phién & mot phia. test_size=0.25 & splitter
nay la ti 1€ group, chua chic 1a ti 1€ clip; trong di liéu cta bai, méi group c6 ding bén
clip nén hai ti 1é biang nhau.

Python

from sklearn.model_selection import GroupShuffleSplit

splitter = GroupShuffleSplit(n_splits=1, test_size=0.25, random_state=7)

train_indices, valid_indices = next(splitter.split(features, labels, groups))

train_groups = set(groups[train_indices])

valid_groups = set(groups[valid_indices])
print(len(train_indices), len(valid_indices))

print(f"group giao nhau = {len(train_groups & valid_groups)}")

print(np.bincount(labels[valid_indices]))
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Ta can nhin giao group bing 0 va s6 mau mdi 16p. Group split khong tu bao ddm moi 16p

xudt hién; khi dir liéu that c6 ngudi chi n6i mét tir, phai kiém phan bd nhan va c6 thé
chon GroupKFold hoac StratifiedGroupKFold. Moi crop va augmentation chi dugc tao

sau phép chia nay.

mdi cot 1a modt phién, bdn 6 1a bdn clip clia phién ay

0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19

validation (cam): 5 phién, 20 clip; giao group Vdi train bdng 0

Chia theo phién ghi: méi phién nam tron & train hoac validation.

HOI NHANH
Dbé cham trén nhiing ngudi noéi chua timg xuat hién. D liéu c6 30 ngudi, mbi ngudi
thu 3 phién. M6t ddi chia GroupKFold theo ma phién. Rai ro chinh la gi?

A MOt ngudi co phién & ca hai phia, nén validation lac quan
B Khong cé rui ro, vi khong phién nao bi chia ra hai phia
¢ GroupKFold bao 16i, vi s6 phién khéng chia hét cho s6 fold

D Validation bi quan haon test, vi méi phién cé qua it clip dé hoc

Baseline: trung binh tung mel band

Mot baseline nhanh la gép thoi gian: méi band 1ay trung binh log power, cho vector 24

s0. Logistic regression hoc tir vector &y, v6i StandardScaler chi fit trén train. Baseline

khong can GPU, thuan tién dé kiém pipeline va c6 mdc chadm. Co6 thé du doan truée rang

hai clip chi déi thit tu frame c6 cung trung binh, nén vector nay khong biét thap->cao

hay cao->thap.
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Python

from sklearn.pipeline import make_pipeline
from sklearn.preprocessing import StandardScaler
from sklearn.linear_model import LogisticRegression

from sklearn.metrics import accuracy_score, fl_score, confusion_matrix

pooled_features = features.mean(axis=2)

baseline = make_pipeline(StandardScaler(), LogisticRegression(max_iter=300))
baseline.fit(pooled_features[train_indices], labels[train_indices])
baseline_predictions = baseline.predict(pooled_features[valid_indices])
print(f"accuracy = {accuracy_score(labels[valid_indices], baseline_predictions):.3f}")
print(f"macro-F1 = {fl1_score(labels[valid_indices], baseline_predictions,
average='macro'):.3f}")

print(confusion_matrix(labels[valid_indices], baseline_predictions))

Confusion matrix c6 hang la nhan that, cot la nhan du doan, theo thi tu 0 roi 1: ca 20
clip validation déu bi doan 1a 16p 0. Accuracy 0.500 ding bang mdc doan mét 16p, va day
la hé qua ctia biéu dién, khong phai 16i optimizer.

Macro-F11ay trung binh F1 ctia ting 16p, khong trong s6 theo s6 mau: 16p bi bé quén cod

F1 bang 0 va kéo ca trung binh xudng. Trén tap léch 16p, d6 1a 16i ma accuracy che mat.

HOI NHANH
Baseline doan 16p 0 cho ca 20 clip validation, méi 16p 10 clip. Accuracy la 0.500,
macro-F11a 0.333. F1 ctia 16p 0 va cta 16p 11an luct 1a bao nhiéu?

A 0.500va 0167
B 0.667va0
c 1.000vao0

D 0.333va0.333

3 0
trung binh (1.5, 1.5). Moi ham chi nhan vector ay cho cung két qua trén hai clip, du nhan

Vi du: hai band trén hai frame cta clip A la [?) g} ,clip Bla [O 31 . Ca hai déu c6 vector
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khac nhau. Trong dir liéu ctia bai, hai clip mot cip luén ndm cuing phia, nén méi cap luon

c6 mot clip dung va mot clip sai: accuracy 0.500 1a chic chan, model nao cling vay.

Muén giai bai phai thay bi€u dién hodc cho model gilr th ti. Mot cach thay bi€u dién ré

la thém trung binh delta, hiéu gitta hai frame ké nhau. Téng cac hiéu bang frame cudi tru

frame ddu, nén trung binh delta trén 8 frame bing (cudi — dau) /7. Véi hai clip trén, delta

ctiaAla (—3,3), ctia Bla (3, —3): d6i ddu khi dao th tu.

clip A clipB

0 mean (1.5, 1.5) 3 mean (1.5, 1.5)

band 1 3 band 1 0

delta (-3, 3) delta (3, -3)
band 2 0 3 band 2 3 0

mean theo th&i gian bang nhau: khéng ham nao ctia mean tach dudc hai clip

delta (frame sau trif frame trudc) ddi dau khi dao thi tu

Da6i thit ty hai frame khong déi trung binh; delta thi d6i dau.

HOI NHANH

Thay mean bang ba thong ké theo thai gian ctia méi band 1a mean, std va max,

dugc 72 so. Logistic regression trén vector nay cé tach dugc hai 16p ctia bai khong?

A Co6, vi max cho biét frame nao cé nang lugng I6n nhat

B Co, vi std do muc thay déi clia band theo th&i gian

¢ Khéng, tri khi tdng max_iter dé solver hdi tu han

D Khéng, vi ca ba déu gilt nguyén khi déi thi tu frame
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CNN trén log-mel: giir hai truc cho dén head

Log-mel la ma trdn nhung khong phai dnh tu nhién: truc ngang la thai gian, truc doc la
tan s6, va dich 1én mot band 1a ddi cao do chir khdng giong dich mét vat trong anh. CNN

nhd van nhan n6 nhu mdt anh mot kénh, hoc cac mau cuc bd trén hai truc.

Ta thém chiéu channel: (B, 1,24, 8). Kernel 3 x 3 v4i padding 1 gilr chiéu cao va chiéu
rong; 4 output channel cho (B, 4,24, 8). Flatten thanh 768 s6 roi head tra 2 logits.

Flatten git vi tri timg 6, nén head biét &m nao & nta dau, am nao & nira sau.

Mean/std duéi day tinh theo train, riéng cho mdi mel band, gop cac clip va frame.
keepdims=True cho shape (1,24,1), broadcasting dung lén (80,24, 8). Validation dung
lai dung thong ké dy. CNN khai tao ngau nhién va hoc tir dau trén 60 clip train: cé tap
trong mot batch, 30 buéc Adam.

Python

import torch

from torch import nn

torch.set_num_threads(1)
torch.manual_seed(7)
band_mean = features[train_indices].mean(axis=(0, 2), keepdims=True)
band_std = features[train_indices].std(axis=(0, 2), keepdims=True)
standardized = (features - band_mean) / np.maximum(band_std, le-6)
inputs = torch.tensor(standardized[:, None], dtype=torch.float32)
targets = torch.tensor(labels, dtype=torch.long)
model = nn.Sequential(

nn.Conv2d(1, 4, 3, padding=1),

nn.ReLU(),

nn.Flatten(),

nn.Linear(4 * 24 % 8, 2),
)
optimizer = torch.optim.Adam(model.parameters(), 1r=0.01)
criterion = nn.CrossEntropyLoss()
model.train()
for epoch in range(30):

optimizer.zero_grad()

logits = model(inputs[train_indices])

loss = criterion(logits, targets[train_indices])

loss.backward()
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optimizer.step()
model.eval()
with torch.no_grad():
predictions = model(inputs[valid_indices]).argmax(dim=1).numpy()

print(tuple(inputs.shape))

print(f"accuracy = {accuracy_score(labels[valid_indices], predictions):.3f}")
print(f"macro-F1 = {fl1_score(labels[valid_indices], predictions, average='macro'):.3f}")

print(confusion_matrix(labels[valid_indices], predictions))

baseline: mean tiing band CNN trén log-mel
doan 0 doan 1 doan 0 doan 1
that 0 10 0 10 0
that 1 10 0 0 10
acc 0.500 - macro-F1l 0.333 acc 1.000 - macro-F1 1.000

Baseline gop thai gian doan mot 16p cho moi clip; CNN duang ca 20.

Trén cung 20 clip validation, CNN dtng ca 20, baseline chi dang 10. Hai model thay cung
dit liéu; khac biét duy nhat la thong tin vi tri con dén dugc head. Két qua chi xac nhan
diéu da cai vao quy tdc sinh dir liéu: & day thi tu quyét dinh nhan. V6i am that nhiéu
microphone, ti€ng nén hoac su kién chong lap, chon CNN hay embedding phai do trén

validation ctia chinh dé.

Mean pooling khong c6 16i tu than; van dé 1a gop trude khi co gi doc dugc tha tu. Dat
mean theo thai gian sau 16p conv va so hai kernel: 3 x 3 phti ba frame ké nhau, (3, 1) chi

pht ba band trong mot frame.

Python

class TimeMean(nn.Module):
def forward(self, x): # (B,C,band,frame) -> (B,C,band)

return x.mean(dim=3)

def train_time_mean(kernel_size, padding):
torch.manual_seed(7)
head = nn.Sequential(

nn.Conv2d(1, 4, kernel_size, padding=padding),
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nn.ReLU(),

TimeMean(),

nn.Flatten(),

nn.Linear(4 * 24, 2),
)

optimizer = torch.optim.Adam(head.parameters(), 1r=0.01)
for epoch in range(30):
optimizer.zero_grad()
criterion(head(inputs[train_indices]), targets[train_indices]).backward()
optimizer.step()
head.eval()
with torch.no_grad():
scores = [accuracy_score(labels[part], head(inputs[part]).argmax(dim=1).numpy())
for part in (train_indices, valid_indices)]

return f"train {scores[0]:.3f}, valid {scores[1]:.3f}"

print("3x3 rdi mean thdi gian:", train_time_mean(3, 1))

print("3x1 roi mean thoi gian:", train_time_mean((3, 1), (1, 0)))

Kernel 3 x 3 dat trén frame 4 va 5 nhin thdy ché chuyén: thap & trai, cao & phai chi c
trong clip nhan 1. ReLU gilt phan ing 4y, mean theo thai gian cOng nd vao vector, nén
head van doc dugc th tu: dung hét train, sai 1 trong 20 clip validation sau 30 buéc.

Kernel (3, 1) x{ Iy ting frame riéng, nén sau mean hai clip mot cép lai cé cung vector,

nhu baseline: dung 0.500 ngay ca trén train, va khong cach train nao vugt duge maoc ay.

bay ciing 1a Iy do mean pooling trén hidden state ctia encoder pretrained (muc sau)

thuong dung dugce: moéi vector da tron nglr canh trudce khi bi gop.

Khi train thit véi thu vién, Dataset tra tensor ¢6 tién x{ Iy nhit quan, Datal.oader gom
batch, model.train() bat hanh vi huin luyén, model.eval() cung no_grad() dung cho
validation. Luu checkpoint t6t nhat theo metric dé cham, kém théng ké chuan hoéa; diém

ctia epoch cudi khong thay dugce viéc chon checkpoint theo validation.
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HOI NHANH

Déi kernel thanh (1, 3), titc mbi lan chi nhin mot band nhung nhin ba frame ké
nhau, v6i padding (8, 1), van ReLU r6i mean theo thoi gian. Model c6 hoc dugce
khong?

A Hoc dudc, vi kernel thay band bat hay tat 8 ché chuyén
8 Khéng, vi mean theo thdi gian luén x6a hét thi tu frame
¢ Khéng, vi kernel phai phu ca hai truc mdi thay dugc thu tu

D Hoc dugc, nhung chi khi bo ReLU dung trudc budc mean

kernel 3x3 réi mean thoi gian kernel 3x1rdi mean thsi gian

train 1.000 - valid 0.950 train 0.500 - valid 0.500

kernel phai nhin qua ranh gidi frame 4 | 5 thi th( tu m&i con sau budc gop

Kernel 3x3 nhin ba frame ké nhau nén thay chd chuyén; kernel 3x1 thi khong.

Clip dai ngan khac nhau: cit ctra s6, gop du doan

Head Flatten ctia bai can dung 8 frame, trong khi clip that dai ngan khac nhau. Cach lam
phd bién: khi train, cit ngdu nhién mot ctra s6 dd dai c6 dinh tir méi clip dd nadm § train,
clip ngan hon thi pad va gitr mask. M6i epoch thady mét doan khac, nén cira s6 ngau

nhién cling la augmentation.

Cai gia nam & nhan: dé thuong gan nhan cho ca clip (weak label), va mot ctlra s6 c6 thé

khéng chtrta bang ching nao. Clip 10 gidy nhan “c6 choé stia” ma tiéng stia chi dai 1 gidy thi
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phan 16n ctra s6 2 gidy khong nghe thay tiéng stia, nhung van mang nhan duong.

Khi du doan, cit clip thanh cac cira s6 trugt cung do dai véi lac train, hop thudng bang
nira clra s6, chay model trén tung cira s6 roi gop vé mot du doan cho clip. Cach gop di

theo cau hoi cta dé;

 Trung binh xac suit (hodc logits) khi nhan mé ta ca clip, nhu thé loai nhac hay giong
ngudi: moi ctra sé déu la bang chimg, va ctra s6 chic chin ning ky hon cira s6 phan
van.

» Max khi nhan 1a “su kién xuat hién it nhat mot 1an”™: mot ctra s6 chic chin la da, cac

ctra s6 con lai khong duge kéo diém xudng.

» B phiéu theo argmax tung ctra s6: don gian, nhung bé mat do chic chan.

Vi du: nam ctra s6 ctia mot clip ¢6 xac suat “co ¢oi” 1an lugt 0.05, 0.10, 0.92, 0.08, 0.06.
Trung binh bang 1.21/5 = 0.242, du6i ngudng 0.5 nén bo sét ti€éng coi; max bang 0.92.

Ngugc lai, véi nhan thé loai nhac, max d€ mot cira s6 la (tiéng vo tay, mot doan im) quyét
dinh ca clip. b6 dai ctra s, hop va cach gop la siéu tham s6: chon bang metric trén

validation & mrc clip, dang don vi dé cham, khong phai accuracy ting cira s6.

P(cd coi)
! 8.92
mean 0.242
05 comccoeeeeeee____ DRSS . dudi 0.5: bd sot
max 0.920
0.05 0.10 0.08 0.06 mot clfa s6 chac la du
o ooes D G o
cla sb 1 cla sb 2 cla s6 3 cla sb 4 cla s6 5

Trung binh xac suit cac clra sé bo sot tiéng coi; 1dy max thi bat dugc.
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HOI NHANH
Ba ctra s6 ctia mét clip cho xac suat 16p A va 16p Bla (0.9,0.1), (0.4,0.6) va
(0.45,0.55). BO phi€u theo argmax va ldy trung binh xac sudt lan lugt chon 16p nao?

A Bo phiéu chon A, trung binh chon A
8 B& phiéu chon A, trung binh chon B
¢ B& phiéu chon B, trung binh chon A

D B& phiéu chon B, trung binh chon B

Embedding HuBERT, wav2vec2 va pooling c6 mask

Mot huéng khac la dung audio encoder da hoc trén hang tram gis ti€éng ndi trd 1én, 1ay
hidden states (B, T',D), roi hudn luyén bo phan loai nho. 7" 1a s6 bu6c sau encoder:
chudi conv dau ctia wav2vec2 va HuBERT gop khoang 320 mau & 16 kHz thanh mét budc,

tlc 49 buée cho mot gidy; D la chiéu embedding (768 v6i ban base).

wav2vec 2.0 hoc biéu dién biang masking va bai toan tuong phan; HuBERT du doan nhan
cum an ctia cac doan bi che. Hai ho checkpoint nay hoc trén tiéng no6i, nén manh nhat

v6i nhiém vu vé giong va 16i; v6i am moi trudng hay nhac, lgi ich phai do trén validation.

Mean pooling 6 day khac mean log-mel tho: nhu CNN 3 x 3 6 trén, moi hidden state da
tron ngir cdnh nhd encoder trude khi bi gdp. DU viy pooling van 1a lua chon can chdm:
mean /std pooling, attention pooling, hodc mot head chudi néu nhan can thi tu. Clip ¢6

do dai khac nhau phai tranh 14y trung binh c& phan padding:

_ Zt a’iathiat

z, = —— 1
' > Qi ,
a;; bang 1§ budc that, bang 0 ¢ padding; mau s6 la s6 budce that, khong phai d6 dai da

pad. Ta kiém co ché trén hai chudi hidden nho dat bang tay, cung dang (B, T',D) v6i

output cua encoder:
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Python

hidden = np.array([

[[1, 21, [3, 41, [e, 0], [0, 011,

[[2, o], [4, 2], [6, 4], [8, 611,
1, dtype=float)
frame_mask = np.array([[1, 1, 0, 01, [1, 1, 1, 11D)
masked_mean = (hidden * frame_mask[..., Nonel).sum(axis=1)
masked_mean /= frame_mask.sum(axis=1, keepdims=True)
print(hidden.mean(axis=1))

print(masked_mean)

Clip dau c6 hai vector that; (1 + 3,2 + 4)/2 = (2, 3). Chia cho 4 thay vi 2 1am n6 thanh
(1,1.5): embedding phu thudc lugng padding, tirc phu thudc clip nao dugc ghép cung
batch. Clip thir hai khong c6 padding nén hai cach bang nhau.

Mask waveform dai N khong nhan truc tiép duge véi hidden state dai 7”: phai d6i do dai
tung clip qua cac 16p convolution cia encoder, mdi 16p kernel &, stride s cho | (L —

k)/s| + 1 budc, roi tao frame mask.

clip 1: hai buéc that, hai budc padding
chia cho 4: (1, 1.5)
chia cho 2: (2, 3)

(1, 2) (3, 4) (8, 0) (8, 0)

a=1 a=1 a=20 a=20

chia cho s6 budc da pad thi embedding phu thudc clip nao dudgc ghép cung batch

z=3atht/ 2 a_t

Chia cho 2 bu6c that ra (2, 3); chia cho ca 4 bu6c da pad ra (1, 1.5).

Script ctia chuong di dting quy trinh nay véi checkpoint va file WAV ¢6 san trén may. No

nhin mot bang gom duong dan, nhan, group va split, roi chay hai buéc:

1. --check kiém file WAV va sample rate, processor, loai model, tép trong so, ID khong

trang va khong group nao nam & ca hai phia, ma chua nap model.

2. --run nap checkpoint bang from_pretrained(..., local_files_only=True), trich
embedding ting clip, mean-pool v6i frame mask tinh tir kernel va stride, roi fit

StandardScaler ndi LogisticRegression trén train.
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K&t qua la accuracy, macro-F1 va confusion matrix trén validation, cung tép luu vector
dé thir head khac ma khong chay lai encoder. Pit cac s6 dy canh baseline log-mel trén
cung split méi bi€t embedding gitp bao nhiéu. Model(config) chi dung kién trtc véi
trong s6 ngau nhién, nén script ding khi checkpoint thi€u trong s6 thay vi &m tham khai

tao moi.

HOI NHANH
Mot clip 0.5 gidy cho embedding khac nhau khi duge ghép batch véi mot clip 0.5
giay khac va khi duge ghép véi mot clip 2 giay. Chay lai cung mét batch thi ra dang

két qua cli. Nguyén nhan c6 kha nang nhat la gi?
A Dropout clia encoder van bat, nén output déi ngau nhién
8 Processor resample clip ngén theo clip dai nhat trong batch
¢ StandardScaler cua head dudc fit lai cho tung batch mdgi

D Pooling chia cho moi budc hidden, gém ca cac budc padding

Augmentation cho am thanh
Augmentation phai gir dap an:

 Phat ngugc (time reversal) khong hgp v6i hai nhan ctia bai: né déi “bat dau” thanh
“két thuc”

» DGi cao do (pitch shift) can kiém xem cao do tuyét ddi c6 phai nhan hay khong.

o SpecAugment (bai 7.1) chi dung trén train; d0 rong time mask phai nhd hon su kién
ngin nhit mang nhan, néu khong mot méu “co su kién” c6 thé bi che mat dung su

kién ma van gilt nhan duong.

L6p hiém can dugce theo doi riéng: recall tiing 16p va macro-F1 cho biét model cé bo
quén 16p ay khong; class weight trong loss hodc 14y mau lai trong train 1a hai cach sira

dau tién.
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HOI NHANH
Dé phan loai ti€ng go cira, ti€éng ho va ti€ng coi, v6i hop 10 ms. Tiéng go ngan nhat
chi dai khoang 5 frame. Mot d6i bat time masking, che ngau nhién téi 40 frame lién
ti€p, va gilt nhan cd. Rui ro chinh la gi?

A Mask che tron tiéng g6, sinh ra mau “gé cua" khéng con tiéng gé

B Khéng c6 rui ro, vi masking chi che chi khéng dich chuyén gi

¢ Masking dao thi tu cac frame, giong hét time reversal

D Model sé chi con hoc tiéng coi, vi coi 1a am dai nhat

tiéng gé 5 frame

0 time mask 40 frame 2's

mask réng hon su kién ngén nhat co thé che tron bang ching ma nhan van la “gé cua”

Time mask dai hon su kién c6 thé che tron ti€ng gd ma nhan van la “go ctra”

<

log-mel géc: 64 dai mel x 1 epoch 1: che 290 ms thdi gian epoch 2: che 350 ms thdi gian

- ]

epoch 3: che 410 ms thdgi gian

khung méi 10 ms (khung cam), 8 dai mel (khung  (khung cam), 14 dai mel (khung (khung cam), 12 dai mel (khung
xanh) xanh) xanh)

Mbi epoch che ngiu nhién vai doan thdi gian va vai dai tan, nhan git nguyén.

Khi di thi

« Chay baseline dic trung gop cong logistic regression truéc dé kiém file, ID, nhan va

metric.

 Chia validation theo don vi ctia test: ngud¢i n6i mdéi, thi€t bi méi hay budi thu méi.
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o Cat ctra s6 thi gdp du doan vé mot dong méi clip réi méi tinh metric.

Tém tit
* Chon mtc clip hay frame, single-label hay multi-label tru6c khi chon head, loss,
metric.

» GOp theo thai gian trudce khi cé gi doc thir tu sé xo6a thir tu. CNN gii vi tri dén head,

hoac gop sau mot 16p nhin qua nhiéu frame, thi gitr dugc.

 Split theo don vi can téng quat hoa, fit moi thong ké trén train; macro-F1 va
confusion matrix cho biét model sai 16p nao.

 Clip dai: cat ctra s6 khi train, gdp xac suat (mean hoac max tuy cau héi) khi du doan,
cham & muc clip.

» Embedding pretrained can checkpoint that, processor dung va pooling c6 mask theo

do dai sau encoder; so vé6i baseline trén cung validation.
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Kiém tra cudi bai

CAU1
Cung mot batch 12 clip, 5 16p, logits (12, 5). O ban A, mbi clip thudc dang mot 16p,
dung CrossEntropyLoss v6i nhan 1a chi s6 16p. O ban B, méi clip c6 nhiéu nhan,

dung BCEWithLogitsLoss. Target ctia A va B c6 shape va ki€u gi?
Ala (12,) kiéu integer, B 1a (12, 5) kiéu float
Ala (12,) kiéu integer, B 14 (12, 5) kiéu integer
Ala (12, 1) kiéu integer, B 4 (12, 5) kiéu float

Ala (12, 5) kiéu integer, B la (12, ) kiéu float

CAuU 2
Clip dai tir 2 dén 10 giay, moi giay c6 100 frame log-mel. CNN ciia bai dung Flatten
roi Linear cho dung 8 frame. X{r 1y do dai thay ddi thé€ nao ma khong vit bo phan
16n clip dai?

C&t moi clip vé 2 gidy dau dé Flatten c6 dd dai c6 dinh

Resample tiing clip dé& moi clip cé cung s6 mau waveform

Dung conv hodc RNN theo thdi gian, réi gdp c6 mask trén cac budc that

Gilr Flatten, vi Linear tu co gian theo sé frame cula tiing clip

PHONG THEO ) CMU 10-601 - Exam 3 Practice - Q1.6
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CAu 3
C6 8 phién thu. Validation 1dy 2 phién bang GroupShuffleSplit véi test_size=0.25,
va hai phién do chira 40 trong 100 clip. Validation chi€m bao nhiéu phan tram s6

group, va bao nhiéu phan tram sd clip?
25% s6 group, 25% sb clip
40% s6 group, 25% s6 clip
40% sb group, 40% sb clip

25% s6 group, 40% sb clip

CAU 4
Validation c6 90 clip 16p A va 10 clip 16p B, 1a ti€ng kinh v3. Dé chadm macro-F1.
Model P doan toan A. Model Q tim dugc 8 clip B, nhung gan nham 12 clip A thanh B.

Macro-F1 ctia P va ctia Q la bao nhiéu?
P dudc 0.474, Q dudc 0.725
P dugc 0.474, Q dudc 0.533
P dudc 0.947, Q dugc 0.725

P dugc 0.900, Q dugc 0.860
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CAus

Feature encoder kiéu wav2vec2-base gom 7 16p conv 1D khong padding, kernel
(10,3,3,3,3,2,2), stride (5,2,2,2,2,2,2). Batch gom mot clip 32 000 mau va mot
clip 8000 mau dugc pad t6i 32 000. Hidden c6 bao nhiéu buéce, va mask ctia clip

ngan c6 bao nhiéu budc bing 1?
100 va 25
99va 24
99 va 25

32 000 va 8000

CAu 6

Mobi ban ghi 20 giay trong phong bénh c6 nhan cho ca ban ghi la “co tiéng ho” hoic
“khong”. Ban ghi duong thudng chi c6 mot hai tiéng ho, moéi ti€ng duéi 1 giay. Mot
doi train bang cach crop ngau nhién 2 giay, gitr nhan ctia ban ghi géc. Van dé chinh

la gi, va stra thé nao?
Crop lam ro validation, nén chia lai theo tung crop thay vi theo clip
2 gidy qua ngan cho CNN, nén tadng sé kénh conv dé bu lai
Khoéng co van dé, vi crop la augmentation luén gitt nhan

Nhiéu crop dudng khéng c6 tiéng ho, nén dung clra sé dai han va goép bang max
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CAu 7

Tap am thanh c6 9800 clip binh thudng va 200 clip kinh v&. Mot d6i nhan ban moi
clip kinh v 49 l1an thanh 9800 clip, réi méi chia ngau nhién 80,/20 thanh train va
validation. Recall ctia 16p kinh v& trén validation la 0.97, nhung trén test chi 0.40. Vi

sao?
Ngudng 0.5 quéa cao cho I8p hiém, ha ngudng thi test sé 1&n ngang validation
Ban sao cua cung mét clip ndm & ca hai phia, nén validation cham tri nhé
Test cd it clip kinh v8 han, nén recall trén test luén thap hon

Nhan ban 1am model thién vé I8p hiém qua muc, nén test phai tut

PHONG THEO ) NOAI 2026 Singapore - Vong sd loai - Cau 275

CAu s
Mot doi dung HubertModel(config) tu config.json cta checkpoint, khong goi
from_pretrained, rdi train linear probe trén embedding da pool. Validation cao hon

baseline log-mel. Két qua nay thuc chat la gi?
La diém clia HUBERT pretrained, vi config 18y dung tif checkpoint
La bang chiing pretraining khéng can thiét cho bai nay
La diém clia mét encoder ngdu nhién co kién tric HUBERT

Khéng hap 1€, vi probe khdng hoc dudc trén encoder ngau nhién
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CAU 9

Mot doi chép nguyén pipeline augmentation anh sang log-mel ctia bai tin hiéu bao,
trong do thap 1én cao 1a “biat dau”. Pipeline gom 14t ngang, 1at doc, xoay 90°, va
chinh d6 sang bang cach cdng cung mdt hang s6 dB vao moi 6. Phép nao gitr duge

nhan?
Lat ngang, vi né chi dao chiéu truc thsi gian
Lat doc, vi thi tu thai gian van nguyén
Xoay 90° vi tdng nang lugng khéng déi

Chinh dé sang, vi né tuong dudng véi déi am lugng

PHONG THEO ) NOAI 2026 Singapore - Vong sd loai - Cau 212

CAuU 10
Trong bai, mean log-mel véi logistic regression dat accuracy 0.500 trén validation,
con CNN c6 Flatten dat 1.000. Dt liéu cta bai cho phép két luan gi?

CNN trén log-mel t6t hon encoder pretrained véi moi bai am thanh
Mean pooling ludn 1am mat théng tin, nén tranh dung trong moi head
J day th( tu mang nhan, va gop trudc khi doc dudc thu tu 13 am méat né

Group split khéng con can thiét khi CNN dat 1.000 trén validation

Poc thém

Baevski va cong su — wav2vec 2.0. Poc y tuéng masking va contrastive learning dé hiéu nguon

embedding.

Hsu va cong su — HUBERT. Poc cach tao nhan cum an va hoc masked prediction.
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« Hugging Face — HuBERT documentation. Tra hidden states va cac yéu cau processor khi nap

checkpoint that.

e scikit-learn — GroupShuffleSplit va F1. Kiém y nghia split theo nhém va macro averaging.

Tai gbi recipe ctia chuong — gom cac module phu va huéng dan chuin bj asset.
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