Encoder-decoder

Trac nghiém & Thuc hanh Y PDF bai

Tom tit mot ban tin, dich mot cau ti€ng Anh sang ti€ng Viét, viét mo ta cho
mot anh: & ca ba viéc, model phéi doc hét mot dau vao roi viét ra mot chudi
khac véi do dai khac. Kién tric encoder-decoder ¢6 hai phan: encoder doc dau
vao, decoder sinh dau ra tirng token mot va nhin lai dau vao qua cross-

attention. Bai nay hoc cach huéan luyén, cach sinh két qua ctia encoder-

decoder, va cac metric chdm ban dich, ban tém tat.

MUC TIEU

Phan biét encoder, decoder, self-attention va cross-attention.
Chuén bi input va label cho teacher forcing; bé PAD khoi loss.
Sinh két qua bang greedy hodc beam search.

Tinh BLEU; chon metric cho dich, tom tit, mo ta anh.

Nguon la diéu kién, dich dugc viét tiing budc

Encoder doc toan bd nguon z thanh bo nhé H®. Decoder sinh chubi dich y, . . ., yr theo
T
p(y | z) = || p(: | yt, ).
t=1

Encoder ctia bai dich dugce nhin ¢a cau ngudn vi cau d6 da cé khi bit dau. Decoder chi
dugc nhin tién t6 dich da cd; d€ nd nhin token dich tuong lai khi train 1a 16 dap an. Trong
transformer encoder-decoder, decoder c6 causal self-attention trén dich va cross-
attention sang cac token nguon. Query ctia cross-attention dén tir decoder; key va value

dén tu encoder.

Nguon c6 thé la token van ban hoidc cac vector patch do mdt image encoder tao ra;

decoder lam viéc nhu nhau véi ca hai.
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Dich may, tom tat, viét caption cho anh déu la bai chuyén chudi (sequence-to-

sequence). Dich tung tt mot khong dugc: “red car” thanh “dé xe” sai trat ty, nén model

phai doc ca cau nguon; dir liéu dé hoc la kho song nglr gom cac cap cau nguon-dich.

Caption kinh dién ghép mot image encoder (CNN) v6i mdt decoder sinh cau.

T5 di xa hon, dua moi nhiém vy vé dang van ban vao, van ban ra, ké ca phan loai cam

xuc: model sinh ra chit “positive” hay “negative”.

encoder cross-attention

query tu dich, key/value tif nguén
van mask PAD nguén

self-attention, mask PAD

A B PAD

nguén: doc ca cau

ply_t | y_<t, x)

decoder

self-attention, causal mask

BOS B A

dich: chi tién t6 da cé

Ba cho dung attention: self-attention ctia encoder, self-attention c6 causal
mask ctia decoder, cross-attention.

Né&u nguon c6 L, token, dich c6 L, token va hidden size d, hidden states clia encoder va

decoder c6 shape (B, Lx, d)va (B, Ly, d).Transformer encoder-decoder dung

attention & ba cho, mdi chdé mot mask riéng:

 Self-attention ctia encoder: query va key déu la nguon; mask cac vi tri PAD ctia

nguon.

 Self-attention ctia decoder: query va key déu la dich; causal mask, thém mask PAD

ctia dich khi batch cé cau ngan.

» Cross-attention: query tir dich, key va value tir ngudn; ma tran diém ctia mét head co6

shape (Ly, Lx),va PAD ctia nguon lai phai bi mask.

Bai 3.9 da tach padding mask khoi causal mask. Biém méi & day 1a mask PAD ciia ngudn

phéi di theo memory sang cross-attention, con cross-attention khong can causal mask:

toan bd nguon da cd tir dau.
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HOI NHANH
Decoder c¢6 7 vi tri dich, nguon c6 10 token. Ma tran trong s cross-attention ctia

mot head, sau softmax, c6 shape gi, va cong bing 1 theo truc nao?
(10, 7), mbi hang 1a mét token nguén va cong bang 1
(7, 18), mbi hang 1a mét vi tri dich va cédng bang 1
(7, 108), mbi cot 1a mot token ngudn va céng bang 1

(7, 7),tam giac dudi vi decoder can causal mask

HOI NHANH
Mot model dich tu cai dich riéng mét cdu nguon 3 token thi ra mdt két qua. Ghép
dung cau dé vao batch véi mot cau nguodn 30 token, cadu ngan duge pad bén phai,

thi ban dich d6i. Nén nghi chd nao trudc tién?
Mask PAD cuia ngudn chua dugc dua vao cross-attention
Causal mask cla decoder bi d3o phan trén va phan dugi
Batch dai hon nén softmax chay véi do chinh xac thap hon

Encoder thiéu causal mask giéng nhu decoder van dung

Teacher forcing: dap an chi dugc dua tu buée truse

Trong train, ta da cé chudi dich dang. Teacher forcing dua token dich ding & buéc truée
vao decoder thay vi token model vira doan. Vi target B A EOS, decoder input la BOS B A;
label1a B A E0S. Khéng dua B A EOS vao input cung vi tri label réi bat model “doan” lai.

Dich mot vi tri két hgp causal mask gitt bai toan ding. Thu vién nhu Hugging Face tu lam
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buéc dich nay khi nhin labels, nén chi dua label két thiic bing EOS; label da c6 sn

token md& dau sé bi dich hai lan.

nguén A (3) B (4)
decoder input BOS (1) B (4) A (3)
label B (4) A (3) E0S (2)

label budc trudc thanh input budc sau

Teacher forcing: token dang ctia buéc truée lam input cho buéce sau.

Teacher forcing gitp train hiéu qua vi moi input dich da biét, nén transformer c6 thé xi

Iy song song cac vi tri. Lac inference, khong cé token dang dé dua vao; model phai an lai

token né vira sinh. Mot 16i dau c6 thé lam tién t6 sau khac train, réi 16i lan ti€p. Su khac

biét phan phdi nay thudng goi 1a exposure bias. Vi thé validation can chdm cé ltc model

tu sinh (free-running), khong chi loss véi teacher forcing.

HOI NHANH
Mot dodi mudn Itc train giong hét lac sinh. O mdi buéce, decoder GRU nhan token
model vira doan bang argmax thay cho token dich ding, con loss van so véi label

dang. O dau qua trinh train, chuyén gi xay ra?
A Hoc nhanh hon teacher forcing, vi lUc train d& giéng hét ltc sinh
B Hoc cham va bat 6n, vi tién té gan nhu toan token sai
¢ Khéng khac teacher forcing, vi loss van so V@i label ding

D Khéng train dudc, vi argmax chan hét gradient t6i tham s6
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Mot bai chuyén chubi nhoé dé nhin tensor

Ta chon nhiém vu dao chudi hai ky hiéu lay tir A, B, C. N6 khong phai dich may hoac tom
tat; thi tu dang xac dinh duge bing phép déo, nén ta kiém doc 1ap dugc model. C6 9 cap
c6 thé c6. Ta dung 7 cdp train, gitt C Bva C C dé thi t6 hgp chua thdy. Vocabulary gom
ba ky hiéu va ba token dac biét PAD, BOS, EOS.

Thi nghiém dung GRU encoder-decoder train tir dau. Encoder 1a RNN nhu & bai 3.8:
hidden state cudi tom tat ca nguodn, ding trang thai ma 3.8 doc tai lengths - 1 d€ phan
loai cau. O day trang thai 4y khong di vao head phan loai ma trg thanh trang thai dau cta

decoder. Model chua c¢6 attention; phép tinh cross-attention dugc lam riéng & muc sau.

Python

import itertools
import torch

from torch import nn

torch.manual_seed(65)

torch.set_num_threads(1)

PAD, BOS, EOS =0, 1, 2

symbol_to_id = {"A": 3, "B": 4, "C": 5}

id_to_symbol = {value: key for key, value in symbol_to_id.items()}
pairs = list(itertools.product("ABC", repeat=2))

train_pairs = pairs[:7]

valid_pairs = pairs[7:]

def make_seq2seq_batch(pairs):

sources = []

decoder_inputs = []

labels = []

for pair in pairs:
source = [symbol_to_id[symbol] for symbol in pair]
target = list(reversed(source))
sources.append(source)
decoder_inputs.append([B0OS] + target)
labels.append(target + [EOS])

return (torch.tensor(sources), torch.tensor(decoder_inputs), torch.tensor(labels))

source_ids, decoder_ids, target_ids = make_seq2seq_batch(train_pairs)

print("ngudn/input dich/label:", tuple(source_ids.shape), tuple(decoder_ids.shape),
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tuple(target_ids.shape))
print("cdp A B:", source_ids[1].tolist(), decoder_ids[1].tolist(), target_ids[1].tolist())

o) cap A B, nguon [3,4], decoder input [1, 4, 3], target [4,3,2]. Vi tri dau du doan B tur
BOS va nguon, vi tri thi hai du doan A t B va nguon. Vi tri thir ba hoc diing bang EOS.
V6i chudi that dai ngdn khac nhau, can thém padding, loss mask, va trang thai encoder
phai 14y tai token thit cudi (hodc qua pack_padded_sequence) nhu bai 3.8; dit liéu c6 dinh
dai hai ky hiéu gitip tach 16i shift khai 16i padding.

Ta viét model thanh cac khoi c6 trach nhiém ré: embedding, encoder, decoder va
projection vé vocabulary. Hidden state GRU c6 shape (layers, B, hidden_size), § day

layers bang 1. batch_first=True lam chudi input c6 batch & truc dau.

Python

class SmallSeq2Seq(nn.Module):
def __init__(self):
super().__init__(Q)
self.embedding = nn.Embedding(6, 12, padding_idx=PAD)
self.encoder = nn.GRU(12, 24, batch_first=True)
self.decoder = nn.GRU(12, 24, batch_first=True)
self.output_layer = nn.lLinear(24, 6)

def forward(self, source, decoder_input):
_, source_state = self.encoder(self.embedding(source))
decoded, _ = self.decoder(self.embedding(decoder_input), source_state)

return self.output_layer(decoded)

model = SmallSeq2Seq()
logits = model(source_ids, decoder_ids)

print("logits:", tuple(logits.shape))

Logits co shape (7, 3, 6):7 mau, 3 buéc dich, 6 token c6 thé chon. Loss flatten hai
chiéu dau thanh mot danh sach vi tri, nhung gitr chiéu 16p 1a 6. Target dung s6 nguyén
ID; khong bién target thanh one-hot d€ goi loss nay.
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HOI NHANH

Logits c6 shape (7, 3, 6). Muon dua vao cross-entropy thi flatten thanh shape gi?

A (126,)

B (7, 18)

c (6, 21)

D (21, 6)
Python

optimizer = torch.optim.Adam(model.parameters(), 1r=0.02)
loss_function = nn.CrossEntropyLoss(ignore_index=PAD)
loss_history = []
model.train()
for step in range(220):
optimizer.zero_grad()
logits = model(source_ids, decoder_ids)
loss = loss_function(logits.reshape(-1, 6), target_ids.reshape(-1))
loss.backward()
optimizer.step()

loss_history.append(loss.item())

valid_source, valid_input, valid_target = make_seq2seq_batch(valid_pairs)
model.eval()
with torch.no_grad():

valid_logits = model(valid_source, valid_input)

valid_loss = loss_function(valid_logits.reshape(-1, 6), valid_target.reshape(-1))
print("train loss dau/cudi:", round(loss_history[0], 4), round(loss_history[-1], 4))

print("validation teacher-forced loss:", round(valid_loss.item(), 4))

Train loss 0.0003 cho biét model khép 7 cip da hoc duéi teacher forcing. Validation loss
1.2613 cao gap hang nghin 1an: hai t6 hgp chua thay 1a chd model con yéu. Loss ndy van

do véi token dich dung & budc trude, nén chua cho biét chudi tu sinh sé ra sao.
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loss (teacher forcing)

10° validation 1.2613

1072

train 0.0003
107
0 50 100 150 220
budc

Train loss xuong gan 0, validation loss van cao.

Free-running: tu an lai token vua sinh

Vong suy ludn du6i day encode ngudn mot lan, bat dau bing BOS, 1dy argmax roi dua
token do6 vao buéc ti€p. N6 dung & EOS hodc toi da 4 buée. PAD va BOS khong dugce
chon lam output bang cach dat logits ctia chiing thanh —oo; trong nhiém vu that, chi

cam token khi dé da xac dinh chting khong hop 1€.

Python

def generate_reverse(pair, max_steps=4):
source = torch.tensor([[symbol_to_id[symbol] for symbol in pair]])
generated = []
with torch.no_grad():
_, state = model.encoder(model.embedding(source))
current = torch.tensor([[B0S]])
for _ in range(max_steps):
decoded, state = model.decoder(model.embedding(current), state)
next_logits = model.output_layer(decoded[:, -11).clone()
next_logits[:, [PAD, B0S]] = -torch.inf
token = int(next_logits.argmax(dim=-1).item())
if token == EOS:
break
generated.append(id_to_symbol[token])
current = torch.tensor([[token]])

return tuple(generated)
for split_name, split_pairs in [("train", train_pairs), ("validation", valid_pairs)]:

correct = 0

for pair in split_pairs:
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prediction = generate_reverse(pair)
gold = tuple(reversed(pair))
correct += prediction == gold
if split_name == "validation":
print("nguén:", pair, "dich that:", gold, "ty sinh:", prediction)

print(split_name, "exact match:", f"{correct}/{len(split_pairs)}")

Train khép 7/7, validation chi khép 1/2: ngudn C C phaéi cho C C, nhung model cho C A.
Train loss 0.0003 chua chimg minh model da hoc quy tic dao.

Exact match doi ca chudi trung gold, nén dang token dau ma sai token sau, hoac du mot
token, déu tinh sai. Pao chubi c6 thuit toan chinh xac lam oracle, nén moi 16i ctia model

déu kiém dugc; do 1a 1y do chon nhiém vu nho nay.

L6i nam & token nao? Code dudi tach validation loss thanh NLL ting vi tri, r6i xem phan

phdi ctia model & bude thir hai ctia C C khi duge cho tién t6 dang BOS C.

Python

with torch.no_grad():

token_nll = nn.functional.cross_entropy(

valid_logits.reshape(-1, 6), valid_target.reshape(-1), reduction="none"

) .reshape(2, 3)

step2_probs = valid_logits[1, 1].softmax(dim=-1) # cdp C C, vi tri 2, input BOS C
print("NLL tUng vi tri:", [[round(x, 3) for x in row] for row in token_nll.tolist()])
print("C C, budc 2 sau BOS C:", {s: round(step2_probs[i].item(), 3) for s, i in
symbol_to_id.items()})

Trung binh sau s6 NLL ding bang 1.2613; riéng vi tri thir hai ctia C C 1a 6.804, gan 90%
téng. O C B, vi tri d6 c6 NLL 0.729, tiic xac sudt token ding chi khoang 0.48: model phan
van, va free-running chon dang vi C nhinh hon A. Véi C C, du dugc cho tién t6 ding,
model van dit 0.994 vao A. Token dau da dang nén tién t6 tu sinh trung tién td teacher
forcing; 161 & day khong do 1éch tién t6 ma do model chua hoc dugc quy tic cho t6 hgp

nay, va sai mot cach tu tin.

L6i do 1éch tién td van co that & bai khac: train ludn dugc cho tién td dung, con lac sinh
model an lai token ctia chinh n6, nén mot 16i nhé dau cau dua model vao nhiing tién to

chua tung gap va 16i chong 16i (exposure bias).
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vitri1 vitri 2 EOS

CB 0.027 0.729 0.003 C C, budc 2 sau BOS C:
A 0.994 C 0.001
ccC 0.002 6.804 0.003 tién t6 dung van chon A

trung binh sau 6 bang 1.2613; riéng 6.804 chiém gan 90% téng

L6i don vao vi tri tha hai cta C C.

HOI NHANH
G miu C C, model sai token thir hai ca khi free-running 1an khi dugc cho tién to

dang BOS C. bay la loai 16i gi?
A Exposure bias, vi tién t6 tu sinh I&ch khai tién té Iuc train
B L6i giai ma, vi beam search rdng hon sé tim ra chuéi C C
¢ L6i do, vi exact match quéa khat khe véi chudi hai token

D L&itdng quat hoa, vi cé tién té dung ma model van chon A

Giai ma: beam search, do dai va token lap

Bai 6.4 da giang beam search: thay vi mot tién t6 nhu greedy, gitr k tién t6 c6 tong log-
prob 16n nhat; tién t6 giap EOS dugc cit riéng. O seq2seq, thuat toan gitt nguyén, chi
thém diéu kién 1a ngudn: encoder chay mot lan, méi tién t6 mang theo trang thai
decoder ctia riéng nd. Code duéi chay beam rong 3 trén model GRU vura train dé xem

beam lam dugc gi va khong lam dugc gi.

Python

def beam_search(pair, beam_size=3, max_steps=4):

source = torch.tensor([[symbol_to_id[symbol] for symbol in pair]])
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finished = []
with torch.no_grad():
_, state = model.encoder(model.embedding(source))
beams = [((), 0.0, state, B0OS)] # (da sinh, téng log-prob, trang thai, token cudi)
for _ in range(max_steps):
candidates = []
for tokens, score, state, last in beams:

decoded, new_state = model.decoder(model.embedding(torch.tensor([[last]])),

state)
log_probs = torch.log_softmax(model.output_layer(decoded[:, -11), dim=-1)[0]
for token in [EOS, *symbol_to_id.values()]:
candidates.append((tokens, score + log_probs[token].item(), new_state,
token))

candidates.sort(key=lambda item: item[1], reverse=True)
beams = []
for tokens, score, state, token in candidates[:beam_size]:
if token == EOS:
finished.append((" ".join(tokens), round(score, 3)))
else:
beams.append((tokens + (id_to_symbol[token],), score, state, token))
if not beams:
break

return sorted(finished, key=lambda item: item[1], reverse=True)

for pair in valid_pairs:

print(" ".join(pair), "->", beam_search(pair)[:3])

V6i C B, chubi ding dau 1a B C, log-prob —0.759 (xac suat khoang 0.47), trung greedy; B
A theo sat 6 —1.153. V6i C C, beam tra vé C A véi —0.009, tirc model tin chudi nay t6i
0.991. Beam search tim chudi t6t nhat theo model; khi model sai mot cach tu tin, mé
rong beam chi tim ra ding 16i d6. Muon sta C C phai stta model hoac dit liéu, khong phai

bo giai ma.
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ngudn C B - beam 3 ngudn C C - beam 3

B C -0.759 CA -0.009
B A -1.153 C -5.279
B B -2.047 AC -6.142

téng log-prob; C C khéng co trong top 3: beam chi tim 16i model tin chc

Beam 3: C Bra diung B C; C Cra C A, dap an dang khong lot vao top 3.

Dong C C con c6 mdt Gng vién dung sém: chudi C, diém —5.279, ding thi hai. N6 ding
trén A C vi token dau A gan nhu khéng dugce chon, chua phai vi ngan; nhung téng log-
prob van mang thién léch do dai ma bai 6.4 da nhic. Méi token thém vao cong mét s6
hang log p < 0, nén chudi cang dai téng cang thap; beam rong dé chon cau ngin hon cau

dung, va BLEU (muc cudi bai) sé phat do ngén ay.

Vi vdy tang do rong beam tir 5 1én 100 thuong lam cau dich ngin di va BLEU giam: beam
rong tim ra dang nhing chudi ngdn ma model chdm cao. Cach thudng dung la chuén

hoa theo do dai:

1 Yl

score(y) = g ) logp(y |yt ).
t=1

V6i o = 0 la tong thd, o = 1 1a log-prob trung binh méi token. Trong Hugging Face,

tham s6 nay la length_penalty (méc dinh 1.0), ap 1én cac chudi da xong ctia beam

search.
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HOI NHANH
Co hai gia thuyét da gap EOS. X EO0S c6 téng log-prob —1.2, gom 2 token. X Y Z
E0S c6 —2.0, gom 4 token. Xé&p theo téng tho va theo trung binh méi token, véi

a = 1, thi chubi nao thing?
A Theo téng thd chubi dai thang, theo trung binh chudi ngan thédng
B Theo tdng thé chudi ngén thang, theo trung binh chudi dai thang
¢ Ca haicach xép déu chon chudi ngén

D Ca hai cach xép déu chon chubi dai

Model tom tat con hay lap mdt cum: khi cum do6 da cé trong tién td, chinh tién to lai lam

cum dy c6 xac sudt cao 1an nira. Hai cach chin:

* no_repeat_ngram_size=n cdm moi n-gram xudt hién lan tha hai trong output, bang
cach dét logit ctia token sé tao n-gram ldp thanh —oo, giong cach code free-running
cam PAD va BOS. bit no_repeat_ngram_size=3 la cAm moi bd ba token xuit hién 1an
thir hai.

e repetition_penalty mém hon: né chi giam logit cia cac token da xuat hién, chia
logit duong va nhan logit am cho hé so; v6i 1.2, logit 2.4 thanh 2.0 con —1.2 thanh
—1.44.

Ca hai d6i phan phdi ctia model dé 1y output gon hon, nén ching, cting beam size va

max_new_tokens, dugc chon bang metric trén validation nhu moi hyperparameter khac.
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HOI NHANH
Ban tom tat tin bong da bi lap cum “ddi tuyén Viét Nam”, nén doi bat
no_repeat_ngram_size=2, v6i mbi am ti€t la mot token. Nhung ban tom tit dang lai

can nhic “Viét Nam” hai 1an. Chuyén gi xay ra?
A Khong sao, vi luat nay chi chan hai token giéng nhau ding lién nhau
8 Khéng sao, vi luat nay chi trif nhe diém cla token da xuat hién
¢ LA&n nhac th( hai bi chan, nén model budc phai viét theo cach khac

D TU dé moi token da xuat hién, ké ca "Viét” déu bj chan

Cross-attention: decoder doc lai nguon

GRU ¢ trén gtii sang decoder dang mot vector 24 sd, du ngudn dai bao nhiéu. Bai 3.8 da

do gradient ctia RNN thudng tir token cudi vé token dau mot chudi 40 chi con 1.9 - 10~

10.
)

GRU va LSTM lam dju hién tugng d6, nhung ntt that mot vector van con khi ngudn dai.

Attention cho decoder doc lai moi vi tri nguon & tung buéce sinh.

bé thay phép toan, cho query dich q = (1, 0), hai key nguodn (1, 0) va (0, 1), value tuong
ting (2, 0) va (0,2). Piém sau chia /d; = /2 1a (0.707, 0); softmax xap xi (0.670, 0.330).

Vector doc dugc la (1.340,0.660), mot t6 hgp cb trong s6 ctia hai values.

diém (0.707, 0)
Ky softmax (0.67, 0.33)
0.67:-(2, 0) + 0.33-(0, 2)

context (1.34, 0.66)

vector doc dudc 1a té hop cé trong sé cua cac value

Trong s6 0.67 va 0.33 tron hai value thanh context (1.34, 0.66).
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Deep learning models learn patterns from data.

Deep learning models learn
\oken dang sinh: “lcarn

token 2/8: “learning”, trong s6 token 4/8: "learn”, trong s6 16n token 6/8: “from”, trong sé Ién transcript: “Deep learning
I6n nhat 8 0.52 s nhat 3118 s nhat 3198 s models learn patterns from
data.”

Whisper chép 16i: méi token sinh ra, cross-attention don vao doan am ciia tir
ay.

Python

import numpy as np

query = np.array([[1.0, 0.0]])

keys = np.array([[1.0, 0.0], [0.0, 1.0]11)
np.array([[2.0, 0.0], [0.0, 2.06]]1)
scores = query @ keys.T / np.sqrt(keys.shape[1])

values

weights = np.exp(scores - scores.max(axis=-1, keepdims=True))
weights /= weights.sum(axis=-1, keepdims=True)

context = weights @ values

print("attention:", weights.round(3))

print("context:", context.round(3))

Query gan key thtr nhat hon nén value thr nhat nhén trong sé 0.67. Mot token dich khac
c6 query khac, nén doc cung memory ngudn v6i mot hang trong s6 khac. Trong s6
attention cho biét decoder doc tir dau, nhung chua da giai thich vi sao model chon mét

token: sau attention con residual, FFN va projection.
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HOI NHANH
Mot query dich c6 diém, da chia cho v/dk, v6i ba key nguén 1 (0, In 3, In 3). Ba
value 1a (4, 0), (0,6) va (9,9), trong do6 key tha ba 1a PAD. Context khi c6 mask PAD

va khi quén mask lan luot 1a bao nhiéu?
A (1, 4.5) va khoang (4.43, 6.43)
B (1, 4.5) & ca hai trudng hgp
¢ Khoang (4.43, 6.43) va (1, 4.5)

D (4, 6) va (13, 15)

(4, 0) @, 6) PAD (9, 9)
c6 mask 0.25 0.75 0.00 (1, 4.5)
quén mask 0.14 0.43 0.43 8 (4.43, 6.43)

value ctia PAD kéo context di xa khi mask bi quén

Quén mask PAD thi context bi kéo léch.

Dich, tom tat va caption can cach doc két qua khac nhau

Dich ¢6 nhiéu cau dich cting dung, nén exact match qua khit khe. BLEU so n-gram ciia

ban dich v6i ban tham chiéu:

1. Tinh precision n-gram c6 clipping: mot n-gram chi dugc tinh khop t6i da bang sé lan

no6 co6 trong tham chi€u.
2. Lay trung binh nhan theo n.

3. Nhan brevity penalty BP = min(1, et/ ¢), v6i ¢ 1a do dai ban dich va r 1a d6 dai tham
chiéu, dé phat ban dich qua ngan.
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BLEU chuan dung t6i 4-gram va cdng s6 dém trén ca corpus; code dudi tinh téi bigram

trén mot cau dé doc dugc tung thanh phan.

Python

from collections import Counter

import math

def ngram_counts(tokens, n):

return Counter(tuple(tokens[i:i + n]) for i in range(len(tokens) - n + 1))

def bleu2(candidate, reference):
precisions = []
for n in (1, 2):
counts, ref_counts = ngram_counts(candidate, n), ngram_counts(reference, n)
clipped = sum(min(count, ref_counts[gram]) for gram, count in counts.items())
precisions.append(clipped / sum(counts.values()))
brevity = min(1.0, math.exp(1 - len(reference) / len(candidate)))

return precisions, brevity, brevity * math.sqrt(precisions[0] * precisions[1])

reference = "cau lac by hop vao thu sau".split()
for candidate in ["hop hop hop hop", "cdu lac bd hop th¢ sau", "cau lac bd hop vao tho
bay"]:

(p1, p2), bp, score = bleu2(candidate.split(), reference)

print(f"{candidate:27} pl={pl:.3f} p2={p2:.3f} BP={bp:.3f} BLEU-2={score:.3f}")

Cau 1ap hop bon lan chi duge tinh khép mét 1an (p; = 0.25) va khong c6 bigram nao khép,
nén diém bang 0: clipping chidn meo l&p tir. Cau tha hai dang ndi dung nhung thiéu “vao’,
ngan hon tham chiéu nén BP bang 0.846, diém 0.757. Cau thit ba ddi thi sau thanh thit

bay, sai ding thong tin quan trong nhat, van dugc 0.845, cao hon cau dang. Dém n-gram

triang khong kiém dugce su that.

BLEU con phu thudc tokenizer (6 day tach theo am tiét) va cach téng hgp trén corpus;
khi thi, dung dung metric va cach tinh dé cho, khong thay bing mot metric thuén lgi hon

roi so véi diém chinh thic.
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tham chiéu: cau lac bd hop vao thi sau

p1 p2 BP BLEU-2

hop hop hop hop 0.250 0.000 0.472 0.000

cau lac bé hop thisau 1.000 0.800 0.846 0.757
cau lac b6 hop vao thi bay 0.857 0.833 1.000 0.845

cau sai thu bay dugc diém cao hon cau dung: overlap n-gram khéng kiém su that

Cau lap tu bi clipping vé 0; cau diing ma ngin bi phat; cau sai van c6 thé dugc
diém cao.

Tom tat thudng chdm biang ROUGE. ROUGE-N trong dinh nghia géc la recall n-gram:
bao nhiéu n-gram ctia tham chi€u xudt hién trong ban tom tat; ROUGE-L dua trén
subsequence chung dai nhat. Recall khong phat ban tom tat dai dong, nén dé thuong
giéi han do dai hodc bao F1. Tham chi€u “méo ngii trén ghé” va tom tat “meo ngl” cd
ROUGE-1recall 2/4 = 0.5, precision 2/2 = 1.

Khac biét cot 16i: ROUGE thién vé recall, BLEU thién vé precision kém phat do ngan.
Tom tat bang cach chon nguyén van vai cau quan trong tlr bai goc 1a tom tat trich xuat

(extractive); viét lai bang cau méi la tom tat tom lugc (abstractive).

HOI NHANH
Dé tom tat chdm ROUGE-1 recall, khong giéi han dé dai. Mot doi ndp nguyén van

ban ngudn lam “tém tat”, va ding dau bang x€p hang tam. Diéu nay cho thdy gi?
A Ban ngudn la tédm tét tét nhat, vi nd chita d moi théng tin
B ROUGE da héng, vi nd khdng chay dung vai van ban dai
¢ Recall khéng phat d6 dai, nén metric can gidi han dé dai hodc dung F1

D Doi d6 da doc trdm ban tham chiéu cua tap test
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Tom tat con can kiém ngudi, ngay, s6 lugng va quan hé trong ngudn. Cau ngan nghe hgp
Iy nhung déi “chua t6 chtic” thanh “da té chitc” 1a 16i 16n du trung nhiéu token. Caption
phai ding doéi tugng va hanh dong trong anh; model c6 thé sinh chi ti€t phd bién nhung

khong c6 trong anh.

Mot tip nho co thé chdm bing bang 16i: thi€u théng tin, thira chi tiét, ddo quan hé, sai
pht dinh va 13p cau. Khi mét tai liéu ¢6 nhiéu ban tham chi€u hoac bi cit thanh nhiéu
doan, chia train va validation theo tai liéu d€ nguon khong ro sang validation. Vi van
ban sang tac nhu tho, c6 rat nhiéu dap an tot va khong coé tham chiéu duy nhit, nén

metric tu dong chi 1a goi y; van can ngudi doc.

Script text-to-text chay mot encoder—-decoder pretrained, FLAN-T5 small, c6 san trén
may cho mot yéu cau nhu tom tit. Theo huéng dan ctia chuong, script kiém tén model,

revision va SHA-256 tung tép truéc khi nap, va khong tai gi tir Internet.

Prompt dugc tokenize v6i gigi han 256 token; dai hon thi script ding, vi n6 khong tu
chia doan. model.generate gidi ma greedy (do_sample=False) v4i --max-new-tokens (mac
dinh 48), r6i in JSON gom output, théi gian sinh, s6 token output va, trén CUDA, dinh bd
nhé. Mudn thir beam search, length_penalty hay no_repeat_ngram_size, thém ching
vao 16i goi generate va so trén cung tap validation. Caption can thém image encoder va

bo xit Iy anh; duong dan anh khong di qua tokenizer ch.

Khi di thi
» Doc metric truée khi chon cach giai ma: BLEU phat cau ngan, exact match khong cho
diém tliing phan.

« Chon checkpoint bang output tu sinh trén validation, khéng bing teacher-forced

loss.

» Doc vai chuc output bing mat dé bat cum ldp, mat pha dinh, sai sd.
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Tom tat
Encoder-decoder hoc p(y | z): nguon doc tron, dich sinh ti trai sang phai.

Teacher forcing dua token dich ding & buéc truéc; label dich mot vi tri, va thu vién
tu dich khi nhan labels.

Cross-attention dit query dich 1én memory ngudn va can mask PAD ctia ngudn; khac

causal self-attention ctia decoder.

Loss teacher-forced can di cung generation; tach loss theo vi tri dé biét 16i do t6ng

quat hoa hay do tién t6 1éch.

Beam search tim chudi tot theo model, khong stra dugc model sai; tong log-prob

thién vé cau ngan.

BLEU va ROUGE do overlap n-gram, khong kiém su that.

Kiém tra cuoi bai

CAU1

Mot model tom tit encoder-decoder doc nguon 4000 token va sinh tom tat 100
token, moi attention déu day da. Néu nguon tang 1én 8000 token ma toém tét van
100 token, thi ma tran diém ctia encoder self-attention va ctia cross-attention 16n

1én bao nhiéu lan?
Ca hailén 1én 2 Ian
Ca hailén 1én 4 1an
Encoder self-attention 4 1an, cross-attention 2 1an

Encoder self-attention 2 Ian, cross-attention 4 1an

PHONG THEO ) NOAI 2026 Singapore - Vong sd loai - Cau 230
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CAu 2
Bai stra chinh ta: mot doi ding decoder-only thay cho encoder-decoder. Méi mau
la chudi nguéon [SEP] dich, train theo next-token va tinh loss & moi vi tri. Mudn

objective gidng encoder-decoder, tic chi hoc p(y | z), thi can déi gi?
B& [SEP], vi decoder-only khéng can ranh gidi gitta hai phan
Thém cross-attention dé phan dich doc dudgc phan nguén
pat dich trudc nguén dé model doc dap an trudc khi sira

Pat label clia phan nguén 1a -160, chi tinh loss & phan dich

CAU 3
Mot model sinh caption gom image encoder bién anh thanh 196 vector patch, va
mot text decoder sinh caption. Mot ban dé xuit bd cross-attention cho nhe,

decoder chi gii causal self-attention trén cac token chir. Hiu qua chinh la gi?
Khéng dbi nhiéu, vi self-attention trén chif van thay dudc cac patch anh
Van bam anh, vi théng tin anh da nadm s&n trong embedding chif
Decoder mat dudng doc anh, chi con la mét language model trén chi

Model khéng train dugc, vi causal mask phai di kém cross-attention

PHONG THEO ) NOAI 2026 Singapore - Vong sd loai - Cau 265
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CAu 4
Train model tom tit 12 epoch. Validation loss tinh béng teacher forcing giam déu
t6i epoch 12. Con ROUGE-L ctia output sinh bang beam search trén cung validation

thi cao nhat & epoch 8 réi giam. Bé cham ROUGE-L. Nén ndp checkpoint nao?
Epoch 12, vi validation loss la thudc do 6n dinh nhat
Epoch 8, vi dé& cham trén chudi do model tu sinh ra
Epoch 12, nhung chuyén sang greedy dé ROUGE-L tang lai

Trung binh trong s6 epoch 8 va 12 dé lay ca hai uu diém

CAU5
Ban tham chiéu dai 10 token. Brevity penalty ctia BLEU béng bao nhiéu khi ban dich
dai 8 token, va khi ban dich dai 12 token?

0.8val.z2
1 va khoang 0.779
Khoang 0.779 va khoang 1.18

Khoang 0.779 va 1
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CAu 6
Mot model dich c6 loss teacher forcing thap nhung exact match khi tu sinh lai
thap. Thi nghiém nao kiém dugc gia thuyét “16i bat ngudn tur viéc tién td tu sinh

1éch khoi tién t6 dung”™?
Cham lai loss trén validation, van vdi tién t6 ding nhu ci
Tang beam size rbi xem exact match c6 tdng khéng
So du doan ting vi tri khi dugc cho tién t6 dung va khi tu sinh

P6i exact match sang BLEU réi xem diém c6 tdng khéng

CAu 7
Dataset tom tit c6 2000 bai bao, méi bai c6 3 ban tom tat tham chi€u do ba ngudi
viét. Mot doi tach thanh 6000 cap (bai, tom tat) roi chia ngdu nhién 80,/20. ROUGE

trén validation cao bat thudng so v6i leaderboard. Nguyén nhan kha di nhat la gi?
6000 cap la qua it nén ROUGE validation dao déng manh
M6t bai bao c6 cdp nam 6 ca train |1an validation
Ba ngusi viét khac nhau lam tham chiéu nhiéu, ddy ROUGE |én

Ti & 80/20 khéng hap, di liéu tém tat can chia 50/50
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CAu s
Mot model dich dung nhu GRU trong bai: encoder don ca cau nguon vao mot
vector 24 sd roi giao cho decoder. Vi cau ngudn trén 40 token, ban dich hay bd sot

y & dau cau. Thém cross-attention vao decoder gitp dang & chd nao?
Mbi budc sinh doc lai moi vi tri ngudn, theo trong sé riéng
Nén ca cau ngudn thanh mét vector cé dinh giau théng tin hon
Cho decoder nhin truéc cac token dich chua sinh cua ban dich

Cho decoder sinh moi token dich song song, khéng chd tién t6

PHONG THEO ) NOAI 2025 Singapore - Phan 1- Cau 16

CAU 9
Fine-tune T5 cho bai dich. Label dugc tao bang tokenizer véi
add_special_tokens=False, nén khong c6 EOS & cu6i. Train loss giam binh thuong.

Khi sinh v6i max_new_tokens=64, hién tugng nao dé xay ra nhat?
Output difng ngay sau vai token vi thiéu tin hiéu két thuc
Output nhu cl, vi EOS chi la token dinh dang khi in ra
Code bao 16i shape khi tinh loss, vi label ngédn hon mét token

Output thudng chay téi 64 token, phan cudi lap lai hoac lac dé
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CAU 10
Decoder transformer, chudi dich dai 50 token ké ca EOS. Khi train véi teacher

forcing, va khi sinh greedy, m6i mau can bao nhiéu lugt chay decoder?
A Train can 1ludt cho ca 50 vi tri, con sinh can 50 Iugt néi tiép
8 Train can 50 Iuct ndi tiép, con sinh can 11ugt cho ca 50 vi tri
¢ Ca hai can 1ludt, nha causal mask cho chay song song

D Ca hai can 50 lugt néi tiép, mébi lugt mot token

Poc thém
« Dive into Deep Learning — Sequence-to-sequence learning va Transformer. Poc teacher
forcing roi néi sang cross-attention.

« Vaswani va cong su — Attention Is All You Need. Nguon kién tric transformer encoder—

decoder.
 Jurafsky, Martin — Machine Translation. Poc cach danh gia ban dich va giéi han cta overlap.
e Papineni va cong su — BLEU; Lin — ROUGE. Xem dinh nghia metric thay vi chi goi tén.

« Post — A Call for Clarity in Reporting BLEU Scores. Vi sao cung mot ban dich cho BLEU khac

nhau theo tokenizer, va cach bao diém tai lap dugc.

» Hugging Face — Generation strategies. Doc num_beanms, length_penalty,

no_repeat_ngram_size trugc khi goi generate.

e Model card — FLAN-T5 small. Kiém muc dich, tokenizer va license trudce khi chuan bi asset

text-to-text.

Tai goi recipe ctia chuong — gom cac module phu va huéng dan chuan bi asset.
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