Language model

Trac nghiém ¢J Thuc hanh G Chay trén Kaggle Y PDF bai

Language model du doan token ti€p theo tir cac token ding trudc, nhu ban
phim dién thoai goi y tur ti€p theo khi g “em hoc” Lap lai viéc d6 nhiéu lan la
sinh dugc ca doan van. Bai nay bat dau voi bigram dé tinh xac suat bang tay, roi
chuyén sang Transformer, hoc cac cach chon token khi sinh van ban
(decoding) va chi s6 perplexity. Cu6i bai la vi sao mot cau trdi chdy chua chic

la cau dang.

MUC TIEU

Tinh xac suit ctia mdt cau bang tich cac xac suat cé diéu kién.
Tinh cross-entropy va perplexity.
So cac cach sinh: greedy, sampling, temperature, top-k, top-p, beam search.

Biét gi6i han ciia language model khi phat hién van ban do may viét.

Moi buéc chon tir mot phan phoi

V6i chudi token ¢y, . .., tr, quy tic nhan xac sudt cho
L
p(ty,..tr) = [ pti |ty - tica).
i=1

Ta thém BOS (bat dau) va EOS (két thuc) dé model biét khi nao bat dau hodc dimng. BOS
thuong la diéu kién dau vao, EOS la mot token can du doan. Néu khéng cd EOS hoac gidi

han s& token, vong sinh c6 thé khong ding.

Token & day theo tokenizer da chon, cé thé la am ti€t, subword hodc byte; “next word”
chi 1a cach néi gan gii, tén nhiém vu chinh xac la next-token prediction. Poan token
ti€p theo, ndi vao, roi doan tiép la cach moi model kiéu GPT sinh van ban; ggi y ti ti€p

theo trén ban phim dién thoai la phién ban nhé ctia cung y.

Al Canuc80k - Bai 6.4 - Language model 1/24


https://www.kaggle.com/code/quangluduy/ai-canuc80k-6-4-language-model
http://127.0.0.1:56872/giao_trinh/pdf/bai-6.4.pdf

Bigram chi nhin mot token truéc: p(¢; | t;—1); trigram nhin hai token truéc. N-gram dung

clra s6 ¢ dinh nén dé dém va kiém, nhung khong theo doi duge ngir canh dai.

Bang ctia n6 con phinh rat nhanh: véi vocabulary V, n-gram c6 |V |[*~! ngit canh, méi

ngl canh mdt phan phoi trén |V | token. Vi | V| = 10000, trigram da c6 108 ngl canh,
méi ngit canh can 10* xac suat; mot corpus vai triéu token chi gap duge mot phan nho

trong s6 do, nén phan 16n 6 ctia bang khéng bao gis duge dém.

Causal transformer dung self-attention trén tién td: tai vi tri ¢, n6 khong dugc doc token
tuong lai dung lam nhan. BERT & bai 6.3 nhin hai chiéu cho MLM; n6 khong phai causal

language model chi can goi vong sinh la thanh GPT.

input <bos> em hoc toan ids[:, :-1]

label em hoc toan <eos> ids[:, 1:]
vi tri i chi doc tién t6 dén i, du doan token i + 1

Input bd token cudi, label bo token dau: vi tri i du doan token i + 1.

HOI NHANH
Mot model khong dung EOS, nén xac suit ctia mot cau la tich xac suat ctia cac

token chit. So cau hoan chinh “em hoc” v6i cau “em hoc toan”, diéu gi luén dang?
A "em hoc toan” cao han, vi cé thém mét tu hgp nglr canh
B “em hoc" khéng thap han, vi né la tién té cla cau kia
¢ Hai cau bang nhau, vi c6 chung tién té “em hoc"

D Khéng so dugc khi chua biét p(toén | em hoc)
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Hoc mot bigram trén corpus tu soan

Ta dung nam céu train. T vung dich gom bay token chit, EOS va UNK; BOS khong nam
trong danh sach token dugc sinh. Vocabulary chi dugc rat tu train. Véi token la &

evaluation, ta chuyén sang UNK, khong am tham thém cot mdi.

Python

from collections import Counter, defaultdict

import numpy as np

train_sentences = ["em hoc todn", "em hoc tin", "em doc sach", "ban hoc toan", "ban doc
sach"]
BOS, EQ0S, UNK = "<bos>", "<eos>", "<unk>"
target_vocab = sorted({token for text in train_sentences for token in text.split()} | {EOS,
UNK})
bigram_counts = defaultdict(Counter)
for text in train_sentences:
tokens = [BOS] + text.split() + [EOS]
for previous, following in zip(tokens, tokens[1:]):

bigram_counts[previous][following] += 1

print("vocabulary size:", len(target_vocab))

print("sau 'em':", dict(bigram_counts["em"]))

KET QUA

vocabulary size: 9

sau 'em': {'hoc': 2, 'doc': 1}

Sau “em”, “hoc” xuat hién hai 1an va “doc” mét lan. U6c lugng khong lam tron cho p(hoc |
em) = 2/3. Tuong ty, “con” xudt hién 200 lan va “con méo” 30 lan cho p(meo | con) =
0.15. Nhung mot cap chua thay c6 xac suat 0, va chi mot thira s6 0 cling khién ca tich
chudi bang 0. Ta dung add-a smoothing, 6 day o = 1:
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<eos> ban em hoc sach tin toan doc

w .
- Son 1
ban 1 1
L
=
toan -

6 tréng: chua gép, xac suat 0 néu khéng lam tron

Bang dém bigram gan nhu toan O.

c(u,v) + a
wev (W) +alV|’

p(’vlu)zZ

Mai token trong vocabulary dugc cdng cing mot s6 dém gia «, roi chia cho téng méi

nén phan phdi van cong thanh 1.

p(- | em)
2/3 5 0.25

<eos> <unk> sach

0.5 @ khéng lam tron
@ add-1
0.25
.1 0 0 1 I 2 0 B l
ban em hoc tin

todn doc

Khéng lam tron, nhiéu token co6 xac suat 0; add-1 chia cho moi token méot
phan.
Python
alpha = 1.0

def next_distribution(previous):
counts = bigram_counts.get(previous, Counter())
denominator = sum(counts.values()) + alpha * len(target_vocab)

return np.array([(counts[token] + alpha) / denominator for token in target_vocab])
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em_distribution = next_distribution("em")

print("pChoclem):", round(em_distribution[target_vocab.index("hoc")], 3))
print("tdng xac suat:", round(em_distribution.sum(), 6))
KET QUA

pChoclem): 0.25

téng xac suat: 1.0

Déi chiéu bing tay: tirsdla 2 + 1 = 3, mau s6 3 + 9 = 12, nén xac suat giam tir 2/3
xudng 0.25. Add-a cho méi ngit cdnh cung mot tong s6 dém gia a|V|. Nglt canh cang it
gap va vocabulary cang 16n thi phan gia nay cang 1an at s6 dém that, va phan 16n xac suat

bi chia cho nhiing token chua tung di sau ngir canh do.

Vi vay v6i corpus that, néu dung add-a thi thuong chon a < 1 (chang han 0.5, 0.05 hay
0.01); du viy add-« van kém cho language model, nén thuc t€ ngudi ta dung
interpolation v6i n-gram ngan hon hoic Kneser-Ney (xem Doc thém). « la
hyperparameter phai chon trén validation, khong nhin test r6i chon sd lam test dep

nhat.

HOI NHANH
B& smoothing, tiic a = 0. Mot cau validation c6 20 cap token. 19 cip da gap trong
train v6i xac suit cao, con mot cip chua gap. NLL trung binh ctia ciu bing bao

nhiéu?
A Gan NLL cua 19 c&p kia, vi mét cap chi chiém 1/20
B Bang NLL cla 19 cap kia, vi cip chua gap bi bé qua
t Vo6 cung, vi —log 0 khéng hliu han

D Lén nhung hitu han, vi xac suat ay chi rat nho
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HOI NHANH
Gitr ding s6 dé€m sau “em”, gdbm “hoc” 2 1an va “doc” 11an, nhung vocabulary dich co6
10 000 token. Vi add-1, p(hoc | em) xap xi bao nhiéu?

A 0.0003
B 0.25, nhu véi vocabulary 9 token
¢ 0.6, vi chi token da gap mdi dugc céng 1

D 0.667, viadd-1gilt nguyén tilé 2:1

Label dich mét vi tri, loss va perplexity

Trong huan luyén next-token prediction, input va label léch mét vi tri. V6i chubi [BOS,
em, hoc, toan, EOS],inputla [BOS, em, hoc, toanl,labella [em, hoc, toan, EOS].
Token PAD trong label dugc bd khoi loss. Khi dung causal mask, cac vi tri input dugc x@
Iy dong thai trong train ma van khong doc tuong lai. Khi suy ludn, ta chua biét label that

nén phai dung token vtra sinh lam input cho buéc ké tiép.

Average negative log-likelihood trén N token dich hgp 1€ 1a

N
H=——"Y logp(t; | tientd), ~ PPL =e™.
=1

1
N
Ta dung log tu nhién nén perplexity la exp(loss). Néu dung log co sd 2 thi la 2%,
Perplexity c6 thé hiéu nhu sd lya chon ma model dang phan van: model cho xac suat
dung bang 1/4 6 moi buéc cd PPL bang 4. N6 khong phai sd token sai hay s6 tu trong

cau.

Cross-entropy 3 bit mdi token cho PPL 23 = 8; model chia déu xac suit cho 50 000
token c6 PPL dang 50 000. Ngay cad model hoan héo ciing khong xuéng du6i entropy cia
chinh phan phoi dit liéu, nén PPL c6 mdt san 16n hon 1.
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Python

def sentence_nll(text):
words = [word if word in target_vocab else UNK for word in text.split()]
tokens = [BOS] + words + [EOS]
log_probabilities = []
for previous, following in zip(tokens, tokens[1:]):
probability = next_distribution(previous)[target_vocab.index(following)]
log_probabilities.append(np.log(probability))

return -np.mean(log_probabilities), len(log_probabilities)

for text in ["em hoc todn", "em sach hoc", "robot hgc toan"]:

nll, count = sentence_nll(text)

print(text, "N=", count, "NLL=", round(nll, 3), "PPL=", round(np.exp(nll), 3))
print ("PPL xac sudt 1/4:", round(np.exp(-np.log(0.25)), 3))

KET QUA

em hoc todn N= 4 NLL= 1.331 PPL= 3.785
em sach hoc N= 4 NLL= 2.155 PPL= 8.629
robot hoc toan N= 4 NLL= 1.88 PPL= 6.557
PPL xac sudt 1/4: 4.0

S6 dém N c6 ca EOS. So “em hoc toan” véi “em sach hoc” model dém thich trat tu né da

thay hon. Query co6 “robot” bi chuyén UNK, nén két qua cting phu thudc quy tic xir 1y tu

la. Cac cau trén la probe do ta dat; cadu dau con c6 trong train. Muon bao chat lugng

language model, can mdt corpus danh gia doc 1ap, tach theo tai liéu hodc thai gian.

em hoc toan
PPL 3.785

em sach hoc
PPL 8.629

robot hoc toan
PPL 6.557

0 3 6 9
méi doan 1& -log p cia mot token dich (ca EQS); ca thanh 1a téng NLL

Dao trat tu hay gap tir la déu lam perplexity tang.

Causal neural language model tinh cung dai lugng theo cach khac: né nhan ca chudi

input mot lan, trd mot hang logits cho méi vi tri, roi so hang thir i v6i label thir i bang
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cross-entropy. Bigram ciing viét dugc nhu vay, vi hang 6 vi tri ¢ chi phu thudc token i. Ta
dung log-xac suat lam logits: cac xac suat da cong thanh 1 nén softmax tra lai dang phan

phoi ci.

Python

import torch

import torch.nn.functional as F

def bigram_logits(tokens):
# Hang i chi doc tokens[i]: mdt causal language model c6 ngl¥ canh dai 1.
rows = [np.log(next_distribution(token)) for token in tokens]

return torch.tensor(np.array(rows), dtype=torch.float32)

sequence = [BOS, "em", "hoc", "toan", EOS]

inputs, labels = sequence[:-1], sequence[1:]

logits = bigram_logits(inputs)

label_ids = torch.tensor([target_vocab.index(token) for token in labels])
print("input:", inputs)

print("label:", labels)

print("logits shape:", tuple(logits.shape))

print("cross-entropy:", round(F.cross_entropy(logits, label_ids).item(), 3))

# Thém hai vi tri dém; label -100 bi cross_entropy bd qua theo mdc dinh.

padded_logits = bigram_logits(inputs + [EOS, EOS])

padded_labels = torch.cat([label_ids, torch.tensor([-100, -100]1)1)

print("thém 2 vi tri dém:", round(F.cross_entropy(padded_logits, padded_labels).item(), 3))

KET QUA

input: ['<bos>', 'em', 'hoc', 'toan']
label: ['em', 'hoc', 'toan', '<eos>']
logits shape: (4, 9)

cross-entropy: 1.331

thém 2 vi tri dém: 1.331

Cross-entropy 1.331 khép NLL cta “em hoc toan” & trén: loss hudn luyén cta language
model chinh la NLL trung binh trén cac token dich. Hai vi tri dém mang label -100 nén

loss gilt nguyén, du hang logits & d6 chta gi.

V6i batch that, input ¢6 shape (B, L), logits cé shape (B, L, |V|),valabella chinh

chudi token dich trai mot vi tri, nén moi chudi L token cho L — 1 cap (vi tri, token ké).
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Quén dich label, ticc dung chinh input_ids lam nhan & cung vi tri, thi model chi hoc

chép lai token dang doc: loss xuong rat thap ma khong hoc dugc gi vé token ti€p theo.

HOI NHANH
Batch ids c6 shape (8, 128). Model tra vé logits shape (8, 128, V), trong do6

logits & vi tri ¢ du doan token i + 1. Pua cdp nao vao cross-entropy méi dung?
logits[:, :-1]1 v@iids[:, 1:]
logits[:, 1:]1v@6iids[:, :-1]
logits[:, :-1] v@iids[:, :-1]

logits V@i ids, khéng cét gi

Khong so PPL ctia hai tokenizer khac nhau nhu cung mot thuéc do (bai 4.5): chudi bi chia
khac lam N va phan phai dich d6i. Phai noi ro tokenizer, vocabulary, cach tinh

BOS/EOS, truncation va don vi trung binh.

Loss phai cong theo téng s6 token hgp 1€; trung binh loss ciia cac batch dai ngan bang

trong s6 ngang nhau c6 thé lam 1éch phép do.

HOI NHANH

Hai cau dung d€ danh gia c6 2 va 8 token hgp 1é. Muon NLL trung binh theo token
thi gop thé nao?

Lay trung binh hai loss cau, mbi cau trong s6 1/2
B6 cau ngan, vi 2 token qué it dé do
Cong NLL cua ca 10 token réi chia cho 2 cau

Ccong NLL cua ca 10 token réi chia cho 10
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Tu logits dén token dugc chon

Causal neural language model tra logits z, cho moi token trong vocabulary. Véi

temperature T' > 0, xac suat dung khi sampling 1a

ezv/T
pr(v) = —Z T

T nho 1am phan phai nhon, T 16n lam phang. Greedy ludn 1dy token c6 logits 16n nhat;
chia moi logits cho cung mot 7' > 0 khong d6i thit ty, nén temperature khong anh
huéng t6i greedy. Khong tinh cong thirc véi T = 0; “temperature 0” trong mot s6 API la
quy u6c chuyén sang greedy, khong phai phép chia toan hoc hgp 1é.

T=0.5 T=1 T=2
1
.867
.665
05 .506
.307
.245 186
.117 .090
0 a o [ ] -
z=2 z=1 z=0 z=2 z=1 z=0 z=2 z=1 z=0

thu tu khéng déi; T nhé lam nhon, T 16n 1am phéng

Temperature nho 1dm phan phdi nhon, 16n 1am phang; thir tu gitt nguyén.

Python

def softmax_temperature(logits, temperature):
if temperature <= 0:
raise ValueError("Temperature phai dudng trong cdng thiéc sampling")
scaled = logits / temperature
weights = np.exp(scaled - scaled.max())

return weights / weights.sum()

example_logits = np.array([2.0, 1.0, 0.0])

for temperature in [0.5, 1.0, 2.0]:
probability = softmax_temperature(example_logits, temperature)
print("T=", temperature, "p=", probability.round(3))
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KET QUA

T= 0.5 p= [0.867 0.117 0.016]
T= 1.0 p= [0.665 0.245 0.09 ]
T= 2.0 p= [0.506 0.307 0.186]

Token dau van c6 xac suat 16n nhat & ca ba hang; chi dd chénh thay déi. Khi 7' — 0,
phan phoi don vé argmax nén sampling tién t6i greedy; khi ' — oo, n6 tién téi phan
phoi déu trén ca vocabulary. Sampling 14y ngau nhién theo phan phdi, khong nhat thiét
chon token dau. C6 dinh seed giup tai tao cung thi nghiém trong ciing moi trudng,

nhung khong bién sampling thanh kiém chang kién thirc.
Hai cach loc truéc khi rat:

o Top-k gitr dung k token c6 diém cao nhat réi chuan hoa lai.

» Top-p sdp token theo xac suit giam dan, gilr doan dau ngan nhat c6 téng xac sudt dat
it nhat p, roi chuan hoa lai. S8 token gilr thay ddi theo do nhon; phai giir ca token lam

tong vugt ngudng.

Python

def top_p_distribution(probability, threshold):
if not 0 < threshold <= 1:
raise ValueError("top-p nam trong (6, 11")
order = np.argsort(-probability, kind="stable")
sorted_probability = probability[order]
# Gil token khi téng trudc né con dudi ngudng, gém cd token vugt ngudng.
keep = np.cumsum(sorted_probability) - sorted_probability < threshold
result = np.zeros_like(probability)
result[order[keep]] = sorted_probability[keep]

return result / result.sum()

base_probability = softmax_temperature(example_logits, 1.0)
filtered = top_p_distribution(base_probability, 0.8)
print("base:", base_probability.round(3))
print("top-p=0.8:", filtered.round(3))

print("sd token gid:", np.count_nonzero(filtered))

KET QUA

base: [0.665 0.245 0.09 ]
top-p=0.8: [0.731 0.269 0. 1
s6 token gifd: 2
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Top-p 0.8 giit hai token: token dau (0.665) chua dat 0.8, con hai token dau (0.91) da dat.
Top-k gitt mot s6 token ¢d dinh du phan phaéi nhon hay phang; top-p tu co lai khi model
chac chin va néi ra khi model phéan van. Cac thu vién nhu Hugging Face ap temperature

vao logits truéc, roi méi loc top-k va top-p trén phan phoi da déi.

Viduy “va” 0.5, “nhung” 0.3, “nén” 0.1, “thi” 0.1 v6i top-p 0.75: token dau chua da, hai token

dau dat 0.8, nén chi chon gitra “va” va “nhung”.

Cling vi sampling ma hoi chatbot ciing mot cau hai lan c6 thé nhan hai cau tré 16i khac
nhau. Viéc can chinh xac nhu dich van ban phap 1y hgp véi greedy hay beam search; viét

truyén can da dang thi hgp véi sampling c6 temperature vira phai.

HOI NHANH
Van logits (2, 1, 0), nhung ha temperature tir 1 xuéng 0.5 réi méi loc. Top-p 0.8 va
top-k 2 lan lugt git bao nhiéu token?

A Top-p gilr 2, top-k gitr 2
B Top-p git 1, top-k git 2
¢t Top-p git 1, top-k git 1

D Top-p gil 2, top-k git 1
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HOI NHANH
Hai buéc sinh ¢6 phan phoi da sap 1a (0.97, 0.01, 0.01, 0.01) va (0.3, 0.3, 0.2, 0.2). Top-
p 0.9 gilt bao nhiéu token & moi budc?

A 2va 2, nhutop-k 2

B 4val
c 1va4d
D 1va3
budc nhon: giii 1 budc phang: giit 4
0.97 0.3
0.01 0.3
0.01 0.2
0.01 0.2

top-p 0.9 gili token cho t&i khi tdng dén dat 0.9, ké ca token vugt ngudng

Top-p 0.9: bu6c nhon gitr 1 token, bu6c phang gitr ca 4.

Sinh tung budc va vi sao greedy khong t6i uu ca chudi

Ta cho bigram sinh dén EOS hoic t6i da 6 token. Greedy dung argmax, sampling dung
RNG seed 0. Khi hoa diém, thir tu target_vocab quyét dinh greedy, nén quy tic d6 phai
dugc biét.

Python

def generate_bigram(sample=False, seed=0, max_tokens=6):
rng = np.random.default_rng(seed)
previous = BOS
generated = []
for _ in range(max_tokens):
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probability = next_distribution(previous)
if sample:
index = rng.choice(len(target_vocab), p=probability)
else:
index = int(probability.argmax())
token = target_vocab[index]
if token == EOS:
break
generated.append(token)
previous = token

return " ".join(generated)

print("greedy:", generate_bigram())

print("sampling seed 0:", generate_bigram(sample=True))

KET QUA

greedy: em hoc toan

sampling seed 0: em em

Greedy di ding dudng duge dém nhiéu nhat: “em” (3 1an sau BOS), “hoc”, “toan”, réi EOS.
Sampling véi seed 0 ra “em em”, mOt cap chua tung xuat hién: smoothing cho no6 xac
sudt 1/12, da dé thinh thoang dugc rat. Gidi han sd token gitr cho vong sinh dung,
nhung khong stra chat lugng. Chon seed cho ra mot cau hay roéi bao nhu thé model luén

sinh nhu véy la chon mau dep, giong chon seed tot nhat trén test.

Cau tra 16i bi cit ngang gitra cau thudng do cham giéi han s6 token sinh truéce khi gap
EOS. Greedy con hay roi vao vong lap: khi cum vira sinh lam chinh n6 c6 xac suét cao
nhat ¢ bu6ce sau, argmax ct chon lai mai; sampling hoac phat lap (repetition penalty) pha

vong ay.
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HOI NHANH
B& giti han s6 token. Sinh greedy trén mot bigram c6 9 token dich, trong dé co

EOS. Pa sinh 9 token ma chua gip EOS. Diéu gi 1a chac chan?
A Sép gap EOS, vi smoothing cho EOS xac suat duong
8 Chua két luan dugc, phai chay tiép mdi biét
¢ Childp mai néu co hai token lién nhau giéng nhau

D Sé& khéng bao gid gap EOS, vi chubi da vao mét chu trinh

Greedy t6i uu médi bu6ce, khdng bao dam téi wu cé chudi. Vi du bu6e dau p(A4) = 0.6,
p(B) = 0.4. Tiép theo p(EOS | A) = 0.5, con p(EOS | B) = 0.95. Greedy chon A, chudi A
E0S c6 xac sudt 0.6 - 0.5 = 0.30, con B E0S ¢6 0.4 - 0.95 = 0.38.

A L) EOS = 0.30 greedy di nhanh nay
bat dau
B & EOS = 0.38 chuditét hon

beam 2 gilt ca A 1an B nén tim ra B EOS

Greedy chon A tru6c nén 16 chubi B EOS c6 xac suit cao hon; beam 2 tim ra
no.
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Ha Noi la thi do ctia Ha Noi la th do cta Viét

Viét - 0.096 Nam ) 0.981

mot [ ] 0.049 nam ® 0.006

cac o 0.035 Quéc [} 0.002

dat [ 0.034 quéc [ ) 0.001
[ ] 0.032 ki [ ] 0.001

budc 1: 5 token cé xac suat cao nhat; greedy chon “Viét” (0.10) budc 2: 5 token cé xac suat cao nhat; greedy chon “Nam” (0.98)

Ha Noi la tht do cia Viét Nam, la noi Ha Noi la tht d6 ctia Viét Nam, 1a noi c6 nhiéu ngudi dan

co [ ] 0.129

sinh [ 0.082

tap [ _J 0.055

héi o 0.042

dugc [ ) 0.031

budc 6: 5 token c6 xac suat cao nhat; greedy chon “cé” (0.13) sau 9 budc greedy

Model viét ti€p tiing token: mbi bude 14y token c6 xac suat cao nhat roéi noi
vao.

Beam search do rong k gitr k tién t6 c6 tdng log-xac suat cao nhat thay vi mot. Mdi
buéc, mbi tién t6 duge ndi véi moi token, tao k|V| Gng vién, roi chi k ang vién tot nhat
dugc gitr; tién to vira gap EOS dugc cat riéng thanh cau hoan chinh. Véi k = 2, vi du trén

gilr ca A 14n B 6 budce dau nén tim ra B E0S; v6i k = 1, beam search chinh la greedy.

Beam hitu han van chi tim gan dang: tién t6 bi loai 6 mot bude khong bao gic quay lai.
Mbi token ndi thém cong mot s6 hang log p < 0, nén tong log khong bao gis tang va
beam thuan uu ai cau ngén; length penalty chia diém theo d6 dai va vi viy déi muc tiéu
x€p hang. Chudi xac suat cao nhat cling khong nhat thiét t6t nhat theo metric ciia

nhiém vu.
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HOI NHANH
Gitrp(A) = 0.6, p(B) = 0.4 va p(EOS | A) = 0.5 nhu hinh, nhung déi p(EOS | B)
thanh z. Chi xét hai chudi A E0S va B E0S. Khi nao chudi greedy tra vé khong kém

chudi con lai?
A V6i moi z, vi A thdng & budc dau
8 Khiz < 0.5, tuc khéng vugt p(EOS | A)
c Khiz <0.75

D Khiz < 0.6, tic nhd han p(A)

xac suat ca chudi

0.4 ' B EOS: 0.4x
x = 0.75 /
A EOS: 0.30

Greedy chi khong kém khi x < 0.75.

Perplexity va van ban bi may stra

Ta c6 thé dung loss language model 1am mot dic trung dé phat hién van ban do may viét
hodc sira: van phong may c6 thé khac corpus tham chi€u. Nhung day la mot bai phan loai
riéng, can nhan biét chic nguén géc ciia tung van ban; khong c6 luat “PPL thap la do AI”
M6t hoc sinh viét cau thong dung cé thé cé loss thap; mot model sinh thuit ngir hi€m co

thé c6 loss cao. Dich, sira chinh t3, tac gia va chit dé con la cac yéu té gay nhiéu.

Mudn thtr, ta can cdp ban goc/ban stra voi cach tao duge ghi lai, chia theo nguén van

ban dé hai ban ctia cing mot doan khong sang hai tap. Chon ngudng bang validation;
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bao false positives va false negatives trén nhom tac gia, chi dé va cach stra chua thay.

Khong dung mot score dé két ludn gian 1an ctia mot ngudi.

HOI NHANH

Mot detector gan nhan “may viét” khi PPL du6i mot ngudng. Ngudng dugc chon
trén validation gom bai van ctia hoc sinh chuyén Van va van ban do model sinh.
DPem detector chdm bai ti€ng Anh ctia hoc sinh méi hoc, cdu ngan, tir thdng dung.

Rai ro 16n nhat la gi?
False negative tang, vi cau ngan cé PPL cao
False positive tang, vi cdu don gian c6 PPL thap
Khéng cé gi thay dbi, vi ngudng da dudc chon trén validation

Khoéng cé gi thay dbi, vi PPL khéng phu thudc ngudi viét

Khi di thi
In mot cdp input va label: label phai dich ding mot vi tri, vi tri dém mang -100.
boi token cudi ctia input thi logits 6 moi vi tri truée phai gitt nguyén; khong thi
causal mask sai.

So perplexity chi khi cung tokenizer va cung cach dém token.

Tom tat
Language model du doan token ti€p theo; xac suat chuéi la tich cac xac suét co diéu
kién, va EOS bién mdt tién to thanh cau hoan chinh.

N-gram dém trén cita s6 ¢6 dinh nén s6 dém thua; add-a tranh xac suat 0 nhung qua

manh khi vocabulary 16n.
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» Train dung label dich mdt vi tri va causal mask; loss la NLL trung binh trén token hgp

1, perplexity la exp ctia n6 va chi so dugc khi cung giao thirc.
» Temperature, top-k, top-p d6i phan phdi lay mau; greedy va beam search tim chudi

xac suat cao nhung chi gan dang.

o Xac sudt cao khong bao dam dung; diém language model khéng xac dinh chic chén ai

vi€t mot van ban.

Kiém tra cuoi bai

CAU1
Khi train, mot causal LM tinh du doan token ké ti€p cho cé 512 vi tri cia mot chudi
chi trong mot lan forward. Dung chinh model nay dé sinh ti€p 512 token méi thi

can gi?
A 512 budc néi tiép nhau, vi budc sau can token vira sinh
B 512 budc chay song song, vi mdi vi tri cé mask riéng
¢ Mot Ian forward, vi causal mask cho tinh moi vi tri cling luc

D M@t lan forward, néu Iluu lai phan d tinh cho tién td

PHONG THEO ) NOAI 2026 Singapore - Vong sd loai - Cau 239
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CAU 2
Duéi day la ba cach tao mask cho chuéi dai L, dung véi
F.scaled_dot_product_attention, noi True nghia la dugc doc.

a = ~torch.triu(torch.ones(L, L), diagonal=1).bool()
b = torch.tril(torch.ones(L, L)).bool()
c = torch.ones(L, L).bool()
for i in range(L):
cl[i, i+1:] = False

Cach nao cho dtng causal mask, ttc vi tri ¢ doc dugce cac vi tri 0, . .., i?
Chi c, vi chi vong lap mdai gitt dung dudng chéo
Chi a va b, vi vong 13p & ¢ bo mat dudng chéo
Chi b va c, vi a bi dao nén cam ca qué khu

Ca ba, vi déu la tam giac dudi gébm ca dusng chéo

PHONG THEO ) NOAI 2026 Singapore - Chung két - Cau 18

CAuU 3

Mot doi train mot causal LM nhé. Sau 300 budc, validation perplexity da 1a 1.03,
nhung sinh greedy thi ra chu6i vd nghia. Label da dugc dich ding mot vi tri. Nén
kiém gi tru6c?

Tang temperature, vi greedy lam chudi 1&p lai
Train thém, vi perplexity chua vé dung 1
Kiém causal mask, vi PPL gan 1 ggi y tuong lai bi 16

Péi tokenizer, vi perplexity phu thudc tokenizer

PHONG THEO ) NOAI 2026 Singapore - Vong sd loai - Cau 231
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CAU 4
Mot causal LM vira khdi tao, vocabulary ¢6 32 000 token, va logits ¢ bu6c dau gan
nhu bing nhau. Validation perplexity 6 buéc 0 khoang bao nhiéu?

Khoang 1/32 000, tuc xac suat cuia mébi token
Khoang 32 000, bang kich thudc vocabulary
Khoang 10.4, tic In 32 000

Khoéang 4.5, tuc log;, 32 000

CAU 5

Mot doi sinh 5 16i gidi cho mobi dé, chay test va gitr 16i giai qua dugc nhiéu test nhat.
V6i do_sample=True, temperature=0.2, ca 5 1di gidi gan nhu giong hét nhau. Nén
chinh gi?

Gilt temperature 0.2, chi déi seed giita 5 Ian sinh
Tang temperature, va chon muc cu thé trén tap dev
Chuyén sang greedy dé 5 1an sinh én dinh hon

Tang max_new_tokens dé cac I8i giai dai khac nhau

PHONG THEO ) NOAI 2026 Singapore - Vong sd loai - Cau 240

Al Canuc80k - Bai 6.4 - Language model 21/24


https://aisingapore.org/wp-content/uploads/2026/04/NOAI-2026-Preliminary-Round-Assessment-300-MCQs-Google-Forms.pdf#page=86

CAu 6
Cau hinh sinh la do_sample=True, top_k=1, temperature=1.5. Chay v6i5 seed
khac nhau, ca 5 output trung nhau dén ting token. Vi sao?

Vi temperature 1.5 qua cao nén sampling bj tat

Vi seed khéng dugc truyén vao bd sinh nén RNG khéng doi

Vi top-k 1 gilt mét token ngau nhién, cé dinh theo prompt

Vi top-k 1 chi gilt argmax, nén lan ndo cling |1a greedy

PHONG THEO ) NOAI 2026 Singapore - Vong sd loai - Cau 241

CAu7
Moi cau c6 ding hai token. O buéc dau, p(A) = 0.4, p(B) = 0.35, p(C) = 0.25.
Token thi hai tot nhit sau moi nhanh c6 xac sudt cé diéu kién 0.6 sau A, 0.5 sau B

va 1.0 sau C. Beam search d0 rong 2 tra vé cau c6 xac suat bao nhiéu?
0.24, vi cau tét nhat da bi loai ngay & budc dau
0.24, va doé chac chan la cau t6i uu toan cuc
0.25, vi beam search xét du moi nhanh

0.175, vi beam search bé nhanh ma greedy chon

PHONG THEO ) NOAI 2025 Singapore - Phan 1- Cau 18
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CAuU 8

Hai d6i bao PPL trén cung tap validation, cting cach tach ti. D6i X thay moi tir xuat
hién dudi 5 lan trong train bang UNK, con vocabulary 2000, va duge PPL 45. Ddi Y
gitr vocabulary 20 000, dugc PPL 80. Ta két luan dugc gi?

X t6t hon, vi PPL thap hon trén cung mot tap
Y tét hon, vi vocabulary 16n mé ta cau day du hon
Chua so dudc, vi doan UNK dé hon doan dung tu hiém

Chua so dudc, vi phai chia PPL cho kich thudc vocabulary

CAu 9

Mot detector van ban bi may stra bat dugc 90% s6 bai bi sira, va gdn nham 5% so
bai do ngudi viét. Hai ti 1€ nay do trén di liéu cung phan phéi véi noi dung. Trong
mot khoi 16p, khodng 2% s6 bai that su bi may stra. Trong nhiing bai bi gan nhan

“may stra”, khodng bao nhiéu phan tram that su bi stta?
Khoang 2%, bang ti 1& bai bi stra trong khéi
Khoang 90%, bang ti 1é b4t dugc bai bi siia
Khoang 95%, vi chi 5% bai ngugi viét bi gdn nham

Khoang 27%
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CAu 10

Mot ban top-p viét keep = np.cumsum(sorted_probability) < threshold, thi€u
phan trir xac sudt ctia chinh token nhu trong bai. V6i phan phdi (0.9, 0.06, 0.04) va
top-p 0.8, ham tra vé gi?

A Toan nan, vi khéng token nao dugc gil
8 (1,0, 0), giébng ban dung
¢ (0.9, 0.06, 0.04), khéng loc gi

D Bao VvalueError, vi ngudng khéng hgp 1é

Poc thém

 Jurafsky, Martin — N-gram Language Models. Poc smoothing, evaluation va perplexity.

 Jurafsky, Martin — Transformers and Pretraining. N6i next-token training véi causal attention

va decoding.
« Dive into Deep Learning — Language models. Boc cach tao input/target dich vi tri.

» Holtzman et al. — The Curious Case of Neural Text Degeneration. Bai dé xuat top-p (nucleus
sampling); doc phan so greedy, beam va sampling vé d6 13p va do da dang.

« Hugging Face — Generation. Ki€ém y nghia do_sample, temperature, top_k, top_p va gigi han
sinh ctia APIL
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https://web.stanford.edu/~jurafsky/slp3/3.pdf
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https://arxiv.org/abs/1904.09751
https://huggingface.co/docs/transformers/main_classes/text_generation

