BERT

Trac nghiém ¢J Thuc hanh G Chay trén Kaggle Y PDF bai

O bai 6.1, cau “bai gidng khong hay” bi doan 1a khen, vi baseline chi dém ttr va
khong thay “khong” di v6i “hay”. BE€ hiéu cau, vector cia mdi tir phai phu thude
vao cac tur xung quanh. BERT la model Transformer doc ca cau theo hai chiéu
va cho mbi token mot vector theo ngir canh. Bai nay hoc cach BERT dugc huin

luyén, va cach thém mot 16p nho 1én trén dé dung BERT phan loai cau hoac gan

nhan tung token.

MUC TIEU

Hiéu cach BERT dugc huan luyén (masked language modeling).
Theo ddi shape tir token t6i dau ra cho ca cau va cho ting token.
Hudn luyén mot encoder nho tir dau.

Gan nhan tung token (NER) khi mot tir bi tach thanh nhiéu subword.

Token c6 ngit canh, khong chi mot hang trong bang

Embedding dau vao la phép tra bang: token ID t; 1dy vector E|t;]. Sau encoder, hidden
state h; phu thudc cac token duge phép nhin trong cau. “duong” trong “duong di” va
“dudng ngot” bat dau ¢ cung mot hang embedding nhung nhan hidden states khac nhau.
Embedding tinh nhu word2vec (bai 3.8) chi c6 mét vector cho “bank’, du nghia l1a bo
song hay ngan hang; hidden state ctia encoder thi tach dugc hai nghia.

Positional embedding b sung vi tri, vi self-attention khong tu biét thir tu tir chi ti mot

tap vector.
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HOI NHANH
Dé phan biét “duong” 1a 16i di v6i “duong” 1a vi ngot, mot ban 14y
token_embedding.weight[id("duang")] cta checkpoint BERT lam vector ciia tur

trong tung cau. Cach nay cho ra gi?
A Hai vector khac nhau, vi BERT 1a model hai chiéu
B Hai vector giéng hét, vi d6 chi la mét hang cuia bang tra
¢ Hai vector khac nhau, vi da cong position embedding

D Code béo 16i, vi embedding chi doc dugc bén trong forward

BERT la tén mot ho model va mot phuong phap pretraining cu thé, khong phai tén cta
moi encoder. BERT goc dung WordPiece, token embedding, position embedding va
token-type embedding dé danh ddu doan A /B. Mot s6 bién thé bo hodc déi token-type
embedding, tokenizer hodc muc tiéu hoc. Vi vdy can doc config va model card ctia diing
checkpoint; PhoBERT, RoBERTa hay DistilBERT khong thira huéng moi dac diém ciia
BERT goc.

Mot attention head tinh di€ém gitra query va key. V6i ma tran @, K, V rut tir hidden

states, ta dung

T

A = softmax (Q

+M>, H = AV,
Vi

Softmax theo chiéu key lam méi hang thanh phan phdi trong s6. M dat —oo & lién két bi
cidm dé sau softmax trong s6 bang 0. Encoder BERT khong dung causal mask cho cac
token that: khi doc mot cau hoan chinh dé€ phan loai, n6é dugc nhin hai phia, nhung van
can mask padding. D6 ciing 1a khac biét chinh gitta BERT va GPT: BERT la encoder doc

hai phia d€ hi€u cau, GPT la decoder chi nhin bén trai dé sinh tiép.

Causal mask danh cho du doan ti€p token & bai 6.4; dung nham hai loai mask c6 thé lam

ddi nhiém vu hoic 16 dap an.
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HOI NHANH
Cau c6 3 token that, dugc pad thém 2 PAD thanh do6 dai 5. O hang attention ciia
token that thir hai, encoder BERT va decoder causal lan lugt cho phép bao nhiéu

key?
A Encoder 3, causal 2
B Encoder 5, causal 2
¢ Encoder 3, causal 3

D Encoder 2, causal 3

encoder BERT: chan PAD decoder causal: chan PAD va tuadng lai
t1  t2 t3  PAD PAD t1  t2 t3  PAD PAD

tl

t3
PAD
PAD

hang t2: 3 key hang t2: 2 key

Encoder chi chédn cot PAD; causal mask con chén key tuong lai.
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“duong” = 161 di
“dudng” = chat ngot

I8p 0, embedding tra bang: cosine trung binh cung nghia 0.76,
khac nghia 0.77

“duong” = 10i di
“ducng” = chat ngot
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[ J
]
° [ J [ J ™Y
® L ]
[ ]
[ d
o

sau I8p 7: cosine trung binh cung nghia 0.61, khac nghia 0.36

“duong” = 16i di
“dudng” = chat ngot

sau I8p 3: cosine trung binh cung nghia 0.69, khac nghia 0.66

“duong” = 16i di
“ducng” = chit ngot

sau I8p 12: cosine trung binh cung nghia 0.46, khac nghia 0.13

Vector ctia chit “dudng” trong 12 cau: cang 1én 16p cao, hai nghia cang tach xa.

BERT hoc trudc bang cach che mét phan cau

Masked language modeling (MLM) chon mot s6 vi tri, lam bién ddi token dau vao & do,

roi yéu cau doan token gdc. Vi du “An [MASK] sach” c6 thé can “doc”. Loss chi tinh trén

cac vi tri dugc chon; cac token con lai chi dong vai nglt cadnh. BERT gdc chon 15% vi tri;
trong s6 do 80% thay bang [MASK], 10% thay bang token ngau nhién, 10% gitt nguyén.

Ly do ndm & fine-tuning: [MASK] khdng bao gi¢ xuat hién trong cau that, nén néu moi vi

tri dugc chadm déu mang [MASK], model chi can biéu dién t6t 6 nhiing chd co6 ky hiéu ay.

Khi mét token thit ciing c6 thé la vi tri bi chdm, model phai gitr bi€u dién tot cho moi

token. Bai bao BERT.

Néu tap vi tri duge chon 1a S, loss MLM la

1 . .
Lyiim = —m Zlogpe(ti | ti,...,tL).

€8
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D&u nga nhac rang chudi dau vao da dugc 1am bién ddi. Nhan ¢; van 1a token géc. MLM
hoc ttr corpus khong ¢6 nhan phan loai, con fine-tuning hoc tir cac cau ¢6 nhan nhiém
vu. Pretraining khong tu cho biét nhin xét nao tich cuc; head phan loai va nhiéu khi ca

encoder phai dugc diéu chinh.

HOI NHANH
Mot vi tri duge chon cho MLM chira token gdc “doc”, va & lugt nay dau vao tai do
dugc thay biang [MASK]. Nhan cta vi tri ay la gi?

A 1D cua [MASK], vi d6 la token model nhin thay
B -100, vi vi tri da bi che thi bé khoi loss
¢ Nhan cam xuc cua ca cau chia vi tri ay

D ID cla “doc”, token gbc trudc khi bi che

15% vi tri dugc chon dé cham loss

80%: thay [MASK] An [MASK] sach > doan "“doc”
10%: token ngdu nhién An ban sach > doan “doc”
10%: gilt nguyén An doc sach > doan “doc”

nhan luén la token géc; vi tri khéng dugc chon mang -100

BERT chon 15% vi tri: 80% thay MASK, 10% thay token ngau nhién, 10% gitr
nguyeén.
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HOI NHANH
Mot cau ¢6 40 token that va 24 PAD. MLM chon 6 vi tri, va tong — log p clia token

gdc trén 6 vi tri dy 1a 9.0. Ly clia cau bang bao nhiéu?

A 01406
B 0.225
c 15
D 9.0

Hai nhiém vu, hai vi tri dat head
Encoder tra H c6 shape (B, L, d).Co hai kiéu head:

» Phan loai ciu (sequence classification) can mot du doan cho méi cau: 1dy hidden
state ctia [CLS] hodc pooling nhu lic model duge huén luyén, roi dua qua linear head

thanh (B, C), véi C 16p.

 Phan loai token (token classification) can mot du doan cho méi vi tri: linear head trén

tung h; cho (B, L, C).

Nhéan dién thuc thé co6 tén (NER) 1a phén loai token, thusng dung nhan BIO: B-L0C bit
dau dia danh, I-L0C ti€p tuc dia danh, 0 & ngoai thuc thé: “Nguyén Van An dén Hué” la B-
PER I-PER I-PER 0 B-LOC.Gan turloai (danh ttr, dong tir...) cho tung ti cling la token
classification; thém ddu cho van ban khéng diu, “toi di hoc” thanh “t6i di hoc”, thuong

dugc lam nhu vy, méi am ti€t mot nhan.

Cap cau dugc ghép thanh [CLS] A [SEP] B [SEPI, vGi token_type_ids bang 0 cho phan
A, ké ca [CLS] va [SEP] dau, va bang 1 cho phan B. Head phan loai 3 16p trén bert-base
(4n 768) c6 768 - 3 + 3 = 2307 tham s0. attention_mask clia Hugging Face dung 1 cho
token gitt lai, ngugc véi key_padding_mask ctia nn.MultiheadAttention (True la bo), nén

phai dao trudc khi chuyén.
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head cau: doc CLS
head token (NER)

(B, C)
T (B, L, C): mdot nhan méi vi tri
ho® hl h2 h3 h4a h5 head trich doan
(B, L, 2)
cLS An dén Ha NGi SEP selilme tizal

encoder - (B, L, d)

Ba cach dit head: doc CLS cho ca cau, mdi token mot nhan, hoic diém dau va
cudi ctia doan.

Pai lugng Shape Kiéu hoac y nghia
input_ids (B, L) s6 nguyén, dung tra bang
attention_mask kiéu HF (B, L) 1gil, 0 padding
last_hidden_state (B, L, d) vector nglf canh

logits phan loai cau (B, C) diém trudc softmax
logits gan nhan token (B, L, C) mot hang diém méi vi tri

Head pretrained cho MLM khong thé dung nguyén nhu head NER vi s6 16p va y nghia
dau ra khac nhau. Mot head nhiém vu méi thudng khéi tao ngau nhién; trong sé
pretrained chi ndm & backbone. Vi vy du doan in ra ngay sau khi gdn head chua mang

thong tin gi vé nhiém vy; head phai dugc hoc trén dir liéu c6 nhan.

Extractive question answering (chon doan tra 16i ndm sin trong van ban, nhu bd SQuAD)
cling dung head token. Cau hoéi va doan van dugc ghép thanh mot chudi [CLS] cdu hoi
[SEP] doan van [SEPI; mdi vi tri cho hai logits, mot cho “bat dau dap an”, mot cho “két
thiic dap an”, nén logits co shape (B, L, 2). Softmax lay theo chiéu vi tri L, khong theo
chiéu 2: hai s6 6 mét vi tri khong phai hai I16p canh tranh nhau, ma la diém ctia vi tri ay

trong hai cudc chon riéng.
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HOI NHANH

A.n

Head trich doan tra vé logits (1, 384, 2).Argmax ciia logits “bat dau” roi vao vi tri

57, con argmax ctia logits “két thac” roi vao vi tri 41. Boc dap an thé nao?
A Da&o hai dau, 1ay doan tu vi tri 41 dén 57
8 Chon cdp i < j c6 téng hai diém I6n nhat
¢ Tra vé réng, vi hai argmax khéng tao dugc doan hgp 1é

D Chilay token 57, vi diém bat dau chac hon

Mot encoder nho hoc tir dau trén CPU

Ta dung mot encoder mot 16p, hidden size 16 va hai attention heads, roi day né phan loai

muoi cau tu soan. Kién trac giong mot 16p ctia BERT: token embedding cong position

embedding, self-attention hai chiéu c6 padding mask, head doc CLS. Khac biét la model

hoc thang nhiém vy phan loai tir khéi tao ngau nhién, bd qua giai doan MLM; moi tensor

d nhod dé€ in ra va ca bai chay trén CPU trong vai giay.

Cau dugc tach bang split(); vi_dy viét lién dé thanh mot token. Nhan theo ding kho
khan ¢ dau bai: “hay” va “khong té” 1a 1, “t€” va “khong hay” 1a 0.

Python

import torch

from torch import nn

torch.manual_seed(63)
torch.set_num_threads(1)
train_texts = [
"pai hay", "bai khong té", "vi_du hay", "vi_du khéng té", "giang hay",
"bai té", "bai khong hay", "vi_du té", "vi_du khdng hay", "giadng khdng té",
1
train_labels = torch.tensor([1, 1, 1, 1, 1, 0, 6, 0, 0, 11)
valid_texts = ["giang té", "gidng khong hay"]
valid_labels = torch.tensor([0, 0])
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vocab = {"[PAD]": ©, "[CLSI": 1, "[UNK]": 2}
for word in sorted({word for text in train_texts for word in text.split()}):

vocab[word] = len(vocab)

def make_batch(texts):
rows = [[vocab["[CLS]"]] + [vocab.get(word, 2) for word in text.split()] for text in
texts]
ids = torch.zeros(len(rows), max(map(len, rows)), dtype=torch.long)
for i, row in enumerate(rows):
ids[i, :len(row)] = torch.tensor(row)

return ids

class SmallEncoderClassifier(nn.Module):
def __init__(self):
super().__init__Q)
self.token_embedding = nn.Embedding(len(vocab), 16, padding_idx=0)
self.position_embedding = nn.Embedding(12, 16)
layer = nn.TransformerEncoderlLayer(
d_model=16, nhead=2, dim_feedforward=32,
dropout=0.0, batch_first=True,
)
self.encoder = nn.TransformerEncoder(layer, num_layers=1,
enable_nested_tensor=False)

self.classifier = nn.Linear(16, 2)

def forward(self, ids):
positions = torch.arange(ids.shape[1]).unsqueeze(0)
inputs = self.token_embedding(ids) + self.position_embedding(positions)
# PyTorch key_padding_mask: True nghia 14 BO qua key &y.
hidden = self.encoder(inputs, src_key_padding_mask=ids.eq(0))

return self.classifier(hidden[:, 0]), hidden

model = SmallEncoderClassifier()

train_ids = make_batch(train_texts)

logits_before, hidden_before = model(train_ids)

print("IDs/hidden/logits:", tuple(train_ids.shape), tuple(hidden_before.shape),
tuple(logits_before.shape))

KET QUA

IDs/hidden/logits: (10, 4) (10, 4, 16) (10, 2)

Dong hidden[:, 0] 1ay CLS & dau moi cau. Bang vi tri c6 12 hang, nén mot cau dai hon 12

token sé gay 16i chi so; BERT goc c6 512 hang, va do la gi¢i han do dai ctia checkpoint.
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PyTorch src_key_padding_mask=True la bo vi tri, trai v6i quy u6c HF attention_mask=1

la gitr; bai 3.9 da gap ki€u ngugc quy udc nay gitra hai ham attention ctia chinh PyTorch.

HOI NHANH
Batch ["bai khdng hay", "giadng hay"]coID [[1, 3, 6, 5], [1, 4, 5, 0]].
Mot ban truyén mask kiéu HF ids.ne(0), titc True & token that, thang vao

src_key_padding_mask. Chuyén gi xay ra?
Khoéng co gi thay déi, vi True & hai quy udc cung nghia la gil
PyTorch tu dao mask khi nhan tensor kiéu bool
Cau hai chi con doc PAD, con cau mét méat hét key

Chi CLS bi bo, cac token khac van doc dung

Vong hoc dudi day goi trong hai ham fit va predict dé lat nita chay lai v6i seed khac. Ta
dung CrossEntropyLoss truc ti€p trén logits: ham nay tu lam log-softmax 6n dinh, nén
khéng softmax truée. Loss duge luu truée moi lan cap nhat; danh gia chay & ché do
eval().

Python

loss_function = nn.CrossEntropyLoss()

def fit(model, steps=100):
optimizer = torch.optim.Adam(model.parameters(), 1r=0.02)
history = []
model.train()
for step in range(steps):
optimizer.zero_grad()
loss = loss_function(model(train_ids)[0], train_labels)
loss.backward()
optimizer.step()
history.append(loss.item())
model.eval()

return history
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def predict(model, texts):
with torch.no_grad():

return model(make_batch(texts))[0].argmax(dim=-1)

loss_history = fit(model)

train_pred = predict(model, train_texts)

valid_pred = predict(model, valid_texts)

print("loss dau/cudi:", round(loss_history[0], 4), round(loss_history[-1], 4))

print("train accuracy:", round((train_pred == train_labels).float().mean().item(), 3))

for text, label, pred in zip(valid_texts, valid_labels.tolist(), valid_pred.tolist()):
print(text, "that:", label, "doan:", pred)

KET QUA

loss dau/cudi: 1.248 0.2777
train accuracy: 0.8

giang té that: 0 doéan: 1

giang khong hay that: 0 doan: 1

Loss giam tur 1.248 xudng 0.2777, nhung train accuracy chi 0.8, va ca hai cau validation
déu bi doan nhan 1 du gold 1a 0. Con s6 0.2777 dang nhin k§y: né rat gan 0.41n2 ~ 0.2773,

dung mirc loss khi sau cau dugc doan gan nhu chic chin dang con bon cau co6 xac sudt

0.5. Ta in xac suat ctia cac cau chira “khong” dé kiém gia thuyét ay, roi chay lai cing

recipe v6i nam seed khac.

"bai khéng hay"”

head 1 head 2

bas . 67

khéng .10 .34 .28 .28

hay 2608 .23 .15

CLS khong CLS khdng
bai hay bai

“bai khong t&"

head 1 head 2

o . 10 .

khéng .13 .45 .37 .05

té .

CLS khdng CLS khong
bai té bai té

hang CLS cua hai cau gan nhu trung nhau: head doc CLS khéng thay khac biét hay/té

Hang CLS gan nhu giong hét & hai cau khac nhan.

Python

import math
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with torch.no_grad():
train_prob = model(train_ids)[0].softmax(dim=-1)[:, 1]
for text, label, prob in zip(train_texts, train_labels.tolist(), train_prob.tolist()):
if "khong" in text:
print(f"{text}: nhan {label}, P(1) = {prob:.4f}")
print("0.4 * 1n 2 =", round(0.4 * math.log(2), 4))

for seed in [1, 2, 3, 4, 5]:

torch.manual_seed(seed)

other = SmallEncoderClassifier()

history = fit(other)

train_acc = (predict(other, train_texts) == train_labels).float().mean().item()

valid_ok = int((predict(other, valid_texts) == valid_labels).sum())

print(f"seed {seed}: loss cudi {history[-1]:.4f}, train {train_acc:.1f}, validation dung
{valid_ok}/2")

KET QUA

bai khong té: nhan 1, P(1) = 0.5017

vi_duy khong té: nhédn 1, P(1) = 0.50854

bai khéng hay: nhdn 0, P(1) = 0.5017

vi_du khong hay: nhan 0, P(1) = 0.5054

giang khong té: nhan 1, P(1) = 0.9995

0.4 * ln 2 = 0.2773

seed 1: loss cudi 0.2781, train 0.8, validation ding 0/2
seed 2: loss cudi 0.0000, train 1.0, validation didng 2/2
seed 3: loss cudi 0.0001, train 1.0, validation ding 0/2
seed 4: loss cudi 0.0000, train 1.0, validation ding 2/2

seed 5: loss cudi 0.0001, train 1.0, validation didng 1/2

“bai khong té” (nhan 1) va “bai khong hay” (nhan 0) nhin cting mét xac suit 0.5017; cip
“vi_du” cling vay v6i 0.5054. Model chua tach duge “khong té” khoi “khong hay”. Nhan
ctia bon cau nay phu thudc vao cap tur ch khong vao tung tir: “khong” ddo nghia ciia t
ding sau, dung dang XOR (bai 3.2). Lan chay v6i seed 63 diing & xac suat 0.5 cho ca bon

cau, va seed 1 cling ket & loss 0.2781.

Con “gidng khong té” duge doan dang véi 0.9995 vi mot ly do khac: trong train, “giang”

chi xuat hién & hai cau nhan 1, nén model c6 thé dua vao 16i tat “giang - tich cuc”
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Loi tat dy giai thich phan validation. Bén seed 2-5 hoc thudc ¢a mudi cau train, nhung

validation dao dong tir 0/2 dén 2/2. Train khong chira thong tin nao vé “giang té” hay

bai hay

bai khong té
vi_du hay

vi_du khong té
giang hay

bai té

bai khéng hay
vi_du té

vi_du khong hay
giang khéng té

o

o
>
S5O
Q
=
=y

UI | | i ‘ i

=

7 W

Sau 100 buéc, bon cau “khong hay”,

RN

o O O 0O O 0O o o o o

.9996
.5017
.9996
.5054
.9995
.0011
.5017
.0011
.5054
.9995

khong té” van diing & 0.5.

“giang khong hay”, nén moi cach doan hai cau nay déu khép train nhu nhau va seed

quyét dinh model roi vao cach nao. Hai cau validation déu chira “giang”, vi vy ching do

16i tat chtr khong do kha nang doc phii dinh. Pretraining MLM trén corpus 16n 1a cach

BERT c6 san nhiéu vi du “khéng + tinh ti” truée khi gadp mudi cau cé nhan.

Al Canuc80k - Bai 6.3 - BERT

seed loss cubi
63 0.2777
1 0.2781
2 0.0000
5 0.0001
4 0.0000
3 0.0001

ket 6 0.4 In 2 hoac hoc thudc train; validation chi la may rui trén hai cau

Cung cach train, sau seed cho két qua rat khac nhau.

train

0.8

validation
0/2
0/2
2/2
6/2
2/2

1/2
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HOI NHANH
Seed 2 dén 5 déu dat 1.0 trén train, nhung trén 2 cau validation lan lugt dugc 2/2,
0/2,2/2va1/2. Nén lam gi tiép?

A NOp seed 2, vi d6 la két qua validation cao nhat
8 K&t luan encoder hai chiéu khéng hoc dugc phu dinh
¢ Déilearning rate réi chon lai seed trén hai cau nay

D Thém cau c6 “giang” & ca hai nhan réi mdi so

Kiém padding bang mét bat bién

Thém padding vao cudi cau ma gitr mask dung phéi gan nhu khong ddi logits ctia cau.
bay la phép kiém manh hon viéc chi nhin shape. Cac khac biét 1am tron nho c6 thé co;

dung allclose thay vi so tung bit.

Python

one_sentence = make_batch(["bai khong hay"])
extra_padding = torch.zeros(1, 3, dtype=torch.long)
padded_sentence = torch.cat([one_sentence, extra_padding], dim=1)
with torch.no_grad():
original_logits = model(one_sentence)[0]
padded_logits = model(padded_sentence)[0]
print("logits khdong ddi:", torch.allclose(original_logits, padded_logits, atol=1le-5))

KET QUA

logits khéng ddi: True

Token PAD van c6 query 6 mot s6 implementation, nén output & vi tri PAD c6 thé khac 0.
Diéu can ¢ day la PAD khéng duge lam key cung cap théng tin cho token that va khong
dugc tinh vao loss hay pooling. Vi vdy mask attention va mask loss la hai viéc lién quan

nhung khong thay thé nhau.
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Nhan & vi tri dém dat —100 d€ cross-entropy bo qua (ignore_index, bai 3.4). GPT-2
khong c6 token dém; cach thuong lam la gan tokenizer.pad_token =
tokenizer.eos_token, roi dya vao attention_mask va nhan —100 d€ vi tri dém khong

anh huéng.
HOI NHANH
Attention mask da dung. Vi sao nhan token & vi tri PAD van phai la -100?
A Vimask chi chdn PAD lam key, con loss van tinh 8 moi vi tri c6 nhan
B Vi mask attention chi c6 tac dung khi model chay trén GPU
c Vi-100 la token ID riéng ma tokenizer danh cho PAD

D Khéng can, vi hidden state tai PAD bing 0 nén loss bang 0

NER: nhan tir phai can vao subword

Gia str cau da chia thanh ttr An, dén, Ha_Ndi, sém, v6i nhan B-PER, 0, B-L0C, 0. Tokenizer
minh hoa chia Ha_Ngi thanh Ha va ##Noi, dong thoi thém CLS/SEP. C6 7 token nhung chi

4 nhan goc.

Ta chon chinh sach chi tinh loss & subword dau ctia méi tir; cac subword con lai, special
tokens va padding nhdn nhan -100. Dy la gia tri b6 qua trong loss, khong phai ID token
hay nhan “khong biét”.
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word_id None 0 1 2 2 3 None

[CLS] An dén Ha #H#NGL sém [SEP]

nhan -160 B-PER 0 B-LOC -160 0 -100

4 vi tri gop loss; ##Noi cung word_id 2 v8i Ha nén nhan -100

Chi subword dau ctia méi tir mang nhan; CLS, SEP va subword ti€p ndi nhan
-100.

Python

label_to_id = {"0": 0, "B-PER": 1, "B-LOC": 2}

word_labels = [1, 0, 2, 0]

tokens = ["[CLS]", "An", "dé&n", "Ha", "##Noi", "sdém", "[SEP]1"]
word_ids = [None, O, 1, 2, 2, 3, Nonel

def align_first_subword(word_ids, labels):
aligned = []
previous = None
for word_id in word_ids:
if word_id is None or word_id == previous:
aligned.append(-100)
else:
aligned.append(labels[word_id])
previous = word_id

return aligned

aligned = align_first_subword(word_ids, word_labels)

print(list(zip(tokens, aligned)))

# Logits gid dinh dé kiém cach tinh loss, khdéng phdi dy doan NER cUa encoder trén.
token_logits = torch.zeros(1, len(tokens), 3)
for position, label in enumerate(aligned):
if label != -100:
token_logits[0, position, label] = 2.0
labels_tensor = torch.tensor([aligned])
ner_loss = nn.CrossEntropyLoss(ignore_index=-100) (

token_logits.reshape(-1, 3), labels_tensor.reshape(-1)
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print("vi tri tinh loss:", int(labels_tensor.ne(-1600).sum()))

print("loss:", round(ner_loss.item(), 4))

KET QUA

[('[cLs]', -180), ('An', 1), ('d@&n', 0), ('Ha', 2), ('##Noi', -100), ('sém', 0), ('[SEP]',
-100)]

vi tri tinh loss: 4

loss: 0.2395

O day chi 4 vi tri gop loss. Néu nhan ban nhan dau cho moi subword, cac tir bi cit nhiéu
sé c6 trong so 16n hon trong loss; néu dung BIO cho moi subword thi con phai chuyén
nhan ti€p noi pht hgp. Chinh sach nao ciing can thdng nhat khi train va doc output. Fast
tokenizer thuong cung cap word_ids() dé can nhan; khong tu dung do dai chudi hoic vi

tri token d€ doan tuong ting.

NER dugc chdm theo thuc thé tron ven: sai mot phan ctia “Ha Noi” ¢6 thé lam mat ca
entity. Token accuracy thudng cao vi nhiéu token 1a 0. V6i ti€ng Viét, can xac dinh nhan
dat trén am tiét, ky tu hay token nao va metric do ranh gi¢i; khong dung nguyén xi cach

lam NER theo tir néu don vi cta dé khac.

HOI NHANH
Ta d6i chinh sach: chép nhan ciia tir cho moi subword, nén Ha va ##Néi déu mang

B-L0C. Poc du doan 6 mirc subword theo quy tic BIO thi “Ha Noi” thanh gi?
A M6t thuc thé LOC, vi hai subword cling nhan
8 Haithuc thé LOC I3 "Ha" va "N&i"
¢ Khéng c¢6 thuc thé nao, vi thiéu nhan I-LoC

D Mét thuc thé LOC chi gém subword “"Ha"
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chép B-LOC cho ca hai [ Ha J [ ##NO1 ] 2 thuc thé
B-LOC B-LOC

déi subword sau thanh I-LOC [ Ha ##NOL ] 1thuc thé
B-LOC I-LOC .

Hai B-LOC lién nhau la hai thuc thé; subword ti€p ndi phai mang I-LOC.

Kiém loss ctia doan code trén bang tay. Logits & mdi vi tri dugc tinh loss 1a (2,0, 0) theo
mot hoan vi dé 16p ding ding dau. Xac suit 16p ding 1a e?/(e? + 2) ~ 0.787, nén loss
mot vi trila —log 0.787 ~ 0.2395. C4 bon vi tri ¢6 cung phan phoi nén loss trung binh
cling bang 0.2395. Cac vi tri -160 khong lam tang mau s6 1én 7. Bay la cach kiém doc 1ap

két qua code.

HOI NHANH
Quén dat -100, nén ba vi tri [CLS], ##N§i va [SEP] nhan nhan 0, tc ID 0, con logits

ctia chung van 1a (0,0, 0). Loss trung binh méi bing bao nhiéu?

A 0.2395
B 0.6077
t 1.0635
D 1.0986

Tu encoder nho sang checkpoint pretrained

V6i dit liéu that, encoder khong hoc tir ddu ma nap mot checkpoint da pretrain bing
MLM. Script fine-tuning ctia chuong dung distilbert/distilbert-base-multilingual-
cased, ban thu gon da ngdn ngir trong ho BERT, va doc mot dataset JSON trén may gom
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label_names, train, validation; huéng dan ctia chuong mo ta dinh dang di liéu va cach

chuan bi model.

Tuy - -task, script gan 1én backbone mot head cau
(AutoModelForSequenceClassification) hoac head token
(AutoModelForTokenClassification) méi khéi tao. V6i nhan token, no can nhan bing

word_ids () theo ding chinh sach subword dau & trén.
Cach script chay:

e Mau dai hon --max-length (méc dinh 128, t&i da 512 bing sd vi tri ctia checkpoint) bi
twr chdi thay vi cit am tham.
¢ Mac dinh hoc bang AdamW véi learning rate 2 - 10~° trong 2 epoch va clip norm

gradient & 1.0; ¢G --head-only dong bang backbone nhu & bai 4.3.

» Sau mdi epoch, chdm validation bang macro-F1 (head cau) hoic entity-F1 trén span
BIO (head token), gilr trang thai tot nhat, roi luu model, tokenizer va tép két qua run-

receipt.json gom lich sit tung epoch, diém t6t nhit va danh sach nhan.

Dboc tép két qua nhu doc output ctia encoder nho: epoch tét nhat ndm & dau, sd thuc thé
doan so v6i s6 thuc thé gold, va véi head cau, diém c6 vugt baseline TF-IDF ciia bai 6.1
hay khong. PhoBERT la lya chon tiéng Viét khac, nhung dau vao phéi dugc tach tir truée
theo huéng dan ctia nha phat hanh.

Model da ngdn ngir hgp véi cau tron Viét-Anh nhu “mai minh di meeting nhé”; fine-tune
chi bang dit liéu ti€ng Anh thudng van chuyén dugc mdt phan sang ti€ng Viét, du kém
hon khi cé dit liéu ti€ng Viét. Vi NER, 90% token mang nhan O nén accuracy theo token
gan nhu vo nghia; chdm bing F1 trén thuc thé.

Khi phai phan loai mot triéu binh ludn méi ngay va da c6 20 000 nhan, fine-tune méot

encoder nho nhu trén thudng ré va 6n dinh hon goi mot LLM cho tting cau.
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HOI NHANH
Mot ho so NER dai 700 subword, va script ding lai v6i thong bao mau vugt
max_length. X Iy thé nao dé gitr dugc nhan ctia ca ho so?

A D&t --max-length 1024 dé chia tron ca ho so
8 Bat truncation dé cat hd sa con 512 subword
¢ B& hd sd nay khoi dir liéu dé script chay tiép

D Chiathanh céac cua s6 t6i da 512, chéng Iap nhau, réi ghép lai theo tu

cla s6 1: 0-512

hé sd 700 subword

cla so 2: 188-700

vling chdng lap: gilt du doan cua clfa sé ma tif ndm gan gilia hon

Van ban dai chia thanh cac cita s6 chong 1ap; méi tir 1ay du doan tir clra s ma
no gan gitra hon.

Khi di thi

» Doc don vi cham truée khi chon head: nhan theo cau, theo tir, hay doan trich trong
van ban.

» In tokenization, word_ids () va nhan sau khi dit -100 cta vai mau trudce khi train.

o Fine-tune v&i learning rate tir2 - 107° dén 5 - 10~°, chay hai, ba seed tru6c khi tin mot
chénh léch nhoé.
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Tom tat
BERT hoc ngir canh hai chiéu bing MLM: chon 15% vi tri (80,/10/10), loss chi tinh trén
cac vi tri dugc chon.

Head cau tra (B, C);head token trd (B, L, C);head trich doan trad (B, L, 2).Logits

dua truc ti€p vao cross-entropy.

Padding mask, loss mask -1080 va causal mask la ba viéc khac nhau; quy uéc True/1

phai doc theo tung API.

Trén dir liéu nho, doc xac sudt tung cau va chay vai seed tru6ce khi két ludn; validation
phai chira d tinh huéng dé€ bat 16i tét.

Can nhan subword, diing -100 ding nghia va danh gia theo don vi ma dé yéu cau.

Kiém tra cudi bai
CAU 1
Mot doi co hai checkpoint cting ¢d: mot encoder hai chiéu ki€u BERT va mdt

decoder tu hoi quy ki€éu GPT. P€ ¢6 hai phan: gan nhan thuc thé cho tiing tir trong

hé so, va viét ti€p doan két luan cho hod so. Nén dung model nao cho phan nao?
Dung BERT cho ca hai phan
Dung GPT dé gan nhan, BERT dé viét tiép
Dung BERT dé gan nhan, GPT dé viét tiép

Dung GPT cho ca hai phan

PHONG THEO ) NOAI 2026 Singapore - Vong sd loai - Cau 224
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CAu 2
Lac train, label_to_id dugc dung tu sorted(set(train_labels)) vGi ba nhan neg,
neu, pos. Script cham validation dung lai mapping theo cting cach tit nhan

validation, va tap nay tinh c¢ khong c6 cau neu nao. Chuyén gi xay ra?
Khéng sao, vi sorted luén cho cung mét thu tu
Script bao KeyError ngay khi gap nhan pos
Chi I&ch khi validation cé nhan ma train chua tiing thay

pos mang ID 1vén cla neu, va diém bi chdm sai ldng 1&

CAuU 3
Ham loss MLM tu viét chon khodng 15% vi tri khong phai PAD, dat nhan -160 6 moi
vi tri khac, roi 6 “dong A” thay toan b vi tri dugc chon bang MASK_TOKEN truéc khi

dua vao model. Bai bao BERT goc lam gi & dong A, va vi sao?

Thay 80% bang [MASK], 10% bang token ngdu nhién, gili nguyén 10%, vi khi fine-
tune khéng c6 [MASK]

Thay 100% bang [MASK], vi ti 1&é 80/10/10 chi c6 trong ablation, khéng dung cho
model cubi

Thay bdng mét embedding [MASK] hoc dugc, dé gradient di qua dugc vi tri bi che

Chi che danh tif va ddng tu, bd qua hu ti, dé model hoc ngit nghia thay vi ct phap

PE THI  NOAI 2026 Singapore - Chung két - Cau 20
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CAU 4
Hidden states c6 shape (8, 32, 16). Head token la mot nn.Linear(16, 5) dung

chung cho moi vi tri. Logits c6 shape gi, va head c6 bao nhiéu tham s6?
(8, 5),85tham so
(8, 32, 5),85tham so
(8, 32, 5),80tham s6

(8, 32, 5), 2720 tham so6

CAUS5
Mot doi thay encoder BERT bang mot decoder causal cung ¢§, nhung van gitr
logits = head(hidden[:, 8]),v6i [CLS] van dimg dau moi cau. Sau khi fine-tune,

gan nhu chic chin chuyén gi sé xay ra?
Van tét nhu cd, vi [CLS] ludén tdm tat ca cau
T6t han, vi decoder dugc pretrain trén nhiéu chif hon
Moi cau ra cung logits, model chi doan dudc I16p déng nhat

Code béo 16i shape, vi decoder khdng cé token [CLS]
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CAU 6
Head token tra vé logits (B, L, K), connhan laindex (B, L) v6i -160 & nhiing vi
tri bd qua. Pua vao CrossEntropyLoss(ignore_index=-100) thé nao cho dung?
Softmax logits trudc, réi flatten nhu thudng cho 6n dinh s6
Flatten logits thanh (K, BxL), gilt nguyén nhan (B, L)

Thay -100 bang ID cua PAD dé attention mask tu bo loss

Flatten logits thanh (BxL, K) va nhan thanh (BxL,)

CAu 7
Mot batch pretraining c6 32 cau, mdi cau 128 token that. MLM chon 15% vi tri.
Khoang bao nhiéu vi tri gop vao loss, va so v6i mét causal LM du doan token ké tiép

trén cung batch thi thé nao?
Khoang 614, it hon 6.6 1an so véi 4064 cla causal LM
4096, vi MLM tinh loss 6 moi token giéng causal LM
Khoang 3482, vi loss nam & 85% token khéng dudc chon

Khoang 492, vi chi vi tri da thay bang [MASK] mdi gop loss
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CAu 8

Van ban 20 ttr ¢6 ba thuc thé gold: PER “Lan” gom 1 tir, LOC “Ha N6i” gom 2 tir, ORG
“Bach khoa” gom 2 tur. Model doan diing “Lan”, gan B-L0C cho “Ha” nhung 0 cho
“N6i”, va bo sot “Bach khoa” Token accuracy la 17/20 = 0.85. Entity-F1 bang bao

nhiéu?
0.33
0.4
0.5

0.8

CAU 9
Cung tokenizer va checkpoint, model dang & ché do train. Thém PAD vao cudi cau,

attention mask ding, vay ma logits ctia cau d6i. Nén kiém gi truéc?
Train thém vai epoch réi so lai hai 1an forward
Pua token PAD vao vocabulary thém mét lan niia
Chuyén sang eval(), réi kiém pooling cé bdé PAD & ca tif 1an mau khéng

Sura nhan validation cho khép logits sau khi thém PAD
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CAU 10
Mot ban giai thich: “Attention mask trong BERT gitp model tip trung vao phan

quan trong ctia cau.” Nén sira cau nay thé nao cho chinh xac?
A Khéng can sua, vi mask gan trong sé I8n cho cac token quan trong
B Attention mask chinh Ia ky hiéu [MASK] cua MLM
¢ Mask chi can luc train, lic du doan cé thé bé di

D Mask chichan céc lién két bi cam, con trong s6 do model hoc

PHONG THEO ) CMU 10-601 - Exam 3 Practice - Q2.1

Poc thém

» Devlin va cong su — BERT. Poc cach hudn luyén MLM va cach chuyén pretrained encoder

sang nhiém vu.
« Dive into Deep Learning — Fine-Tuning BERT. N6i head cau va head token véi shape.

« Hugging Face — Token classification. Xem word_ids (), alignment, collator va entity

evaluation.
e PyTorch — TransformerEncoder, CrossEntropyLoss. Kiém mask va ignore_index.

e Model card — DistilBERT multilingual. Ki€ém kién trtc, tokenizer cased va license cho recipe.

Tai goi recipe ctia chuong — gom cac module phu va huéng dan chuan bi asset.
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