Sentence embedding

Trac nghiém & Thuc hanh Y PDF bai

Mot hoc sinh g6 “quén thong tin dang nhap” vao 6 tim ki€m, con huéng dan
can tim co6 tiéu dé “dat lai mat khiu”. Tim theo tir khoa khong ra, vi hai cau
khong chung tir nao. Sentence embedding bién moéi cau thanh mot vector sao
cho céu cung y ¢6 vector gan nhau, roi tim theo khodng cach gitra cac vector.

Bai nay hoc cach do do gan bing cosine, cach gop vector cac token thanh

vector cau, cach model cau dugc huan luyén, va cach chim mot hé tim kiém.

MUC TIEU

Tinh cosine similarity; tim ki€m béng tich vé huéng sau khi chuan hoa.
GOp vector token thanh vector cau, bd qua PAD.
Cham hé tim ki€m bing Recall@k va MRR.

So TF-IDF v6i cac loai sentence embedding.

Mot vector cau c6 y nghia gi?

O bai 6.1, s6 chiéu ctia TF-IDF bing s6 muc trong vocabulary, méi chiéu (ing véi mot tu.
Sentence embedding dung s6 chiéu cd dinh d do model quy dinh; ting chiéu khong nhat
thiét co tén dé doc. Ky hiéu ham ma hoa 1a f(s) = e € R, véi s 1a cau. Hai cau dugc coi

la gan nhau khi vector ctia chiing c6 hu6éng gan nhau trong khéng gian ma model da hoc.

C6 thé hinh dung ba huéng “tai khoan”, “thu vién”, “lich hoc”: dat lai mat khau va khoi
phuc truy cip cung nghiéng vé huéng thir nhat. Model thit c6 hang tram chiéu va khéng
chia nghia thanh nhiing nhan tuéng minh nhu vay.

Khong gian 4y do muc tiéu huin luyén quyét dinh: 1ay trung binh hidden state ctia mot
model chi hoc dién tir bi che khéng bao dam cé mot khéng gian tét dé tim cau cung .

Muc “Model cau hoc tir cap cau” cho thay model duge day diéu do ra sao.
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mii tén dam: query (1, 1) tai lieu1(2, 2)

cosine vai query (1, 1)

tai liéu 1 1
tai lieu 2 (1, 0) tai liéu 2 0.707
tai liéu 3 -1

tailieus (=1, -1) cosine chi nhin hudng, khéng nhin dé dai

Cung hudéng cho cosine 1 du dai gdp doi; léch 45° cho 0.707; ngugc huéng cho
-1.

Bai 4.2 da dung cosine dé tim anh gan nhau; v6i cau, phép do gilt nguyén:

a'b
cos(a,b) = ——.
(2,b) al[2[[bl|

N6 nam trong [—1, 1] v6i hai vector khac 0. Cosine 11a cting huéng, 0 la vudng goc, —1 1a

ngugc huéng. Khong nén doc 0.8 thanh “80% xac suit dang”: day la mot diém tuong ty,

chua dugc hiéu chudn thanh xac suat. Vi vector 0, goc khong xac dinh; code phai phat

hién mau réng hodc chon quy uéc xit Iy ro rang.

Python

import numpy as np

def unit_rows(matrix):
length = np.linalg.norm(matrix, axis=1, keepdims=True)

return matrix / np.maximum(length, 1e-12)

query_hand = np.array([[1.0, 1.01])
docs_hand = np.array([[2.6, 2.0], [1.0, 6.0], [-1.0, -1.8]1)
scores_hand = unit_rows(query_hand) @ unit_rows(docs_hand).T

print(scores_hand.round(3))

KET QUA

[[ 1. 0.707 -1. 1]

Al Canuc80k - Bai 6.2 - Sentence embedding

2/25



Diém dau la 1 du vector tai liéu dai gip doi query: cosine chi nhin huéng. Diém thir hai la
1/4/2 ~ 0.707 (g6c 45°), diém thtrba 1a —1 (ngugc huéng). Sau chuin hoa, cosine bang
tich vo huéng, nén véi ma tran tai liéu D shape (N, d) va query q shape (d, ), mot phép
nhanD @ qcho ca N diém.

Néu bo bu6ce chudn hoéa, tich vo huéng ||a||||b]| cos con thuéng thém cho vector dai. Mot
s6 model dugc huan luyén dung véi score ay; model card ghi model diing ham score nao,

va ltc tim ki€m phai dung dang ham dé.

HOI NHANH

Hai vector (1,2) va (3,6) c6 cosine bang bao nhiéu?

A 15

B 3

c 1

D 1/3
HOI NHANH

Querylaq = (1,1). Tailiéu Ala (3,0), tai liéu B 1a (1, 1). Xép theo tich vd huéng tho

thi tai liéu nao diing dau? Xép theo cosine thi sao?
A Theo tich vé hudng la A, theo cosine la B
B Theo tich vé hudng la B, theo cosine l1a B
¢t Theotich vé hudng la A, theo cosine la A

D Theotich vé hudng la B, theo cosine la A
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tich vé hudng cosine

A 3 0.707
B 2 1
B=q(1,1)
/ A thang: dai B théng: cuing hudng
A (3,0)

Tich v6 huéng uu ai vector dai; cosine chi xét huéng.

Pooling phai biét token nao la that

Encoder thuong tra mot vector cho moéi token: hidden states H c6 shape (B, L, d), véi
B 1a s6 cau trong batch, L 1a d6 dai sau padding. Ta can mot vector cho mdi cau, shape
(B, d).Mean pooling ldy trung binh nhung phai diing mask my;: bang 1 néu vi tri c6
token dugc gitr, bang 0 néu la padding.

L
Zizl my; hbi
Zz'L=1 MMbi

€, =

Padding duing dé xép cau dai ngin vao cung mot tensor. Hidden state & padding khéng
dugc gia dinh lu6én bang 0; qua encoder, n6 cé thé khac 0. Néu trung binh ca padding,
vector cau sé phu thudc do dai cia nhitng cau khac trong batch. Viéc giir hay bo token

dac biét nhu [CLS] trong pooling phai theo diing cach da dung khi hudn luyén model.

hidden state cua 4 vi tri

2, 9 8, 2) 9, 9) 9, 9 mean ca 4: (5, 5)

mean cé mask: (1, 1)
mask 1 mask 1 mask 0O mask 0O

>my hs / 2mg = ((2, 0) + (0, 2)) /2

padding khéng dugc gia dinh bang 0: hidden state & d6 cé thé 13 bat cu gi

Co6 mask ra (1, 1); 14y trung binh ca PAD bi kéo vé (5, 5).
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Bai 4.2 da viét phép tinh nay cho last_hidden_state; 6 day ham masked_mean con dugc
dung lai dé huin luyén 6 muc sau. Hidden states dugc dat tay dé thay riéng phép toan:
hai token that 1a (2, 0) va (0, 2), hai vi tri padding 1a (9, 9). Mean dtang bang (1, 1), con
mean tinh ca padding bi kéo vé (5, 5).

Python

import torch

torch.set_num_threads(1)
hidden = torch.tensor([[[2., 0.1, [0., 2.1, [9., 9.1, [9., 9.11])
attention_mask = torch.tensor([[1, 1, O, 0]1])

def masked_mean(hidden_states, mask):
weight = mask.unsqueeze(-1)
weight = weight.to(hidden_states.dtype)
token_count = weight.sum(dim=1).clamp_min(1)
weighted_sum = (
hidden_states * weight
) .sum(dim=1)

return weighted_sum / token_count

print("mean sai:", hidden.mean(dim=1).tolist())
print("mean dung:", masked_mean(hidden, attention_mask).tolist())

print("shape:", tuple(masked_mean(hidden, attention_mask).shape))

KET QUA

mean sai: [[5.0, 5.0]]
mean dong: [[1.0, 1.0]1]
shape: (1, 2)

unsqueeze(-1) bién (B, L) thanh (B, L, 1) dé nhan cung trong sé cho ca d chiéu.

clamp_min(1) tranh chia 0, nhung khong khi€n cau toan padding c6 y nghia; pipeline

phéi chin dau vao réng trudce khi tim kiém.
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HOI NHANH
Encoder da & eval() va nhan d input_ids lan attention_mask. Encode cau “muon
sach” mot minh thi dugce vector u. Encode né chung batch véi mot cau dai hon thi

dugc v, va cos(u, v) = 0.93. Nguyén nhan kha di nhat la gi?
Dropout van chay, nén hai lan cho két qua khac nhau
Pooling lay trung binh ca céac vij tri padding
float32 lam tron khac nhau gilta hai batch

Tokenizer tach “mugn sach” khac di tuy theo batch

HOI NHANH
Sau masked mean, pipeline luén chuan hoa L2 r6i méi tinh cosine. Trong
masked_mean, mOt doi 16 viét token_count = weight.sum(), tiic tong s6 token that

clia ca batch, thay vi ctia ting cau. Th hang retrieval thay d6i thé nao?
Cau ngan bi kéo vé phia cac vi tri padding
Code bao 16i shape, vi mau sb chi con mét s6 vo hudng
Moi score cosine giam theo sb cau trong batch

Thu hang khéng déi, vi hudng cua méi vector gilf nguyén

Moc tir vung trude khi tim theo nghia

Kho ¢6 ba tai liéu ngén; ba query hoéi vé dang ba chtt dé dy. Ddu gach dudi ndi cac am tiét
ctia mot tur d€ split() tach dung ti, thay cho budc tach tur tiéng Viét 6 bai 6.1. Query
“quén truy_cap” diing cach noi khac hén tai liéu “dat_lai mat_khau”. Tai liéu dang (gold)

clia tiing query nam trong relevant.
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Python

from sklearn.feature_extraction.text import TfidfVectorizer

documents = ["d&t_lai mat_kh&u", "mugn sach", "xem thoi_khéa_biéu"]
queries = ["quén truy_cép", "mugn sach", "lich hoc"]

relevant = np.array([0, 1, 21)

lexical = TfidfVectorizer(tokenizer=str.split, token_pattern=None)
document_tfidf = lexical.fit_transform(documents)

query_tfidf = lexical.transform(queries)

lexical_scores = (query_tfidf @ document_tfidf.T).toarray()

print(lexical_scores.round(3))

KET QUA

[[6. 8. 0.]
[6. 1. 0.]
[0. 0. 0.1]

Hang c6 toan 0 khdng dua ra bing chiing tai liéu nao gan hon: cac tir ctia query déu
ngoai vocabulary. Néu argmax chon tai liéu dau tién, do chi la quy tdc pha hoa; khong thé
bao la hé thong hi€u “quén truy cdp”. Query triang chit “mugn sach” cho diém 1. Baseline

ti vung nay la méc ma model embedding phai vugt trén nhitng cach dién dat méi.

Chiéu ngugc lai cling xay ra: khi query 1a mot ma chinh xac nhu 16i “E1234”, tim theo tu
khoa thing, con embedding gom no vao cac bai néi chung vé 16i may. Hé thong that

thuong ghép hai cach (hybrid search).

HOI NHANH
Thém tai liéu thir tu “dang_ky hoc thém” vao documents, roi fit lai TF-IDF. Bay gio
query “lich hoc” cho két qua gi?

A Van toan 0, vi “lich” khéng cé trong vocabulary
B Tailiéu méi diing dau véi 0.577, con gold van dugc 0
¢ Gold lén dau, vi "hoc" gan nghia véi “th&i_khoa_biéu”

D Bon tai liéu bdng diém nhau, vi IDF chia déu

Al Canuc80k - Bai 6.2 - Sentence embedding 7125



Hoc mét khong gian nho tir nhan cha dé

Muén “quén truy_cap” gan “dat_lai mat_khau”, bi€u dién phai hoc dugc rang cac tir

khac chit ¢6 thé cung y. Thi nghiém nho nhat lam dugc viéc do co6 chin cau train thudc
ba chii dé; mdi cau c6 vector muc tiéu one-hot ba chiéu, chang han cht dé tai khoan la
(1,0,0). Mot bang embedding token ba chiéu, khdi tao ngau nhién, cho méi cau vector

bing masked mean ciia cac token; MSE kéo vector cau vé muc tiéu ctia cht dé.

bay la encoder nhd nhat co6 thé: khong attention, khong ngi canh, hoc trong vai giay,
nhung di dang duong clia model thit: token thanh vector, pooling c6 mask, chuin hoa

roi so cosine.

Python

torch.manual_seed(6)
train_sentences = [
"dat_lai mat_khau", "quén mat_khau", "khdi_phuc truy_cap",
"mugn sach", "thé thu_vién", "gia_han sach",
"xem thdi_khéa_biéu", "lich hoc", "budi hoc",
]
topic = torch.tensor([0, O, 0, 1, 1, 1, 2, 2, 21)
vocabulary = {word: i + 1 for i, word in enumerate(
sorted({word for sentence in train_sentences for word in sentence.split()})

)}

def encode_batch(sentences):
token_lists = [[vocabulary.get(word, 0) for word in sentence.split()] for sentence in
sentences]
max_length = max(len(tokens) for tokens in token_lists)
ids = torch.zeros(len(sentences), max_length, dtype=torch.long)
for row, tokens in enumerate(token_lists):
ids[row, :len(tokens)] = torch.tensor(tokens)

return ids, ids.ne(0)

embedding = torch.nn.Embedding(len(vocabulary) + 1, 3, padding_idx=0)

optimizer = torch.optim.Adam(embedding.parameters(), 1r=0.05)

train_ids, train_mask = encode_batch(train_sentences)
target_vectors = torch.nn.functional.one_hot(topic, 3).float()
history = []
for step in range(160):

optimizer.zero_grad()

sentence_vectors = masked_mean(embedding(train_ids), train_mask)
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loss = torch.nn.functional.mse_loss(sentence_vectors, target_vectors)
loss.backward()
optimizer.step()
history.append(loss.item())
print("MSE dau/cudi:", round(history[0], 4), round(history[-11, 4))

KET QUA

MSE dau/cufi: 0.7867 0.0

MSE vé 0.0 (Iam tron bon chi s6) nghia 1a mean vector cia moi cau train gan nhu trang
muc tiéu; do 1a phép do trén train, chua phai metric retrieval. ID 0 dung chung cho
padding va tir chua géap, nén tir la bi loai khoi mean. Query chi gom tir la thanh réng, va
encode_small dudi day dung véi 16i thay vi trd mot tai liéu tuy y. Tokenizer subword & bai

6.1 tranh tinh huéng nay bang cach ghép tir la tir nhitng manh quen.
Ta encode documents va queries bing cung bang, chuan hoa réi tim diém 16n nhat.

Python

def encode_small(sentences):
ids, mask = encode_batch(sentences)
if not torch.all(mask.any(dim=1)):
raise ValueError("C6 cau khdng chUa token da biét")
with torch.no_grad():
vectors = masked_mean(embedding(ids), mask).numpy()

return unit_rows(vectors)

document_vectors = encode_small(documents)
query_vectors = encode_small(queries)
learned_scores = query_vectors @ document_vectors.T
print(learned_scores.round(3))

print("top-1:", learned_scores.argmax(axis=1).tolist())

KET QUA

[[ 6.845 0.211 -0.491]
[-0. 1. -0. 1]
[-0. 0. 1. 11

top-1: [0, 1, 2]

Hang dau 1a query dang xem nhét: “quén truy_cap” khong c6 nguyén cau trong train,

nhung cé hai token déu thuéc nhom tai khoan, va tai liéu mat khau diing dau voi 0.845.

Hai hang con lai cho diém 1 tron vi ca query lan tai liéu ding ctia chting déu la cau train,
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va MSE da dat mean cia moi cau train cting cht dé vao cing mot di€ém; hai query nay

chi kiém viéc nhé lai.

Mot query méi chua dit d€ biét bang da hoc gi. Ta xem vector ciia hai tur trong cau train

“quén mat_khau”, rdi thir hai cach ghép chua c6 trong train.

TF-IDF embedding nho
mat khdu  muon sach thsi khoa biéu mat khdu  mudn sach thdi khoa biéu
quén truy_cap 0.00 0.00 0.00 0.84 0.21 -0.49
mugn sach 0.00 1.00 0.00 -0.00 1.00 -0.00
lich hoc 0.00 0.00 0.00 -0.00 0.00 1.00

hang: query; cét: tai liéu; dudng chéo la gold

TF-IDF chi khép dugce cau trung tir; embedding tim dang ca cau khac tu.

Python

def word_vector(word):

return embedding.weight[vocabulary[word]].detach().numpy()

forget, password = word_vector("quén"), word_vector("mat_khau")
print("quén:", forget.round(2))

print("mat_khau:", password.round(2))

print("trung binh:", ((forget + password) / 2).round(2) + 0.0)
held_out = ["khdi_phuc mat_khau", "quén thé thu_vién"]
print((encode_small(held_out) @ document_vectors.T).round(3))

KET QUA

quén: [ 0.95 0.41 -08.66]
mat_khdu: [ 1.05 -0.41 0.66]
trung binh: [1. 0. 0.]

[[ 0.725 -0.272 0.633]

[ 0.357 0.901 -0.248]]

Thanh phan dau ctia “quén” va “méat_khau” cong lai bing 2, con thanh phan thir hai va
thir ba d6i ddu nhau, nén trung binh roi dang (1, 0,0). MSE chi rang budc trung binh ctia
tung cau train, khong rang budc tung tir; phan du ctia mdi tir duge phép 16n, mién 1a triét

tiéu trong cau train.
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Hai cach ghép mdi cho thay hé qua:

o “khdi_phuc mét_khau” hai tir chua ting ding ctung cau, nén phan du khong con
triét tiéu. Query van chon tai liéu mat khau (0.725) nhung tai liéu lich hoc bam sat &
0.633.

o “quén thé thu_vién™ cé hai tir cta cau train “thé thu_vién”, cung véi “quén” ctia nhom

tai khoan. O seed nay mean nghiéng vé thu vién (0.901), dang v6i ¥ clia cau.

Phan du phu thudc khéi tao: ddi torch.manual_seed(6) thanh torch.manual_seed(0) roi
chay lai, ca hai query ghép déu chon sai tai liéu. Hai cau “An giGp Binh” va “Binh gitip An”
van c6 cling mean vi bang token khong nhin tha tu. Mot model cau that can ngir canh,

nhiéu dir liéu hon va mdt muc tiéu so sanh truc ti€p cac cau véi nhau.

]
quén [
ba chiéu: tai khoan,
. l thu vién, lich hoc
mat_khau |
|
phan du triét tiéu
I . )
trung binh trong cau train
-0.5 0 0.5 1

Hai vector tir d6i ddu nhau & hai chiéu nén trung binh roi dang (1, 0, 0).

HOI NHANH
Trong train, ddt_lai cling chi xuat hién trong mot cau, cing v6i mat_khau, véi muc

tiéu (1,0,0). Khi MSE vé gan 0, vector clia d¢&t_lai gan v6i vector nao nhit?
A Vector (1,0,0), dung muc tiéu cua chu dé
B Vector cua mat_khau, tU di cung no trong cau
¢ Vector cua quén, khoang (0.95,0.41, —0.66)

D Khdéng doan dugc, vi méi hang gill khdi tao riéng
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bo tha hang

Néu mbi query c6 ding mot tai liéu lién quan, Recall@k la ti 1é query co tai liéu dy trong
top k. Reciprocal rank la nghich ddo thir hang cta tai liéu ding, va MRR (mean reciprocal
rank) 1a trung binh cac nghich dao dé: ding & hang 1 dong gop 1, & hang 3 dong gép 1/3.
Khi nhiéu tai liéu cung lién quan, phai dinh nghia tip dap an (gold set) va metric phu

hop; khong ép chiing vao mét ID tuy tién.

V6i mot hé thong RAG (bai 6.6) tra 16i sai, do Recall@k ctia buéc tim tai liéu trudce tién:
doan dang khong cé trong top k thi model ngén ngir du tét cling khong c6 gi d€ dua vao.

Python

def retrieval_metrics(scores, gold):
# stable giUp quy tac pha hda dudc xac dinh, khéng tao thém bang ching.
order = np.argsort(-scores, axis=1, kind="stable")
rank = np.array([np.flatnonzero(row == correct)[0] + 1
for row, correct in zip(order, gold)])

return (rank == 1).mean(), (1 / rank).mean(), rank

for name, scores in [("TF-IDF", lexical_scores), ("embedding nhd", learned_scores)]:
recall, mrr, ranks = retrieval_metrics(scores, relevant)

print(name, "rank:", ranks.tolist(), "R@1:", round(recall, 3), "MRR:", round(mrr, 3))

KET QUA

TF-IDF rank: [1, 1, 3] R@1l: 0.667 MRR: 0.778
embedding nho rank: [1, 1, 1] R@1l: 1.0 MRR: 1.0

TF-IDF cé thirhang [1, 1, 31.Query dau toan diém 0 nhung van dugc tinh hang 1, chi
vi tai liéu ding ndm & chi s6 0 va sdp x€p stable gilr thir tu goc khi hoa. R@1 0.667 vi thé
chita mot 1an tring nhd pha hoa; bao metric phai kém diém, va dé€m riéng nhiing hang
toan 0. Embedding nhé dat R@1 va MRR cung biang 1.0, nhung hai trong ba query la chinh

cau train.
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quén truy_cap mugn sach lich hoc R@1 MRR
TF-IDF hang 1 hang 1 hang 3 0.667 0.778
embedding nho hang 1 hang 1 hang 1 1.0 1.0

hang 1 ctia TF-IDF & “quén truy_cap” chi nh& pha hoa khi ca hang bang 0

Hang ctia tai liéu dang: TF-IDF 1, 1, 3; embedding 1 ca ba.

HOI NHANH
Gilt nguyén query va diém TF-IDF, chi xép lai kho thanh [“mugn sach”, “xem
thoi_khoa_biéu”, “dat_lai mat_khau”]. R@1 va MRR ctia TF-IDF thanh bao nhiéu?

A R@1khoang 0.333, MRR khoang 0.611
8 R@1khoang 0.667, MRR khoang 0.778
¢t R@1khoang 0.333, MRR khoang 0.778

D R@1khoang 0.667, MRR khoang 0.611

Mot b danh gia retrieval co ich can ba thit ma ba query nay chua co:

e Query do ngudi khac viét, khong chép tir train.

» Kho c6 hard negative: tai li€éu chung nhiéu chit v6i query nhung tra 16i viéc khac, nhu
“gia_han thé thu_vién” va “lam_lai thé thu_vién”.

o Cach chia giong lic dung: néu dé chdm trén nhitng cau hoi thuong gip (FAQ) chua

xudt hién Itc train, moi cach hoi ctia cing mot FAQ phai nam cung mét phia.

Chia ngiu nhién theo ting cau hoi thi cac cach hdi gan trung ctia mot FAQ c6 mat & ca

hai phia, va validation chi do viéc nhan lai.
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Model cau hoc tir cdp cau

Bang nho & trén hoc tu nhan chi dé, nén chi biét ba huéng. Model cau dugc fine-tune
trén cap cau: Sentence-BERT goc dung cap ¢6 nhan suy luin (NLI), cac model vé sau
thém cau v6i ban dién dat lai, cau hoi véi cau tra 16i. V6i model dung dé€ tim ki€m, muc
tiéu phé bién khong con 1a mot vector cd dinh cho méi 16p ma 1a so sanh: cap dang phai

c6 score cao hon cac cdp sai, va chinh cac cap khac trong batch lam negative.

V6i B cidp (q;, pi) da chuin hoa,

B
Z exp qz Pz/T)

> i1 B exp(q) pj/T)

Moéi hang 1a mdt bai phan loai B 16p ma 16p dung l1a tai liéu ctia chinh cap do; B — 1 tai
liéu con lai la in-batch negatives. Nhiét dd 7 nho lam softmax nhon hon. Pay la cung
dang loss ctia CLIP ¢ bai 4.5 va SImCLR & bai 5.7, chi khac hai phia déu la cau; thu vién

Sentence Transformers goi n6 la MultipleNegativesRankingLoss.

Loss doi tai liéu dung dimg trén cac tai liéu khac, dung diéu Recall@k va MRR do, nhung
no6 kha vi theo tham s6, con hai metric th hang thi khong.

Model kiéu nay la bi-encoder: cau hoi va tai liéu dugc ma hoa riéng, nén vector tai liéu
tinh sdn mdt 1an va tim trong mot triéu doan chi con la phép nhan ma tran. Cross-
encoder dua ca cip vao mot model dé cham tryc ti€p, chinh xac hon nhung phai chay lai

cho tung cap; thuong dung n6 dé xé€p lai vai chuc tng vién dau do bi-encoder tim ra.
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hard

dudng chéo: cap dung
0 khac: in-batch negative

c6t thém: hard negative

moi hang la softmax B + 118p

M&bi query phai chdm tai liéu ctia cap minh cao hon tai liéu ctia cac cdp khac

trong batch.

Negative 1ay ngau nhién thuong qua dé: phan biét “mugn sach” véi “xem

thoi_khoa_biéu” khong day model diéu gi méi. Hard negative la tai liéu chung chir hoic

chii dé véi query nhung khong tra 16i n6, duge thém lam mot cdt cho mbi hang. N6 phai

that su sai. Néu “hard negative” la mot ban dién dat khac cta tai liéu dang, loss sé day

query ra xa chinh cau tra 16i ctia n6 (false negative). Loi cung loai xay ra khi hai cap trong

mot batch co6 chung tai liéu dung.

HOI NHANH

Khi train bang contrastive loss, méi query dugc thém mdt hard negative. Query

“d6i mat khau” o6 tai liéu dung la “Huéng dan dat lai mat khau”. Nén chon hard

negative nao?

A “Céch mugn sach thu vién”, khac han chu dé
B M®t tai liéu ng4u nhién khac trong kho

¢ "Céc budc ddi mat khau tai khoan”, chung nhiéu chif nhat

D "Hudng dan déi lich hoc", chung chi “d6i" nhung khac viéc
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Dung model pretrained

Script sentence embedding chay lai ding thi nghiém tim ki€m cta bai v6i model
sentence-transformers/paraphrase-multilingual-MinilLM-L12-v2. Ba taili€éu va ba
query dugc viét thanh cau tiéng Viét day da, khong can gach dudi: “Huéng dan dit lai
mét khau” di v6i “T6i quén thong tin ddng nhap”, va tuong tu cho mugn sach, lich hoc.

Script dung tokenizer ctia model, masked mean pooling va chuan hoéa L2, r6i in ma trin
diém 3 x 3 va top-1 dudi dang JSON. Trudce khi encode, né doc cau hinh pooling ctia
model dé chic model dung mean pooling, va diing néu c6 cau dai hon max_seq_length
thay vi dé tokenizer cit am tham. Script khong tai gi tir Internet; huéng dan ctia chuong

néu cach chuan bi model trén may.

Ma trin diém dugc doc nhu hai baseline: hang la query, ¢t 1a tai liéu. Hang “Toi quén
thong tin dang nhap” cho biét model c6 dua tai liéu mat khau 1én dau khi hai bén khong
chung chir hay khong, va khoang cach gitra diém cao nhit v6i diém thit hai cho biét lua

chon 4y chic dén dau.

CE—— Hoc sinh can mang thé khi vao phong thi. a—— Diém kiém tra dugc céng bd sau ba ngay.
0.46 0.26
aEE—— Piém kiém tra dugc cong bé sau ba ngay. o Han ndp bai tap vé nha la téi Chl nhat.
0.42 0.19
N Phong thi m& cufa IUc bay git sang. L] Hoc sinh can mang thé khi vao phong thi.
0.41 0.17
aEE——— Han ndp bai tdp vé nha Ia t8i Chu nhat. - Phéng thi m& cla Iuc bay gié sang.
0.41 014
aE— Céng tin ban com trua tU mudi mot gic. - Cang tin ban com trua tU mudi mot gid.
0.22 0.12
E— Thu vién cho mugn sach trong hai tuan. - Thu vién cho mugn sach trong hai tuan.
0.21 0.07
- M&i d6i dudc ndp téi da ndm lan mot ngay. - Méi doi dugc ndp toi da nam lan mot ngay.
014 0.07
- May tinh phong lab da cai s&n PyTorch. ° May tinh phong lab da cai san PyTorch.
0.09 0.02

cau hoi: "May gid thi dugc vao phong thi?” cau hoi: "Khi nao biét diém?"
T Cang tin ban com trua ti mudi mot gid. L ] May tinh phong lab da cai s&n PyTorch.
0.58 0.46
a—— Han ndp bai tap vé nha Ia t6i Chi nhat. aEE—— Hoc sinh can mang thé khi vao phong thi.
0.23 0.38
L] Phong thi md cua lde bay gis sang. C— Thu vién cho mugn sach trong hai tuan.
014 0.37
- Thu vién cho mugn sach trong hai tuan. aEE—— Han ndp bai tap vé nha la téi Chu nhat.
oM 0.29
- Hoc sinh can mang thé khi vao phéng thi. - Phong thi m@ cua Idc bay gid sang.
0.08 0.19
[ ] Piém kiém tra dugc cong bé sau ba ngay. - Cang tin ban com trua ti mudi mét gis.
0.05 0.07
° May tinh phong lab da cai sén PyTorch. L) Piém kiém tra dugc céng b6 sau ba ngay.
0.01 0.05
e M&i ddi dudc ndp toi da ndm lan mét ngay. o Méi déi dugc ndp t6i da nam lan mot ngay.
-0.01 -0.03

cau hoi: “An trua & dau?”

cau héi: "May & phong thuc hanh cé thu vién hoc sau khong?”

Model cau da ngdn ngir tim céu tra 16i theo cosine, du gan nhu khong trung
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http://127.0.0.1:56872/giao_trinh/assets/phase-6/recipes/sentence_embedding.py
https://github.com/Canuc80k/ai-canuc80k/blob/main/course/content/phase-6/recipes/README.md

V6i kho 16n, tai liéu duge encode mot 1an theo batch roi luu lai kém tén model, tokenizer,
cach pooling va chuidn hoa; d6i mot thanh phan 1a phai encode lai. Tai liéu dai hon do6 dai
t6i da dugc chia thanh doan, c6 thé chong 1én nhau mét phan dé céu tréa 16i khong bi cat
do6i. Méi doan ¢6 diém riéng, va diém cta tai liéu dugce gop tir diém cac doan theo mot

quy téc ghi ro.

Tim ki€ém vét can la mot phép nhan ma tran: kho 100 000 doan, m6i doan 384 s6 float32,
chiém 100 000 x 384 x 4 byte ~ 154 MB, va mbi query t6n khoang Nd =~ 3.8 x 107 phép
nhan-cdng. D6 1a mdc ding dé ddi chiéu; chi chuyén sang tim ki€m gan ding khi da do
dugc brute force qua cham, va khi 4y phai do phan recall bi mat. Ngudng score va k chon

bing validation: cosine khéng c6 ngudng chung cho moi model.

HOI NHANH
Tai liéu ndi quy thu vién dai 40 doan, moéi doan dugce encode riéng. Chi doan 17 tra

16i query “mat thé thi lam gi”. Nén gop diém ctia ca tai liéu thé nao?
A L&y trung binh diém cla 40 doan cho céng bang
8 Lay diém 18n nhat trong 40 doan
¢ Chiencode doan dau, vi doan dau thudng tom tét
D N&i 40 doan lai, dé tokenizer tu cat

cosine vai query
1

max 0.82

0.5

————————————————————————————————————————————————————————————— trung binh 0.26

doan

Lay diém 16n nhat gitr duge doan tra 16i; 1ay trung binh bi 39 doan khac pha
loang.
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Phéan hoi gan nghia: doan tir theo score

Mot dang bai tuong tac: chuong trinh doan mot tir, judge tra vé do gan nghia gita tir
doan va tir bi mit, 1ap dén khi tring hoic hét lugt. Bai 8.3 phan tich mét dé thi that dang

nay.

Embedding cho mdt cach du doan phéan hoi: néu tir bi mét la h, doan g sé nhan score xap
xi cos(ey, ep,). Chién lugc 1a gitr mot tap ing vién. Sau moi lugt, gilt lai nhitng tng vién h
c6 cos(ey, er) gan score nhan dugc, trong mdt sai s6 cho phép, vi embedding ctia judge
c6 thé khac embedding cong khai. Lugt ti€p theo chon tir ma cac ng vién con lai cho
score khac nhau nhiéu nhat, dé mot phan hoi loai duge nhiéu ing vién nhat. Lich st ti

da doan va score dugc gitr lai d€ khong thir lai cing mot huéng.

Score khong phai khoang cach duong di cong dugce, va embedding la mot phép do da
hoc: n6 c6 thé uu tién cht dé hon quan hé logic. “Co hoc” va “khdng hoc” c6 thé gan
nhau vi xuat hién trong nhitng nglr cadnh giong nhau, du trai nghia. Quan hé logic gita
hai cau (kéo theo, mau thuan, trung 1ap) la mot nhiém vy riéng, natural language

inference (NLI), hoc biang nhan trén tung cap cau.

HOI NHANH

Con ba ting vién A, B, C cho tir bi mat. Score ciia judge 1éch t6i da £0.05 so véi
cosine tinh theo embedding cong khai. M6i phuong an dudi day la mot ti co thé
doan, kém cosine du doan véi A, B va C. Doan tir nao thi chi mét 1an phan héi l1a

chic chan con lai ding mot ing vién?
A G1, v6i 0.50, 0.50, 0.50
5 G2, vdi0.90, 0.88, 0.20
c G3,véi0.80, 0.45, 0.10

D G4, vaGi0.95,0.94, 0.93
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Gl s

G2 - B
G3
G4 -

0 0.25 0.5 0.75 1

mdi thanh: cosine du doan = 0.05; chi G3 cé ba khoang r&i nhau

Chi v6i G3, ba khoang cosine rdi nhau.

Khi di thi

» Dung mo6c TF-IDF truéc: query trung ma mon, tén riéng hay so6 hiéu thuong duge nod
x€p ding hon embedding.

 Viét ham cham giong hét dé: Recall@k hay MRR@K, k bang bao nhiéu.

o MOoi query trong file ndp da k ID gdc, khong trung, xé€p theo score gidm dan.

Tom tat

» Embedding cho mdi cau mot vector co dinh; khong gian c6 ich hay khong do muc
tiéu huan luyén quyét dinh.

» Cosine so huéng: chuin hoa L2 roi 1ay tich vd huéng. Vector 0 can xi 1y riéng.

» Mean pooling chi cong token that; hidden state & padding khéng dugc coi la bang 0.

» Model cau hoc tir cap cau bang contrastive loss v6i in-batch negatives; hard negative

c6 ich khi chung chir ma thit su sai.

 Retrieval can gold, metric thit hang, query doc 1ap va cach chia giong lic chdm. Gan

nghia khong dong nhat véi quan hé logic.
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Kiém tra cuoi bai

CAU 1
vectors_arr cO shape (N, 100), mdi hang 1a embedding ctia mot tir. Can mot ma
tran W c6 moi hang dai 1, khong dung np.1linalg va khong dung vong ldp. Dong nao

dung?

=
1

vectors_arr / np.sqrt((vectors_arr xx 2).sum(axis=1))

W = vectors_arr / np.sqrt((vectors_arr %% 2).sum(axis=0, keepdims=True))

=
1

vectors_arr / np.sqrt((vectors_arr *x 2).sum(axis=1, keepdims=True))

=
1l

vectors_arr / (vectors_arr %% 2).sum(axis=1, keepdims=True)

PHONG THEO ) USA-NA-AIO 2026 - Vong 1 Part 5.4

CAU 2
Sau khitinh S = W @ W.T cho kho céu da chuin héa ting hang, ddi in vai phan tirra

dé kiém nhanh. Gia tri nao chiing té pipeline c6 16i?

sfo, 1]

-0.12

1.0000001

S[2, 2]

S[1, 4] = 0.0

sfo, 3] = 1.37

PHONG THEO ) USA-NA-AIO 2026 - Vong 1- Part 5.5

Al Canuc80k - Bai 6.2 - Sentence embedding 20/25


https://www.usaaio.org/attachments/past-problems/2026/usaaio-2026-round-1-problems.pdf#page=11
https://www.usaaio.org/attachments/past-problems/2026/usaaio-2026-round-1-problems.pdf#page=12

CAu 3
W c6 shape (N, 384), mbi hang la embedding da chuan hoa ctia mét cau. Khong

dung toan tir @ dong nao cho ma trin S chra cosine gitta moi cap cau?

S = np.dot(W, W.T)

S = np.dot(W.T, W)
S=W=xW

S = (W% W.sum(axis=1)

PHONG THEO ) USA-NA-AIO 2026 - Vong 1 Part 5.6-5.7

CAuU 4
Snapshot ctia mdt model cau co6 file 1_Pooling/config.json ghi mean pooling. Mot
do6i quen dung BERT dé€ phan loai nén 1y last_hidden_state[:, 0] lam vector

cau. Recall@10 trén validation thap bat thuong. Nén sira theo huéng nao?
Tang k |1&n 50 dé tai liéu dung lot vao danh sach
Dung masked mean va chuan héa dung nhu cau hinh ctua model
Fine-tune lai ca model vai vector [CLS] hién tai

B& budc chuan hoa dé giil thong tin do dai vector
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https://www.usaaio.org/attachments/past-problems/2026/usaaio-2026-round-1-problems.pdf#page=12

CAuU 5
bé cham MRR@5. Mébi query ndp 5 tai liéu, va query nao khong co tai liéu dang
trong 5 tai liéu dy thi duge 0. Nam query cd tai liéu dung 1an lugt & hang 2, hang 1,

khong c6 trong danh sach, hang 4 va hang 1. Diém la bao nhiéu?
0.55
0.583
0.688

0.4

CAU 6
Kho validation c¢6 100 FAQ, va model A dat MRR 0.93. Bdi thém 400 FAQ chung
nhiéu chit v6i cac FAQ cli nhung tra 16i viéc khac, gitt nguyén query va gold. MRR

ctia A con 0.71. Ta két luan dugc gi?
Model A hong khi kho I8n, can train lai ngay
Nén b6 400 FAQ mdi, vi chung lam sai Iéch phép do
MRR khéng dung dugc khi kho cé hon 100 tai liéu

Phép do da kho han, nén phai so cac model trén cung kho mai
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CAu 7
Dt liéu c6 500 FAQ, méi FAQ c6 8 cach hdi do nhiing ngudi khac nhau viét. bé
cham trén cac FAQ mdi, chua c¢6 ltc train. Chia train va validation thé nao?
Chia ngau nhién theo tiing cu hoi, ti 1& 80/20
Chia phan tang theo FAQ, mdi FAQ cé cau & ca hai phia

Chia theo nhém FAQ, tdm cach hoi cua mot FAQ nam clng mét phia

Chia theo d6 dai, nhitng cau hoi dai nhat vao validation

CAU 8
Doi train embedding bang contrastive loss véi nhiét do 7, con dé cham bang
MRR@10. Can chon 7 trong {0.02, 0.05, 0.1} bing 5-fold cross-validation. Vi méi 7,

lam theo quy trinh nao?
Bo loss, t6i uu thang MRR@10 bang gradient trén 4 fold
Train bang loss(r) trén 4 fold, réi do MRR@10 & fold con lai
Train bang loss(7) trén toan bd, chon 7 cé loss train thdp nhéat

Train bang loss(7) trén 4 fold, chon 7 cé loss & fold con lai thap nhat

PHONG THEO ) MIT 6.036 - Final, Spring 2022 - Q5(f)
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https://introml.mit.edu/_static/fall22/final/review/6036_final_sp22.pdf#page=16

CAU 9
Sang nay trang hoi dap thém 20 bai huéng dan méi, chua ai mé. Hé (1) goi y theo
lich st bdm ciia ngudi dung, tic collaborative filtering. Hé (2) ggi y theo embedding

ndi dung bai, tic content filtering. Hé nao dua dugc bai méi vao ggi y ngay?
A Chihé (2), vi né dung ndi dung cua bai
8 Chihé (1), vi ngusi dung sé bam thit bai mdi
¢ Ca hai, vi déu xép hang bang tich vé hudng

D Khéng hé nao, cho dén khi cé du lugt bAm

PHONG THEO ) CMU 10-601 - Exam 3 Practice - Q7.6

CAU 10
Hai cau “Hom nay 16p hoc truc ti€p” va “Hom nay 16p hoc truc tuyén” c6 cosine cao.

Ta can biét ching c6 mau thudn nhau hay khéng. Nén lam thé nao?
A Coi cosine 0.9 |a xac suat hai cau cung dung
8 Tang top-k roi doc cau xép dau danh sach
¢ Bat ngudng cosine 0.95 cho “cung nghia”

D Dung model NLI, phan loai kéo theo, mau thudn hay trung lap

Poc thém

 Jurafsky, Martin — Embeddings. Poc dé hiéu phan phai ngir canh va cac phép do vector.

e Reimers, Gurevych — Sentence-BERT. Vi sao phai hoc embedding cho cap cau thay vi méc

dinh raw BERT pooling la dt.

» Model card — paraphrase-multilingual-MiniLM-L12-v2. Kiém pooling, dimension, do dai ti

da va license khi chuén bi asset.
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https://www.cs.cmu.edu/~mgormley/courses/10601/handout/exam3_practice_problems.pdf#page=39
https://web.stanford.edu/~jurafsky/slp3/5.pdf
https://aclanthology.org/D19-1410/
https://huggingface.co/sentence-transformers/paraphrase-multilingual-MiniLM-L12-v2

« Sentence Transformers — Semantic search. Poc cach encode query va corpus, cung cach

chon score.

« D2L — Natural Language Inference. Nhiém vu gan quan hé logic cho cap céu, khac véi do gan
ctia embedding.

Tai goi recipe ctia chuong — gom cac module phu va huéng dan chuan bi asset.
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https://www.sbert.net/examples/sentence_transformer/applications/semantic-search/README.html
https://d2l.ai/chapter_natural-language-processing-applications/natural-language-inference-and-dataset.html
http://127.0.0.1:56872/giao_trinh/assets/phase-6/recipes.zip

