Tokenization va text classification

Trac nghiém & Thuc hanh Y PDF bai

Muén phan loai van ban, vi du nhan xét sau budi hoc la khen hay ché, truéc hét
phai bién cau thanh sd. Tokenization cit cau thanh cac don vi nho (tlr, manh
ctia tir hoac ky tu); sau d6 moi cau dugce biéu dién bing sd lan xuit hién cta

tung token. Bai nay hoc cac cach cat token, dung mot baseline phan loai, roi

xem cac cau baseline doan sai dé biét no6 thiéu gi.

MUC TIEU
Phan biét cac cach tach token: ky ty, tir, subword.
Lam mot buéc BPE bing tay.
Dung TF-IDF véi logistic regression; so v4i Naive Bayes.

Poc 16i ctia model: phti dinh, tir chua gap, di liéu trung.

Mot khoang trang chua chic 1a mét ranh gidi tir

Trong C++, doc bing cin >> s ldy cac manh ngan béi khoang trang. Ta c6 thé lam tuong
tu bang split(), nhung véi cu “hoc sinh hoc may”, két qua hoc, sinh, hoc, may 1a bon am
tiét. Khi n6i vé ngudi hoc va linh vuc Al, “hoc sinh” va “hoc may” thuong la hai don vi tir

vung. Tach tir tiéng Viét can xét nglr canh; khong thé ghép moi cip am tiét bang mot quy

tac co dinh.

Token la don vi ma mot hé thdng xi Iy, khong nhat thiét la tir trong ngdn ngir hoc.
Tokenizer c6 thé dung tt, ky tu, byte hoac subword (manh dudi tir). Cing mot cau sé co

sO token khac nhau duéi cac tokenizer khac nhau.

Ky hiéu t1, ..., tr chi chudi token c6 do dai L; mdi token dugce tra thanh mot ID nguyén
trong tu vung V. ID la dia chi trong bang, khong phai mirc d6 hay dé: token ID 100 khong
“l6n nghia” hon ID 20.
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"hoc sinh hoc may”

I(ywhoc__,31nh__,hoc__,may
16 token : :
am tiet hoc sinh hoc may
4 token : :
t hoc_sinh  hoc_may
2 token : .
subword hoc ##sinh hoc  ##may
4 token : :

cling mot cau, sé token tly don vi tokenizer chon

Cung mot cau tach theo ky ty, am tiét, tir hay subword cho s6 token khac
nhau.

Ta chudn héa Unicode vé NFC tru6ce khi dém. Hai chudi trong giong hét nhau co6 thé
khac nhau ¢ mirc ma: chir “9” c6 thé la mot ky tu dung san, hoac chir “o” theo sau la dau
ning két hgp U+0323. NFC gbp cach viét thir hai vé cach thit nhat va van gitr dau; tu x6a

M7« LN

dau sé lam “ma” “ma”, “ma” mat khac biét.

Viét thuong ciing 1a mot lya chon theo nhiém vu: phu hgp véi baseline nhan xét & day,
nhung c6 thé lam mat thong tin tén riéng trong NER & bai 6.3.

Budc cat van ban thanh token goi 1a tach token (tokenization); ddu cau thudng thanh

token riéng. B6i “ko” thanh “khong”, “dc” thanh “dugc”, hay dua “Ha Noi” va “ha noi” ve
cung mot dang, la chuin hoa van ban. Ti€ng Trung, ti€ng Nhat khong cé khoang trang
gitta cac ti nén tach con kho hon; véi tiéng Viét, chudi nhu “hoc sinh hoc sinh hoc” ¢6

nhiéu cach ghép am tiét thanh tir, phai dua vao ngir canh.

g6 sén h 0 c NFC gop lai
van gilr dau
0x68 Oxlecd 0x63
dau rai h o) o c
0x68 Ox6f 0x323 0x63

Hai chudi cung hién la “hoc” nhung khac s6 ky tu; NFC dua vé mot dang.

Python
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import unicodedata

import numpy as np

def normalize_text(text):
text = unicodedata.normalize("NFC", text)

return " ".join(text.lower().split())

sentence = "Hoc sinh hoc may"
print(normalize_text(sentence).split())
nfc = unicodedata.normalize("NFC", "ho\u0323c")

print(nfc == "hoc")

KET QUA
['"hoc', 'sinh', 'hoc', 'may'l]

True

Dong dau la bon am tiét cit theo khoang trang, chua phai két qua tach tir. Dong thir hai

cho thiy chit “0” cdng dau nang rdi, sau NFC, trang véi “hoc” g6 san. Vi model

pretrained, phai dung ding tokenizer va quy trinh chudn héa di kém model. Chang han,

PhoBERT nhén van ban da tach tr, cac am tiét trong mot tir ndi bang ddu gach dudi
(hoc_sinh); cac model da ngoén ngtr nhu mBERT hay XLM-R nhén van ban thé va tu cit

subword.

HOI NHANH

"hoc sinh".split() tra vé hai manh. Tu do ta rat ra duge diéu gi?
A Trong tiéng Viét, gitta hai khoang trang ludn 13 dung mét tu
8 Day la hai am tiét, con theo ngit canh cé thé chung la mot tu
¢ Phaibo dau trudc, réi méi ghép dudc thanh mét tu

D Model ndo ciing can néi cac am tiét bang dau _
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HOI NHANH
Chudi b in ra trong nhu “hoc”, nhung b == "hoc" lai 1a False, va [hex(ord(ch)) for
ch in bl cho ['0x68', 'Ox6f', '0x323', '0x63']. Truéc khi dém token, nén xi

1y thé nao?
A DA&u nang dang tach rdi khoi chir “0", nén chuan héa NFC
B Ky tu 0x323 la rac, nén xd6a moi ky tu khong phai chi cai
C  Chubi bj 16i m& héa, nén bd dau ca hai chudi réi so

D Hai chudi khac chit hoa thudng, nén goi lower () réi so lai

Subword: tir la dugc ghép tu nhitng manh quen

Mot tir vung chra moi tén riéng, tir méi va 16i go sé rat 16n. Chi dung ky tu thi tu vung
nhd, nhung chudi dai. Subword dung hoa hai diéu: gitr cac manh thudng gip thanh
token, chia nhiing tw it gdp thanh nhiéu manh.

BPE (byte-pair encoding) bat dau tir cac ky tu, dém cap token ké nhau trén train, gop
cdp ¢6 tan sudt cao nhat thanh mot token méi, roi lap lai cho dén khi tir vung di kich

thuge. Tan sudt tinh c6 trong s theo sd lan tur xuét hién.

Dbé nhin thuit toan ma khong vuéng dau, dung ba tir ti€ng Anh do ta tu tao corpus: Low
xuat hién 3 lan, Lower 2 1an, new 11an. Cap 1,0 va o,w déu c6 5 lan. Ta quy dinh pha hoa

theo thir tu tur dién, vi vay bude dau gop 1, o.

Tokenizer ctia GPT-2 chay cung thuat toan trén byte UTF-8 thay vi ky tu (byte-level
BPE): 256 gia tri byte la tir vung gdc, nén chudi nao cling ma hoa dugc ma khong can

token unknown.

Python

from collections import Counter
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word_counts = {"low": 3, "lower": 2, "new": 1}
pieces = {word: list(word) for word in word_counts}
pair_counts = Counter()
for word, tokens in pieces.items():

for left, right in zip(tokens, tokens[1:]):

pair_counts[(left, right)] += word_counts[word]

best_pair = sorted(pair_counts, key=lambda pair: (-pair_counts[pair], pair))[0]

def merge_pair(tokens, pair):
merged = []
i=0
while i < len(tokens):
if i + 1 < len(tokens) and (tokens[i], tokens[i + 1]) == pair:
merged.append(tokens[i] + tokens[i + 1])
1+=2
else:
merged.append(tokens[i])
i+=1

return merged

print(best_pair, pair_counts[best_pair])
for word in word_counts:

print(word, merge_pair(pieces[word], best_pair))

KET QUA

(I‘LI, |0|) 5

Tow ['lo', 'w']

lower ['lo', 'w', 'e', 'r']
new [|n|, |e|, IW‘]

Dai chi€u con s6 5 bing tay: ca low va lower chiia 1,0, nén 3 + 2 = 5. Néu dém mdi loai
ti mét 1an, cip nay chi con 2 va thir tu gdp cé thé ddi: tir phd bién mat uu thé. Mdi bude
gop thém mot token vao tir vung va mot luat vao danh sach. Khi ma hoéa cau méi,
tokenizer ap cac luat da hoc theo dang thir ty; validation va test chi dugc ma hoéa, khong
duoc hoc thém luat.
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HOI NHANH
Sau budc gop 1,0, corpus gom Lo w31an,lo w e r21lan,van e w1lan. Bu6c BPE
tht hai gdp cap nao?

A 1lo,w, xuat hién 5 1an
B o,w, Xuat hién 5 lan
C w,e, xuat hién 2 1an

D e,r, xuathién 2 1an

ky tu gop 1,0 (514an) go6p lo,w (5 1an)
low x 3 1 0 W 1o w Tow
lower x 2 1 0 w e I 1o w e I low e r
new x 1 n e W n e W n e W

tan suat c6 trong s6: 1,0 c6 trong low (3) va lower (2), cdng 5

BPE gdp dan cdp hay gap nhat: 1,0 réi lo,w, nén “low” thanh mét token.

Slinh) DyEm Dok ez 0mR)m (si[nh] [1/[uy)(e](n] (to][kl[en{i(z [a] tion] [va] [o][v]ler[f]i [t
o) Ve WH i Ing] [ir)(ule)le) () in)] [olfa)f] [ )i ()fo)fai] [

tU vung 149 manh (chi co6 ky tu): cau thanh 51 token tu vung 300 manh: cau thanh 33 token
[ ] [tokeni][zation] @ [Iuyén] [tokenization] [overfitting] [trudc]
w BE [ 0
tU vung 1200 manh: cau thanh 17 token tU vung 4000 manh: cau thanh 11 token

BPE hoc trén 16i gidng cta giao trinh: tir vung cang 16n, cau cang it token.
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WordPiece, tokenizer ctia BERT, cling hoc mdt tir vung subword nhung khac BPE & hai

cho:

 Khi hoc, n6 khéng chon cap xuit hién nhiéu nhat ma chon cap cé diém %)a—;’(%) cao
nhit (f la tan suit), tic uu tién hai manh hi€m khi ding riéng.

o Khi ma hoéa, n6 chi dung tir vung cudi, khong dung luit gop: 1dy manh dai nhit co
trong tur vung khép dau tir, roi 1ap lai véi phan con lai. Tién t6 ## danh ddu manh noi
ti€p. Néu dén mot chd khong manh nao khép, ca tir thanh [UNK].

Cung mot tir c6 thé bi hai tokenizer cat khac nhau, nén v6i model pretrained, in token

that do tokenizer cia model tra vé thay vi doan tir tén model.

Gap tir hi€ém, tokenizer subword khong bo di ma tach thanh nhiéu méanh quen; dau ##
ctia WordPiece danh ddu manh ndi ti€p phan trudc ctia cing mot tir, nhu play + ##ing.

BPE miic byte khéng bao gid can [UNK], vi chudi nao cling la mot day byte;

Tokenization giai thich vai 16i la cia m6 hinh ngén ngit. Model thay “strawberry” 1a vai
manh chir khong thay ting chit cai, nén dém chir r dé sai; sd dai bi ¢t thanh nhiing
manh khong theo hang don vi, nén cong s6 dai khé. Tokenizer hoc chl1 yéu trén ti€ng
Anh tach tiéng Viét vun hon: cung mot ndi dung c6 thé tdn gip doi s6 token, tirc gap doi

chi phi va ché trong ngi canh.
HOI NHANH
Tu vung WordPiece chi c6 un, una, ##able va [UNK]. Ma héa tir unable thi dugc gi?
A un, ##able
B una, ##ble
C una, ##b, ##le

D [UNK]
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tivung un una ##able  [UNK]

unable una + ble ? #itble, ##bl, ##b déu khéng co

> [UNK] tham lam 14y manh dai nhat, khédng quay lui thti un + ##able

WordPiece 1dy manh dai nhat trudc; phan con lai khong khép nén ca tir thanh
UNK.

T chudi token dén TF-IDF

Baseline c¢6 dién khéng can subword: ta d€m am tiét hodc cum am tiét xuat hién trong
nhan xét. Bag-of-words dat méi muc tir thanh mot cot; moi cau thanh mot hang. N6 gi
tan suit nhung bé vi tri. Vi thé “An giap Binh” va “Binh gitp An” c6 cung vector unigram.
Bigram (hai token lién nhau) khoi phuc mdt phan thir ty, nhung van khong biéu dién toan

b0 ciu tric cau.

TF-IDF giam trong s6 ctia nhitng muc xudt hién & qua nhiéu cau. V6i cdu hinh méc dinh
lam tron IDF cta scikit-learn, néu cé n cau train va muc j xuat hién trong df;; cau, ta

dung

J

Trudce chudn hoa, dic trung la s6 1an xudt hién nhan IDF. Sau d6, mac dinh méi hang
dugc chuén hoa c6 do dai L2 bang 1 néu khac vector 0. Tt 1ap nhiéu duge nhan manh
trong cau, tir qua phd bién dugce giam tuong ddi. Khong cé “hiéu nghia” nao tu xuat hién
tr cong thirc nay: hai tir dong nghia khac chi van & hai cét.

Vai thuét ngtr di kém:

» Kho van ban dung lam dir liéu goi la corpus; mai tai liéu thanh mot vector, nén 12 tai

liéu cho 12 vector.
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« Nhiing tir rat phd bién nhu “la”, “va”, “cia” goi la tir ding (stopword); bd ching thu
nho tir vung va b6t nhiéu, nhung phai can thin véi tit mang nghia nhu “khong”

O dang g6c khong 1am tron, tf 13 s6 1an xuat hién chia d6 dai van ban va idf = log(N/ df):
“meo” xuat hién 3 lan trong bai 150 tir cé tf 0.02; “va” c6 mat trong ca 1000 van ban co6 idf
log 1 = 0 nén TF-IDF bang 0. Ldy nhiing muc c¢6 TF-IDF cao nhit ctia mot bai cling 1a
cach don gian dé trich tir khoa.

HOI NHANH
Sau TF-IDF c6 chuan hoa L2 mac dinh, nhin xét “hay” va nhin xét “hay hay hay”

cho ra hai vector thé nao?
A Vector thi hai gap ba 1an vector thi nhat
B Hai vector bang nhau
¢ Vector thit hai gap /3 1an vector thi nhat

D Hai vector khac nhau, vi IDF tinh theo sé Ian 1&p trong cau

"bai hoc hay” NFC, viét thusng TF-IDF logistic
69 cot p(tich cuc)

——— o o o o

vocabulary va IDF chi fit trén 12 cau train

validation chi transform; tU chua gap nhu “khéng” bi bé

Chuén hoa van ban, TF-IDF fit trén train, roi logistic regression.

V6i phan loai nhi phan, logistic regression cho diém z = w ' x + b, r6i xac suat p =
1/(1 + e *). O day nhan 113 nhan xét tich cuc va nhan 0 1a nhan xét tiéu cyc. Thu vién
hoc w, b bing loss phan loai va regularization. Ta da hoc logistic regression & chuong 2;

diém mai 1a x dugce rat tir van ban.
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Mot baseline c6 dién khac la Naive Bayes da thic (multinomial). N6 gia dinh cac token

doéc 1ap v6i nhau khi da biét nhan, nén xac suat ctia ca cau la tich xac sut timg token:

Ci, +
log P(y | x) =log P(y) + Y z;jlogP(j|y)+const, P(j|y) = .~ :
zj: ’ Zk Cry +a|V|

O day z; 1a s6 1an muc j co trong cu, c¢;, 12 téng s6 1an muc j xuat hién trong cac cau
train nhan y, con a (thudéng bang 1, goi la lam tron Laplace) gitr cho muc chua gap ¢ mot
16p khong c¢6 xac sudt 0: tir “trang thuéng” chua ting cé trong 100 tir ctia cac thu
thudng, tu vung 50 muc, ¢ xac suét (0 + 1)/(100 4+ 50) = 1/150 trong 16p dy. Hoc chi la

dém, nén Naive Bayes chay rat nhanh va thuong manh khi it dir liéu.

Gia dinh ddc 1ap sai v6i van ban: “theo” gan nhu luon di cting “d6i”, nén ciing mot bang
chiing bi cong hai lan va xac suat bi ddy vé gan 0 hodc 1. Hiéu log-xac sudt ctia hai 16p 1a
téng co6 trong so clia cac z;, nén Naive Bayes ciling 1a mot bo phan loai tuyén tinh trén

vector dém.

Tinh tht TF-IDF va logistic regression trén mot train c6 ba cau: “hay dé”, “hay rd”, “kho”
Muc “hay” xuit hién trong hai cau nén IDF bang log(4/3) + 1 ~ 1.288; “dé” xuat hién
trong mdt cau nén bang log(4/2) + 1 ~ 1.693. Vector chua chuén héa ctia “hay dé” trén
hai ¢4t nay 1a (1.288,1.693). b6 dai ctia n6 xap xi 2.127, nén sau chuan hoa la
(0.605,0.796). Tich vd huéng v6i trong s6 gid dinh (1, —1) va bias 0 cho z ~ —0.191, tic
p ~ 0.452. Trong s6 (1, —1) dugc chon dé luyén tinh, khong 1ay tir baseline.

Python

raw = np.array([np.log(4 / 3) + 1, np.log(4 / 2) + 11)
unit = raw / np.linalg.norm(raw)

z_hand = unit @ np.array([1.0, -1.0]1)

print("idf:", raw.round(3))

print("tfidf:", unit.round(3))

print("p:", round(1 / (1 + np.exp(-z_hand)), 3))

KET QUA

idf: [1.288 1.693]
tfidf: [0.605 0.796]
p: 0.452
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Code cho dang ba s6 da tinh tay. Néu “hay” c6 mat & ca ba cau, IDF ctia n6 1a log(4/4) +

1 = 1: muc pho bién chi bi giam tuong doi, khong bi xda khdi biéu dién.

HOI NHANH

Gitr IDF nhu trén, trong so gia dinh la (1, —1) va bias bang 0. Cau “hay hay dé” cho p

xap xi bao nhiéu?

A

B

c

D

0.452,

0.707

0.571

0.500,

giéng cau “"hay dé&"

vi chuén hoa xoa hiéu tng I&p

Dung baseline trén dit li€u nhd

Poan mot nhén xét la khen hay ché goi 1a phan tich cadm xtc (sentiment analysis); x€p

cau “cho minh dat ban 4 ngudi lic 7 gig” vao nhom “dat cho” 1a phan loai y dinh. Ca hai

déu la phan loai van ban. Ta tu viét 12 cau train va 6 cau validation, khong tai dir liéu.

Sau cau di d€ soi tung 16i nhung qua it d€ so hai model: mdi cau déi accuracy 1/6 ~

0.167. Validation c6 y chita hai cau phia dinh dé tim gi6i han ctia bi€u dién. Cac cau cung

nhan khong dugc méc dinh 1a doc 14p néu chiing la ban sao hodc cung mot ngudi viét.

Python

from
from
from

from

sklearn
sklearn
sklearn

sklearn

train_texts

.pipeline import Pipeline
.feature_extraction.text import TfidfVectorizer
.linear_model import LogisticRegression

.metrics import accuracy_score, fl_score, confusion_matrix

= [
"bai hoc hay dé& hiéu", "ndi dung rd rang bs ich",
"bai gidng t6t dé theo ddi", "vi dy hay hiu ich",

"khéa hoc tho vi", "10i gidi rd rang",
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"bai hoc khé hiéu nham chan", "ndi dung kém roi",
"bai gidng té khé theo doi", "vi dy sai voé ich",
"khéa hoc nham chan", "10i gidi rdi sai",

]

train_labels = np.array([1] * 6 + [0] * 6)

valid_texts = [
"bai hoc hay", "l10i gidi sai", "bai gidng khdng hay",
"vi du ré rang", "ndi dung rdi", "khéa hoc khéng té",

]

valid_labels = np.array([1, 0, 0, 1, 0, 1])

baseline = Pipeline([
("tfidf", TfidfVectorizer(preprocessor=normalize_text, ngram_range=(1, 2))),
("classifier", LogisticRegression(C=4.0, random_state=0, max_iter=1000)),
D
baseline.fit(train_texts, train_labels)
valid_pred = baseline.predict(valid_texts)
print("shape train:", baseline["tfidf"].transform(train_texts).shape)
print("accuracy:", f"{accuracy_score(valid_labels, valid_pred):.3f}")
print("macro-F1:", f"{fl_score(valid_labels, valid_pred, average='macro'):.3f}")

print(confusion_matrix(valid_labels, valid_pred, labels=[0, 1]))

KET QUA

shape train: (12, 69)
accuracy: 0.667
macro-F1l: 0.667

[[2 1]

[1 2]]

Shape (12, 69) nghia la 12 cau train va 69 muc: 31 am ti€t cung 38 bigram da gap trong
train. Confusion matrix c6 hang la nhan that, cot la nhan doan, theo tha tuy [0, 1].Hai 6

dudng chéo 1a s6 cau dung, hai 6 con lai chi huéng nham.

Accuracy dém téng s dung chia 6; macro-F11ay trung binh F1 cta hai 16p dé méi 16p cod

vai tro ngang nhau. Trén di liéu 1éch 16p, accuracy cao van cé thé che mét 16p bi bo qua.
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that 0 2 1 "bai giang khong hay”
that 1 1 2 | "khoa hoc khong t&”

accuracy 4/6 = 0.667, macro-F10.667

Hai cau doan sai déu chtra “khong”.

Trong Pipeline, TF-IDF dugc fit trén train, r6i dung cung vocabulary va IDF khi goi
predict(valid_texts). Ta khong goi fit_transform riéng trén validation: thi tu cot co
thé ddi va thong ké ciia validation sé 1ot vao thi nghiém. C6 cudc thi cho phép fit
vectorizer trén ca van ban test khong nhan; khi luit cho phép, cach lam ay phai ap dung

nhu nhau cho moi thi nghiém dé cac diém con so dugce véi nhau.

HOI NHANH
Ta muon chay 5-fold cross-validation cho baseline trén ca 18 cau c6 nhan. Lam

cach nao thi diém méi tin duoc?
A Fit TfidfVectorizer trén ca 18 cau, roi CV logistic trén ma tran
B Fit TfidfVectorizer riéng trén phan validation cua tiing fold
¢ Gill vectorizer da fit trén 12 cau train, chi CV phan logistic

D Bua ca Pipeline cung van ban thé vao cross_val_score

Poc cau sai truée khi tang do phirc tap

Ta can xem tung nhan xét, thay vi chi nhin mét diém téng. Cot xac suat dudi day 1a xac

suat model gan cho nhan 1, khéng phai xac suat rang model “hiéu cau”
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Python

positive_index = list(baseline["classifier"].classes_).index(1)

positive_prob

= baseline.predict_proba(valid_texts)[:, positive_index]

for text, true, pred, prob in zip(valid_texts, valid_labels, valid_pred, positive_prob):
print(f"that={true} doan={pred} pl={prob:.3f} | {text}")

print("'khéng' cé trong vocabulary:", "khong" in baseline["tfidf"].vocabulary_)

KET QUA

that=1 doan=1
that=0 doan=0
that=0 doan=1
that=1 doan=1
that=0 dodn=0
that=1 doan=0

pl=0.
pl=0.
pl=0.
pl=0.
pl=0.
pl=0.

651
407
597
760
370
448

bai hoc hay

101 giadi sai

bai giadng khong hay
vi dy rd rang

ndi dung réi

khéa hoc khoéng té

'khong' coé trong vocabulary: False

Hai cdu chira “khong” can dugce xem xét. Tir nay khong c6 trén train nén bi bo trong biéu

dién; khéng hay khong thé dugc nhan dién bang bigram da hoc. Model con nhin thay

“hay” hodc “t€” roi suy ra huéng ngugc véi nghia ca cau. Baseline da c6 bigram, nhung

mot bigram chi thanh c6t khi da xuit hién trong train. N6i chung, tir chua gap 6 train

khong c6 cot nén TF-IDF bd qua no khi transform.

Danh sach stopword chira “khong” con té hon: “phim khong hay” thanh “phim hay”, d6i

han nghia. Nhitng cadu mia mai nhu “giao hang nhanh ghé, dting 3 tuan la t6i” can model

doc dugc nglr canh nhu & bai 6.3.

bai giang khéng hay{ ) 0.597

vai noc oy

IGi giai sai 0.407 tich cuc that

tiéu cuc that

vién: sai

v 10 rano

ndi dung roi 0.370

khoa hoc khéng t& ] 0.448

0 1
p(tich cuc)

Hai cau sai chira “khong”, tir chua c6 trong vocabulary.
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Liéu mot bd phan loai khac c6 clru duge? Gitt nguyén dit liéu, thay logistic regression

bing Naive Bayes trén vector dém:

Python

from sklearn.feature_extraction.text import CountVectorizer

from sklearn.naive_bayes import MultinomialNB

naive_bayes = Pipeline([
("count", CountVectorizer(preprocessor=normalize_text, ngram_range=(1, 2))),
("classifier", MultinomialNB(alpha=1.0)),

D

naive_bayes.fit(train_texts, train_labels)

print("NB doan:", naive_bayes.predict(valid_texts))

print("that: ", valid_labels)

KET QUA

NB doadn: [1 0 11 6 0]
that: [1006101]

Naive Bayes sai ding hai cau c6 “khong”™ hai bo phan loai khac nhau, mot doc TF-IDF,
mot doc vector d€m, nhung cting mot vocabulary da méat ti pht dinh, nén nham nhu
nhau. Cach céi thién bt dau tir biéu dién va di liéu: thém cau phu dinh da da dang vao
train, danh gia trén ngudi viét hoac chit dé chua thay, réi méi can nhiac model ngit canh
6 bai 6.3.

I
.
=
S nham chén
P b
P ko
v
rang
ré
ré rang
dé
hay
< kéo Vé tiéu cuc kéo vé tich cuc -

Cac tir ¢6 trong s6 16n nhat déu la tir khen, ché truc ti€p; khong co ¢ot nao
cho “khong”.
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HOI NHANH
Ca logistic regression lan Naive Bayes déu doan ngugc hai cau c6 chir “khdng”

Budc ti€p theo nao nhdm dung nguyén nhan?
Thu thém mot classifier manh hon, nhu gradient boosting
Ha threshold dé cac cau pha dinh rai vé 16p 0
In ra cac feature coOn lai cuia cau sau transform

Tang C dé model chu y han téi cac ti hiém

Khi di thi
Dung TF-IDF cung logistic regression truéc: vai gidy trén CPU la c6 moc va mot file
nop hop I€.

Chia validation giong cach tao test, theo ngudi viét hay theo thdi gian néu can; loai

ban trung trudc khi chia.

V6i model pretrained, d€m do dai bang dung tokenizer ctia n6 truée khi chon

max_length.

Tom tat
Token la don vi clia tokenizer; ti€ng Viét c6 khoang trang gilra am ti€t nén phai kiém
ranh gidi tu.
BPE hoc luat gop theo tan sudt c6 trong sé va ap lai dang thir tu; WordPiece ma hoa
tham lam biang manh dai nhat, khong khép thi [UNK].
TF-IDF la biéu dién twr vung; logistic regression va Naive Bayes la bd phan loai tuyén

tinh doc no; ca pipeline fit trén train.
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biém tong di cung cau sai va confusion matrix; hai model cung sai mot cau thi xem
bi€u dién va dir liéu trude khi d6i model. Phii dinh, tirla va ban trang la nhiing phép

thir can co.

Kiém tra cuoi bai

CAU1

Binh Iuan san pham cé nhiéu tén hang mai va 16i go nhu “deppp”. Tokenizer theo ti
da ¢6 300 nghin muc ma test van day tir la. Chuyén sang subword nhu BPE hay
WordPiece thi dugc lgi chinh & dau?

Chay nhanh han, vi chudi subword luédn ngan han chudi tu
Cai dat don gian han, vi khdng phai hoc tu vung trén train
Khoéng co Igi véi tiéng Viét, vi subword chi hoc dudc trén tiéng Anh

TU la dugc ghép ti manh quen, tif vung nho, ti cung géc dung chung manh

PHONG THEO ) NOAI 2026 Singapore - Vong sd loai - Cau 235
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CAU 2

Dé gi6i han moi binh luédn 128 token, dé€m theo tokenizer ctia model cho san. Dém
bing split() thi binh luin dai nhat ¢6 110 am tiét. Binh luin dy c6 vira gidi han
khong?

Chéc chan vua, vi mbi am tiét |a dung mot token
Chéc chan vua, vi tokenizer gdp am tiét nén token it hon
Chua biét, phai dém bang chinh tokenizer cua model

Chéc chén tran, vi méi ky tu la mot token

PHONG THEO ) NOAI 2026 Singapore - Vong sd loai - Cau 227

CAu 3

Corpus la list tir ["bun"]%5 + ["sun", "sing", "king", "ring"]. MOt ban dém
cac cap ky tu ké nhau trong vong for word in set(corpus), va pha hoa theo thir tu
tur dién. Bude gdp BPE dau tién ding rala gi, va code nay gop gi?

Pungrala i,n véi 3 1an, code gop u,n véi 2 lan
Pung ra 13 u,n v6i 6 1an, code gdp i,n véi 3 lan
Ca hai déu gop u, n, chi khac s6 dém

Ca hai déu gop i, n, chi khac s6 dém

PHONG THEO ) USA-NA-AIO 2026 - Vong 1- Part 51-5.2
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CAu 4

bay 1a ham ma héa cau cho mdt model sinh van ban.

tokens = [BOS] + [vocab.get(w, UNK) for w in text.split()] + [EOS]
if len(tokens) < max_len:

tokens += [PAD] * (max_len - len(tokens))
else:

tokens = tokens[:max_len]
Vé6imax_len = 8 va mot cau 9 tu, 16i nghiém trong nhat la gi?
PAD mang ID O, nén loss tinh ca cac vi tri dém
Tokenizer theo tif lam vocabulary qua I8n, phai déi sang BPE
BOS chiém mot chd, nén cau ngén bi pad thiéu

Chubi bi cat chi con B0S va 7 t, mat han E0S

PHONG THEO ) NOAI 2026 Singapore - Chung két - Cau 19

CAUS5
Mot déi loc tin nhan rac bing Naive Bayes trén bag-of-words. Hai tir “khuyén” va
“mai” gan nhu ludn di cung nhau, nhung mé hinh tinh chiing nhu hai béng chiing
doc lap. Hé qua la gi?

Phép tinh gon, xac suat ra qua tu tin, nhung nhan thudng van dung

Khéng cé hé qua gi, vi gia dinh ddc 1ap luén dung khi da tach ti can than

Khéng co hé qua gi, vi Naive Bayes tu hoc tuong tac gitta cac tu

Mé hinh khéng can train, chi can danh sach ti rac cho sén

PHONG THEO ) NOAI 2026 Singapore - Vong sd loai - Cau 169
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CAu 6
Vectorizer fit trén train c6 ba cdt [dd, hay, tél. Mot vectorizer khac fit riéng trén
validation cho [d&, hay, 6n]. Shape déu ding ba cot. Vi sao khong dua ma trin

validation nay vao classifier ct dugc?
Vi TF-IDF fit trén validation khéng chuta dugc gia tri O
Vi cot thif ba da déi nghia, du shape van bang nhau
Vi classifier nhi phan chi nhan dung mét c6t dac trung

Vi s6 cau validation phai bang s6 cau train

CAu 7
Validation c6 nhiéu 16i go nhu “hayyy”, “haay”, khong c6 trong vocabulary tir cia
train. Nén thir d6i bi€éu dién theo huéng nao trude?

Dung char n-gram, vi du analyzer="char_wbh"

Tang ngram_range theo tif 1&n (1, 3) dé cé thém cét

Giam € dé model bét tin vao ti chua gap

B& dau toan bd van ban dé gop cac bién thé lai
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CAuU 8
LGp can tim la nhéan xét ché, nhan 0, chiém 20% validation. Ddi bao

f1_score(y_true, y_pred) bang 0.93. Con s6 nay do gi?
F1 cla I8p ché, dung thi can bao
F1 cla 18p khen, vén 13 I16p dusng mac dinh
Trung binh F1 cta hai I&p, nhu macro-F1

Accuracy, vi hai nhan déu la s6 nguyén

CAU 9
Mbi hoc sinh viét khoang 20 nhan xét véi van phong riéng. Split ngau nhién cho
macro-F1 0.91, con 6roupKFold theo hoc sinh cho 0.74. Test 1a nhin xét cia mot

khoa hoc sinh méi. Nén bao va chon model theo s6 nao?
0.74, vi test 13 nhitng ngugi viét chua tiing thay
0.825, trung binh hai cach dé bét léch
0.91, vi split ngdu nhién c6 nhiéu di liéu train hon

0.91, rdi trir di mot khoang an toan c¢é dinh

Al Canuc80k - Bai 6.1 - Tokenization va text classification 21/22



CAuU 10
Cau validation “qua dinh ludn” ¢6 moi tir nim ngoai vocabulary TF-IDF. Logistic

regression da hoc cé bias b = —0.2. Model tra vé xac suat 16p 1 bing bao nhiéu?
A 0.500, vi khdng cé théng tin nén chia déu
8 0.000, vi vector rdng khéng thudc I16p nao
¢t Khoang 0.450

D Khéng cé, vi code bdo 16i khi chudn hoa vector 0

Poc thém
 Jurafsky, Martin — Speech and Language Processing, Words and Tokens va Text Classification.
Dboc dé ndi token véi dac trung va nhiém vu phan loai.

 Sennrich va cdng su — Neural Machine Translation of Rare Words with Subword Units. Nguon

goc ung dung BPE cho tir hi€ém trong NLP.
» Hugging Face — BPE, WordPiece. Xem su khac nhau gitta hoc vocabulary va ma héa cau méi.

 scikit-learn — Text feature extraction. Kiém chinh xac IDF, chuin hoa va token_pattern cta

thu vién.

 VinAI — PhoBERT. Doc yéu cau tach tu ti€ng Viét truée khi diing tokenizer nay.
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https://web.stanford.edu/~jurafsky/slp3/2.pdf
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https://aclanthology.org/P16-1162/
https://huggingface.co/learn/llm-course/en/chapter6/5
https://huggingface.co/learn/llm-course/en/chapter6/6
https://scikit-learn.org/stable/modules/feature_extraction.html#text-feature-extraction
https://github.com/VinAIResearch/PhoBERT

