Self-supervised va CLIP

Trac nghiém ¢J Thuc hanh G Chay trén Kaggle Y PDF bai

Gan nhan anh ton cong, nhung anh chua c¢6 nhan van dung dé hoc dugc. Self-
supervised learning tu tao bai tip tir dit liéu: hai ban cat, xoay khac nhau ctia
cung mdt anh phai cho vector gan nhau. CLIP hoc tir &nh kém chu thich trén
Internet: &nh va cha thich ctia n6 phéi cho vector gan nhau. Két qua la &nh va

cau chir nam trong ciing mot khéng gian vector, nén ¢6 thé tim anh bing mot

cau md ta bat ky ma khong can huan luyén lai.

MUC TIEU

Hiéu self-supervised learning hoc tir dau khi khong ¢6 nhan.
Tinh contrastive loss (InfoNCE); hi€u temperature.
Huan luyén encoder khong dung nhan roéi danh gia bang linear probe.

Tim anh bang cau chit v6i CLIP; do bang recall@k.

Khong c¢6 nhan 16p van ¢6 mot nhiém vu d€ hoc

Self-supervised learning tao muc tiéu tu ciu tric cta chinh di liéu. Ta c6 thé che mot
phan input réi bit model doan lai phan bi che (BERT & Chuong 6 hoc theo cach nay),
xoay anh mot goc rdi bat model doan goc, hodc lam hai phién ban ctia cing mét anh roi
bit biéu dién ctia chiing gan nhau. Nhiém vu nhu vay goi la pretext task: ban than no6
khong phai muc tiéu cudi, nhung mudn lam tot thi model phai hoc dugce dac trung dung

duoc cho viéc khac.

“Khéng c¢6 nhan” chi c6 nghia la khong c6 nhan do ngudi gan cho tiing mau; ta van thiét

ké muc tiéu, gia dinh va cach danh gia.
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https://www.kaggle.com/code/quangluduy/ai-canuc80k-5-7-clip-image-search
http://127.0.0.1:56872/giao_trinh/pdf/bai-5.7.pdf

HOI NHANH
Mot déi mudn tin dung 800 anh khong nhan bang pretext task “doan xem anh da
bi xoay 0°, 90°, 180° hay 270°". B6 anh la cac hinh hoc von dugc vé & goc xoay ngau

nhién. Pretext task nay c6 hgp khong?
A Hop, vi nhan géc xoay dudc tao mién phi tu dif liéu
8 Khéng hap, vi anh géc khéng cé hudng chuan dé so
¢ Hdp, néu train du Iau dé doan dung moi goc

D Khéng hap, vi pretext task nao cling can nhan ngudi

Contrastive learning (hoc tuong phan) chon cach thir ba. Ta tao cap positive (cdp phu
hgp) va coi cac cap con lai trong batch la negative. SimCLR 14y mét anh, ap hai phép
augmentation ngau nhién (cit, xoay, d6i mau...) dé c6 hai ban (view), réi yéu cau encoder

nhén ra hai view ay thudc cing mot anh gitra nhiéu anh khac.

Gia dinh ngam la augmentation giir lai ndi dung quan trong. Mot crop chi c6 nén trong
va mot crop chtta mit ngudi chua chic ¢6 chung ndi dung; ép ching gan nhau la day

model mot diéu sai.

positive

positive: hai view cua mét anh

crop, xoay, déi mau, 1at, déi sang

negative: view cua anh khac
trong cung batch

Hai view clia cung mot nh la cdp positive; anh khac trong batch la negative.
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https://arxiv.org/abs/2002.05709

Negative la bat budc. Néu chi kéo hai view lai gan nhau, encoder c6 mét 16i giai luoi: tra
vé cling mot vector cho moi anh. Khi d6 moi cdp déu gan tuyét dai, loss dat cuc tiéu, con
bi€u dién khong phan biét dugc gi. Hién tugng nay goi la sup do (collapse). Negative
budc cac anh khac nhau phai tach ra; cac phuong phap bé negative nhu BYOL hay

SimSiam phai dung meo kién trac khac dé tranh collapse.

HOI NHANH
Mot doi bo negative, chi minimize — cos(z, z5) gita hai view clia cuing mot anh.

Sau vai epoch, loss bang ding —1 trén moi batch. Chuyén gi dang xay ra?
A Encoder da hoc xong, c6 thé diing va dung ngay
B Learning rate qua I&n lam loss ket & cuc tri
¢ Hai view qua giébng nhau, can augmentation manh hon

D Nhiéu kha nang encoder tra vé mét vector cho moi anh

CLIP ap cung co ché€ cho cdp anh-van ban: mot encoder cho dnh, mdt encoder cho chf,
hoc d€ m6i anh gan caption di kém né hon cac caption khac trong batch. Caption do
nguoi viét, nén CLIP hoc tir mot dang giam sat yéu bang ngén ngit tu nhién chit khong
phai “khong c6 thong tin nhan”. Pi€ém chung véi SimCLR 1a cach hoc: ghép cap trong

batch va so v6i moi cap con lai.

Vector gan nhau theo tiéu chuan nao?

Encoder anh f(x) va encoder chit g(¢) tao vector cung chiéu D. Ta chuian héa moi

vector vé do dai 1 dé dot product trd thanh cosine similarity:
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https://arxiv.org/abs/2103.00020

Cosine do huéng, khong do do dai. Vector 0 khéng c6 huéng; code can xir Iy hodc bao 16i
thay vi chia cho 0. Cung s& chiéu chua du dé€ so: nhu bai 4.5 da nhian manh, hai encoder

phai dugc hoc chung thi cac truc méi c6 nghia tuong thich.

Vi du: &nh ¢6 vector (1,0), mo ta cé vector (0.9,0.1). Bo dai mo ta 1a 1/0.82, cosine
0.9/4/0.82 = 0.9939. M6 ta (0, 1) c6 cosine 0. Ta dung ba cap vector hai chiéu, anh ¢ di

v6i mo ta i, dé tip trung vao cach ghép va x€p hang.

Python

import numpy as np

def normalize_rows(vectors):
lengths = np.linalg.norm(vectors, axis=1, keepdims=True)
assert np.all(lengths > 0)

return vectors / lengths

image_vectors = normalize_rows(np.array([[1., 0.1,
[o., 1.1,
[-1., 6.11))
text_vectors = normalize_rows(np.array([[0.9, 0.1],
[0.1, 0.91,
[-0.9, 0.1]1D))
similarities = image_vectors @ text_vectors.T
print(similarities.round(4))
print("best text for each image:", similarities.argmax(axis=1).tolist())

print("best image for text 1:", int(similarities[:, 1].argmax()))

DPoc theo hang dé€ tim chit cho dnh, theo cdt dé€ tim anh cho chit. Ba cap vector dugc dit
sao cho cdp i-i gan nhau nhat, nén két qua dung ca ba cdp xac nhan code xé€p hang lam
dung phép hinh hoc. V6i embedding that, chat lugng duge do bang recall@k hoac metric

ctia dé trén cac query chua dung dé chon cau hinh.
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HOI NHANH

Ma tran cosine gitra hai anh, x€p theo hang, va ba cau, x€p theo cdt, l1a
0.9 06 0.2
0.8 0.7 0.1

cho anh th( hai, ttc hang dudi, thi dugc cau nao?

) . Tim anh cho cau th hai, tc cot gitra, thi duge dnh nao? Tim cau

A Anh th( hai, va anh ay chon cau th hai
8 Anh th( hai, va anh ay chon cau thd nhat
¢ Anh thd nhat, va anh thi hai chon cau thd nhat

D Anh thd nhat, va anh thi hai chon cau thd hai

Contrastive loss lam cap dung thang cap khac

Trong mot batch N cip anh-caption, ma tran di€m S cé shape (N, N); hang ¢ la anh 1,
cdt 7 la caption j. Cap dang nam trén dudng chéo, nén ta mudn 6 (,¢) thiang cac 6 khac

trong hang. V6i temperature 7 > 0:

exp(S;,;
anh—__z1 Xp /T)

> exp(Si;/7)

bay la cross-entropy ctia nhiém vu “caption nao ghép véi anh nay?”, véi target ctia hang 4
la cdt i. Loss ngugc chiéu chit - anh dung transpose ctia .S; CLIP lay trung binh hai

chiéu.

SimCLR dung cung y trén mot ma tran 16n hon. Batch N anh cho 2N view; mdi view a c6
dang mot partner p(a), la view kia cia cung dnh. Moi view con lai 1a negative, va chinh a

bi boé khoi mau so:

exp(Sa,p(a)/T)

l, = —1o .
® S e XD (505/7)
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Loss ctia batch la trung binh ¢, trén 2N view. Tén thudng gap cia loss nay la InfoNCE
hoac NT-Xent.

Trong code, viéc bd b = a 1am bing cach gan —oo cho dudng chéo trudc softmax; néu
khong, méi view luon tu giong chinh n6 véi cosine 1. Cung ly do, mudn moéi muc tim muc

khdc gan nhit trong mot ma tran cosine, phai chin dudng chéo trude khi 1dy argmax.

V6i N = 256 anh, moéi view ¢6 1 positive va 2N — 2 = 510 negative. Lic moi diém bing
nhau, softmax chia déu cho cac ng vién nén loss bang In ctia s6 tng vién, nhu In N véi

N cap kiéu CLIP: mdt moc kiém loss ban dau nhu & bai 3.3.

HOI NHANH
SimCLR véi batch N = 128 anh, méi anh ¢6 hai view. Méi view ¢6 bao nhiéu

negative? Mau s6 ctia né, sau khi bo chinh no, c6 bao nhiéu s¢ hang?
A 127 negative, 128 sé hang
B 255 negative, 256 s6 hang
¢ 254 negative, 255 s6 hang

D 254 negative, 256 s6 hang

Ta xem gradient trén mdt ma tran logits 3 x 3 cho sén, ki€éu CLIP, dé biét loss day ting 6
theo huéng nao. Gradient am & 6 ding nghia gradient descent tang diém dang; gradient

duong & 6 khac nghia giam diém &y.

Python

import torch

import torch.nn.functional as F

torch.set_num_threads(1)
logits = torch.tensor([[2., 0.2, -1.],
[0.1, 2., 0.3],
[-1., 0.2, 2.]1], requires_grad=True)

targets = torch.arange(3)
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loss_image = F.cross_entropy(logits, targets)

loss_text = F.cross_entropy(logits.T, targets)

contrastive_loss = (loss_image + loss_text) / 2

contrastive_loss.backward()

print("symmetric loss:", round(contrastive_loss.item(), 4))

print("diagonal gradients:", [round(float(v), 4) for v in logits.grad.diag()])
print("negative gradient [0,1]:", round(logits.grad[0, 1].item(), 4))

Ba 6 duong chéo déu co gradient am, 6 [0, 1] c6 gradient duong: mot bude cap nhat

tang diém cap dung va giam diém cap sai, theo ca hang lan cot.

caption O caption 1 caption 2

anh 0 2 0.2 =l -0.057 +0.043 +0.014

anh 1 0.1 2 0.3 +0.039 -0.083 +0.048

anh 2 =dl 0.2 2 +0.014 +0.043 -0.061
logits gradient cuia loss déi xting

am trén dudng chéo: tang; duang ngoai: giam

Gradient kéo 6 dudng chéo 1én, day cac 6 khac xudng.

HOI NHANH
Trong output trén, cip th hai c6 gradient & dudng chéo bang —0.083, 16n nhat vé
do 16n, du ba logit ding déu bang 2. Vi sao?

A Hang va cot clia né cd logit sai cao nhat
8 Logit dung clia né 18n nhat trong ca ba cap
¢ O gilta nhan gradient tU ca hang 1an cot

D Gradient dugc khai tao ngiu nhién nén khac nhau

O [0,1] la negative theo gia dinh ghép cip. Néu caption 1 ciing md ta ding anh 0, loss

van ddy chung ra xa: d6 la false negative. V6i SimCLR, hai anh khac nhau ctia cung mot
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16p, chang han hai tam giac, luon 14 negative ctia nhau, vi thuat toan khong biét 16p. Tang

batch thém negative, nhung cting thém nhiing cdp nhu vay.

Temperature va s6 negative

Hai lua chon quyét dinh loss contrastive trong thé nao: temperature 7 va sé ing vién
trong mau s6. Pao ham ciia ¢, theo similarity ctia mot negative b 1a p, /7, v6i p,p 12 xac
sudt softmax ctia 6 ay. Negative cang giong anchor thi p cang 16n va bi ddy cang manh; 7
quyét dinh su uu tién nay léch dén dau. Ta xét mot hang c6 positive cosine 0.8, mot

negative kho 0.7 va sau negative dé 0.

Python

row_scores = torch.tensor([0.8, 0.7, 0., 0., 0., 0., 0., 0.]) # cot 0 la positive
for tau in [1.0, 0.5, 0.1]:

probabilities = (row_scores / tau).softmax(0)

push = probabilities[1:] / tau # luc ddy 1&n tUng negative

hard_share = push[0] / push.sum()

print(f"tau={tau}: loss {-probabilities[0].log().item():.3f}, "

f"hard-negative share {hard_share.item():.3f}")

V6i T = 1, negative kho nhan khoang mot phan tu téng luc ddy, phan con lai rai cho sau
negative dé. V6i 7 = 0.1, gan nhu toan bd luc don vao negative khé. D6 1a diéu ta muon
néu negative kho that su khac nghia, va la diéu c6 hai néu n6 la false negative, vi du mot
tam giac khac trong batch. 7 qua nho con lam softmax bao hoa. Vi vay 7 1a mot

hyperparameter can do; CLIP hoc n6 nhu mét tham sé thay vi ¢d dinh.
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negative khé (cosine 0.7) sau negative dé (cosine 0)

phan Iuc ddy cua loss dén vao tiing negative

Temperature cang nho, luc ddy cang don vao negative kho.

HOI NHANH
SimCLR trén bo anh ba 16p hinh, batch 256 4nh, nén khodng mét phan ba batch

cung 16p v6i mbi anchor. Ha 7 tir 0.5 xuéng 0.05 thi rii ro 16n nhat la gi?
A Loss khéng con kha vi vi softmax qua nhon
B S6 negative trong mau sé giam theo 7
¢ Augmentation bi bd qua khi tinh loss

D Luc day dén vao nhiing anh cung I8p véi anchor

S6 tng vién dat moc cho loss. Khi encoder chua phan biét dugce gi, moi similarity nhu
nhau, softmax chia déu cho K ting vién va loss bang —log(1/K) = log K. V6i SimCLR,
K = 2N — 1. Vivay loss ctia hai lan chay khac batch khong so truc ti€p dugc: loss 3.0 1a
ti€n bo 16n khi K = 511 (m6c log 511 & 6.24) nhung gan doan mo khi K = 31 (mdc

log 31 ~ 3.43).

Batch 16n cho nhiéu negative hon, nhiém vu kh6 hon va thudng cho biéu dién tot hon,

nhung ma tran similarity 2N x 2N tang theo binh phuong batch.
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HOI NHANH
Doi A train contrastive kiéu CLIP véi batch 1024, loss cudi la 2.9. B6i B dung batch
64, loss cudi la 2.1. Ta két luan dugc gi?

A B t6t han, vi cung loai loss ma B thap han
8 A6t han, vi batch I6n [uén cho biéu dién t6t hon
¢ Chua so dudc, vi méc doan mo la log 1024 va log 64

D Chua so dugc, vi phai train ca hai cung s6 epoch

goss
log K

cach méc 4.03

cach méc 2.06

B: 2.1

16 64 256 1024
s6 ing vién K

Méc doan mo log K phu thudc batch, nén loss cta hai batch khac nhau khong
so dugc.

Thi nghiém: hoc phan biét hinh khong can nhan

Ta dung lai & ¢ nho tinh hudng ctia mdt dé thi that. Dé USA-NA-AIO 2026 (Vong 2, Ngay
2, Problem 4) cho anh chirta ding mot hinh tron, tam gidc hoac chi nhat, véi vi tri, kich
thuéc, goc xoay va mau ngau nhién; 1000 anh train nhung chi 200 anh c6 nhan, cim
model pretrained, chaim macro-F1. O ddy anh xam 32 x 32 dugc sinh bing code, ctng ti

1€ 200 anh c6 nhan trén 1000; d6 sang ctia hinh thay cho mau.

Python
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import copy
import math

import torch.nn as nn

SIZE = 32
grid_y, grid_x = np.mgrid[0:SIZE, 0:SIZE] + 0.5 # tam cac pixel

def draw_shape(label, rng):
cx, cy = rng.uniform(10, 22, size=2)
radius = rng.uniform(5, 9)
angle = rng.uniform(0, 2 * np.pi)
if label == 0: # hinh tron

mask = (grid_x - cx) ** 2 + (grid_y - cy) ** 2 <= radius **x 2

else:
if label == 1: # tam gidc khong déu
angles = angle + np.array([0, 2, 4]) * np.pi / 3 + rng.uniform(-0.5, 0.5, 3)
corners = np.stack([np.cos(angles), np.sin(angles)], axis=1) * radius
else: # chU nhat xoay

half_w, half_h = radius * rng.uniform(0.6, 1.0, size=2)
corners = np.array([[-half_w, -half_h], [half_w, -half_h],
[half_w, half_h], [-half_w, half_hl]l)
rotation = np.array([[np.cos(angle), -np.sin(angle)l,
[np.sin(angle), np.cos(angle)]])
corners = corners @ rotation.T
corners = corners + [cx, cy]
mask = np.ones((SIZE, SIZE), dtype=bool) # da giac 16i: clng phia moi canh
for (x0, y0), (x1, y1) in zip(corners, np.roll(corners, -1, axis=0)):
mask &= (x1 - x0) % (grid_y - y0) - (y1l - y0) * (grid_x - x0) >= 0
image = np.zeros((SIZE, SIZE), dtype=np.float32)
image[mask] = rng.uniform(0.4, 1.0) # d0 sang ngau nhién

return image

def make_shapes(n, rng):
labels = rng.integers(0, 3, size=n)
images = np.stack([draw_shape(label, rng) for label in labels])

return torch.tensor(images).unsqueeze(1l), labels

rng = np.random.default_rng(0)

train_images, train_labels = make_shapes(1000, rng)

test_images, test_labels = make_shapes(300, rng)

labeled = slice(B8, 200) # chi 200 anh dau dugc dung nhan
print("train:", tuple(train_images.shape), "test:", tuple(test_images.shape))
print("labels in the 200 labeled images:", np.bincount(train_labels[labeled]).tolist())
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Ba 16p khong déu trong 200 anh c6 nhan (55, 66, 79), nén ta do bang macro-F1 nhu dé.
Augmentation chi dung nhitng bién ddi gitr nguyén 16p: xoay mot goc bat ky, phong to
hodc thu nho 0.8-1.2 1an, dich tdi da 10% canh anh va ddi dd sang. Hinh tron bi xoay van
1a hinh tron; d6 cling chinh la cac bién thién ma dé mo ta. Encoder la CNN ba tang c6
BatchNorm, két thiic bang global average pooling cho vector 64 chiéu; projection head

dua vector ay vé 32 chiéu dé tinh loss, nhu SimCLR.

"

view 1 i'

view 2

chlt nhat tam giac tam giac tron tron tron

Sau anh hinh hoc va hai view ctia méi anh; hinh git nguyén qua moi view.

Python

def augment(images, generator):
batch = images.shape[0]
angle = torch.rand(batch, generator=generator) * 2 * math.pi
scale = 0.8 + 0.4 % torch.rand(batch, generator=generator)
shift = (torch.rand(batch, 2, generator=generator) - 0.5) * 0.4
cos, sin = torch.cos(angle) / scale, torch.sin(angle) / scale
theta = torch.stack([torch.stack([cos, -sin, shift[:, 0]], dim=1),
torch.stack([sin, cos, shift[:, 111, dim=1)], dim=1)
grid = F.affine_grid(theta, list(images.shape), align_corners=False)
views = F.grid_sample(images, grid, align_corners=False)
brightness = 0.6 + 0.8 % torch.rand(batch, 1, 1, 1, generator=generator)

return views * brightness

def conv_block(c_in, c_out):

return [nn.Conv2d(c_in, c_out, 3, padding=1), nn.BatchNorm2d(c_out), nn.ReLU()]
def make_encoder():

return nn.Sequential(*conv_block(1, 16), nn.MaxPool2d(2),
*conv_block(16, 32), nn.MaxPool2d(2),

Al Canuc80k - Bai 5.7 - Self-supervised va CLIP 12/25



*conv_block(32, 64), nn.AdaptiveAvgPool2d(1), nn.Flatten())

def nt_xent(zl, z2, temperature):

z = F.normalize(torch.cat([z1, z2]), dim=1) # 2N view, méi hang dai 1
z1.shape[0]
logits = z @ z.T / temperature

n

logits.fill_diagonal_(float("-inf")) # mot view khong tu so vdi chinh no
targets = torch.cat([torch.arange(n, 2 * n), torch.arange(n)]) # partner

return F.cross_entropy(logits, targets)

Vong train khéng doc train_labels: mdi batch 125 4nh dugc augmentation hai lan roi

dua vao nt_xent v6i 7 = 0.2. Badn sao encoder trudce khi train dugc gitr lai lam doi chiing.

Python

torch.manual_seed(0)
encoder = make_encoder()
random_encoder = copy.deepcopy(encoder) # cung kién triUc, chua train
projection = nn.Sequential(nn.Linear(64, 64), nn.ReLU(), nn.Linear(64, 32))
optimizer = torch.optim.Adam([*encoder.parameters(), *projection.parameters()], lr=le-3)
generator = torch.Generator().manual_seed(0)
batch_size, temperature = 125, 0.2
print(f"chance loss log(2N-1): {math.log(2 * batch_size - 1):.3f}")
for epoch in range(l1, 11):
encoder.train()
projection.train()
order = torch.randperm(len(train_images), generator=generator)
losses = []
for start in range(0, len(order), batch_size):
batch = train_images[order[start:start + batch_size]] # khong dung nhéan
z1 = projection(encoder(augment(batch, generator)))
z2 = projection(encoder(augment(batch, generator)))
loss = nt_xent(zl, z2, temperature)
optimizer.zero_grad()
loss.backward()
optimizer.step()
losses.append(loss.item())
if epoch in (1, 5, 10):
print(f"epoch {epoch}: loss {np.mean(losses):.3f}")

Loss trung binh epoch dau 5.246 da du6i méc doan mo log 249 ~ 5.517 va giam con 4.273

sau 10 epoch. Con s6 nay chua noi encoder cé dung duge d€ phan loai hay khong; phai
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do trén nhiém vu dich.

Linear probe (bai 4.2) dong bang encoder, l1ay vector 64 chiéu trudc projection head, roi
chi hoc logistic regression trén 200 anh c6 nhan. Ta so ba loai dic trung véi cung mot
probe: pixel thd, encoder cung kién tric nhung chua train, va encoder sau contrastive.
COt thir hai khong train gi: véi méi anh test, né dé€m trong 5 anh test gan nhit theo

cosine ¢6 bao nhiéu anh cung hinh, roi 14y trung binh.

Python

from sklearn.linear_model import LogisticRegression
from sklearn.metrics import fl1_score
from sklearn.pipeline import make_pipeline

from sklearn.preprocessing import StandardScaler

def embed(model, images):
model.eval()
with torch.no_grad():

return model(images) .numpy()

def probe_f1(train_features, test_features):
probe = make_pipeline(StandardScaler(), LogisticRegression(max_iter=2000))
probe.fit(train_features, train_labels[labeled])

return fl_score(test_labels, probe.predict(test_features), average="macro")

def same_shape_rate(features, k=5):
unit = F.normalize(torch.tensor(features), dim=1)
scores = unit @ unit.T
scores.fill_diagonal_(float("-inf"))
neighbors = scores.topk(k, dim=1).indices.numpy()

return (test_labels[neighbors] == test_labels[:, Nonel).mean()

feature_sets = {
"pixels": (train_images[labeled].flatten(1).numpy(), test_images.flatten(1).numpy()),
"random encoder": (embed(random_encoder, train_images[labeled]),
embed(random_encoder, test_images)),
"contrastive": (embed(encoder, train_images[labeled]), embed(encoder, test_images)),
F
print(f"{'features':<15} probe F1 same shape@5")
for name, (train_features, test_features) in feature_sets.items():
print(f"{name:<15} {probe_fil(train_features, test_features):.3f} "
f"{same_shape_rate(test_features):.3f}")
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boc ba dong:

 Pixel tho chi dat 0.536: hinh c6 thé ndm & bat clr dau, nén méi pixel néi rat it vé 16p.

» Encoder chua train da 1én 0.764, vi tich chdp dung chung trong s6 trén moi vi tri va
pooling bd théng tin vi tri. Pay la doi chiing bat budc.

» Sau contrastive, cling kién tric va cung probe dat 0.968. Nhan chi xuét hién & buéc

probe; 800 anh khong nhan dong gop qua loss contrastive.

Cot lang giéng cho cung két ludn ma khong can hoc thém gi: ti 1é cung hinh trong 5 lang
giéng tang tir 0.551 1én 0.812, trong khi doan mo v6i ba 16p gan déu chi khodng mét phan
ba.

Day 1a mdt 1an chay v6i mot seed trén dit liéu sinh; trong bai thi, phai so thém voi
baseline supervised train tir dau trén 200 anh véi cung augmentation, va chon bang

cross-validation trén anh c6 nhan.

pixel thdé
@ probe F1

(@ cung hinh @5
encoder chua train

sau contrastive

cung probe, 200 anh c6 nhan; nhan khéng dung khi train contrastive

Linear probe: pixel tho 0.536, encoder chua train 0.764, sau contrastive 0.968.

cung hinh trong 5 lang giéng
1

pixel thd

@ encoder chua train

.91 .91
.74
.66 6l o8
0.5 I 42 I I @ contrastive
30 .34
0 N M N .

tron tam giac chir nhat
Ti 1é lang giéng cung hinh: contrastive cao nhat & ca ba 16p.
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Tach theo 16p, tam giac dugc lgi nhiéu nhat: ti 1é lang giéng cung hinh tang ti 0.415
(pixel) va 0.609 (encoder chua train) 1én 0.908. Hinh tron khong d6i khi xoay, nén hai
hinh tron gan chd nhau da trung nhiéu pixel va dat 0.741 ngay trén pixel tho. Chir nhat

van kho nhéat v6i 0.577; trong mot bai thi, d6 1a 16p can xem 16i dau tién.

HOI NHANH
Encoder chua train dat probe F1 0.764, con pixel thé chi duge 0.536, du ca hai chua
hoc gi tir 800 anh khong nhan. Vi sao cé chénh léch nay?

A Contrastive gan nhu vé dung, phan I6n diém |& nh& probe
8 Kién tric CNN s&n cé mdt phan bat bién véi vi tri
¢ Encoder ngdu nhién da vé tinh dudc pretrained

D Pixel thé kém vi logistic regression chua héi tu

Tim anh bang ciu chir

Tim ki€m (retrieval) gitt vector anh trong mot index, encode ciu truy van (query) roi lay
top-k theo cosine. Encoder anh c¢d dinh nén vector anh chi can tinh mét lan réi luu lai;
moi query chi tén mot lan encode chit va mdt phép nhan ma tran véi vector. V6i kho rat
16n, tim ki€m gan ding (bai 2.4) nhanh hon nhiéu nhung c6 thé sét; can do miic mat

recall so v6Gi tim chinh xac.

Khi méi query c6 mot anh ding, recall@k 1a ti 1€ query c6 anh diing nam trong k két qua
dau. V6i bd tim anh cdia trudng, can mot tap query va anh ding duge danh dau tay trude
khi chon checkpoint, prompt hay k. Néu chon ciu hinh trén chinh tp ay roi bao diém

trén do, diém sé lac quan.

Zero-shot classification (bai 4.5) 1a cting phép so theo chiéu ngugc lai: méi anh so véi vai

cau mo ta 16p. bi€ém khac la tip ing vién: retrieval x€p hang hang nghin anh cho méot
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cau, zero-shot chon mot trong vai cau cho méi anh. Nhirng gi bai 4.5 n6i vé prompt va

softmax trén tip Ung vién van dang & day.

HOI NHANH
Co6 bdn query, moi query c6 diung mét anh diung, nam & thir hang 1, 3, 7 va 2 trong

két qua. Recall@1 va recall@5 biang bao nhiéu?

A 0.25va 0.75
B 0.25va 100
c 0.50va0.75
0 0.25va0.50
recall@k
1 —
0."\75
0.75 O hang anh dung cua 4 query
0.5 1,3, 7,2
0.25
0.25 —Q————
0
1 2 3 4 5 6 7 8

k

Anh dang & hang 1, 3, 7, 2: recall@1 = 0.25, recall@5 = 0.75.

Dung CLIP trén anh that

V6i kho anh ctia trudng, script ctia chuong nap CLIP va processor tir mot thu muc
checkpoint c6 sdn trén may, & ché€ do offline. Thu muc can config, processor/tokenizer
va trong s6 clia cung mot model. Script nhdn mot anh va cac cau mo t3, tra vé diém cha

tung cau.
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Dé lam retrieval, ta dung cung model encode toan bd kho anh mot 1an, chudn hoa tiing
vector, luu cache kém tén checkpoint va processor, roi encode tung query chit va 14y
top-k. Két qua duge doc biang recall@k trén tip query da danh dau, khong bang do 16n

cosine.

2

V6i cau “doc sach canh ctra s6”, ta xem top-k va xé€p 16i theo nhom: chi thay sach, chi
thay ctra s6, sai hanh dong, sai quan hé khong gian. CLIP so ca cau v6i ca anh bang mot
vector, nén thudng bat vat thé tét hon quan hé gitta chting, va khéng phai detector hay
bd d€m. Mudn cé toa do hoidc s6 lugng, can két hgp model khac (bai 5.5) va danh gia

dung dau ra ay.

Phan 16n dir liéu hoc ctia CLIP la caption ti€éng Anh trén Internet, nén query ti€ng Viét va
anh truong hoc c6 thé khac xa mién nguon; tdp query ctia chinh truong la noi kiém diéu
do.

"a photo of a cat” - hang 1 "a cup of coffee” - hang 1 “an old pagoda” - hang 1cosine  "a motorcycle” - hang 1 cosine
cosine 0.285 cosine 0.286 0.286 0.284

CLIP ViT-B/32 x€p 12 anh thit theo cosine v6i ting cau truy van; vach dudi
anh la cosine.

HOI NHANH
Trudng can chon mot trong hai checkpoint CLIP cho bo tim &nh. So hai checkpoint

bing cach nao?
A So cosine trung binh cla két qua top-1 hai bén
8 So loss pretraining ma hai nha phat hanh céng bé
c Chon checkpoint cé softmax top-1tu tin hon

D Panh diu anh dung cho mét tap query, réi so recall@k
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Khi di thi

e Nhiéu anh khéng nhan ma luit cho phép thi thir contrastive pretraining roi linear
probe; luon so véi baseline supervised.

¢ Chi dung augmentation khong déi nhan cta bai.

» Chon checkpoint bang metric downstream, khong bing loss contrastive.

Tom tat

 Self-supervised learning tao muc tiéu tir chinh dir liéu; muc tiéu chi tot khi gid dinh
ctia n6 dung v6i nhieém vu dich.

 Contrastive learning kéo cdp positive lai gan, ddy negative ra xa bang cross-entropy
trén ma trin similarity; negative chan 16i giai sup vé vector hang.

« Temperature quyét dinh luc ddy don vao negative kho dén dau; sé ting vién dat mdc

log K cho loss.

e Trén anh hinh hoc, encoder hoc khong nhan nang F1 ctia linear probe tir 0.764 (cung

kién trac chua train) 1én 0.968.

o CLIP ap cuing co ché€ cho anh va chir dé tim ki€ém va zero-shot; chat lugng do bang

recall@k trén query cta chinh bai toan.
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Kiém tra cuoi bai

CAU1
Contrastive loss ctia CLIP kéo cap dung lai gan va tach cdp sai ra xa. Cong cung
mot hang s ¢ vao moi 6 trong hang i ctia ma tran diém S, truée khi chia cho 7.

Loss anh sang chir ctia hang ¢ thay do6i thé nao?
Giam, vi logit cap dung tang thém c
Tang, vi logit moi c&p sai déu tang thém c
Khéng déi, nhung chi khi ¢ nhé hon 7

Khoéng déi, véi moi gia tri clia c

PHONG THEO ) NOAI 2026 Singapore - Vong sd loai - Cau 259

CAU 2
Mot hang InfoNCE c6 cosine véi positive la 0.5, v6i hai negative déu la 0, va 7 = 0.5.

Loss ctia hang nay xap xi bao nhiéu?
0.313
0.551
0.794

1.099
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CAu 3
Kho 20 000 anh da dugc encode va chudn héa thanh I shape (20000, 512). Query
chir da chuén hoéa la g shape (512,). Dong nao tra vé chi sé ctia 10 &nh pht hgp

nhat?
np.argsort(I @ g)[:10]
np.argsort(-(I.T @ q))[:10]
np.argsort(-(q @ I))[:10]

np.argsort(-(I @ gq))[:10]

CAU 4

C6 bon nguodn tin hiéu dé train mdt encoder anh. (1) Poan viang anh bi che ngau
nhién. (2) Kéo gan hai view augmentation ctia cing mét anh. (3) Nhan 16p do ngudi
gan cho tung anh. (4) Caption di kém anh trén web. Target ctia nguon nao chira

thong tin do con ngudi viét hoac gan cho tiing anh?
Chi (3)
(3) va (4)
(1), (3) va (4)

Khéng ngudn nao, vi déu thu thap tu déng dudc
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CAuU S5

CLIP hoc embedding anh va chir dugc can chinh véi nhau. Mot kho gom 5000 anh
va 5000 doan mo ta dugc encode bang cung checkpoint, chuan hoa roi dé chung

mot index. Tim anh bang cau chi, chi trén phan anh, dat recall@5 cao. Nhung khi

query la mot anh, top-10 toan la anh, du c6 doan mo6 ta rat khép véi anh ay. Vi sao?
Text encoder I16i nén vector chif gan nhu ngéu nhién
Thiéu budc softmax c6 temperature trudc khi xép hang
Loss khéng dat cosine anh-anh va anh-chit vé cing mét thang

Anh mang nhiéu théng tin han chi nén gan nhau hon

PHONG THEO ) NOAI 2026 Singapore - Vong sd loai - Cau 258

CAu 6
Contrastive kiéu SimCLR can batch 512 anh, nhung GPU chi chira dugc 128. Ddi
dung gradient accumulation: chay 4 micro-batch 128 anh, cong gradient lai roi méi

goi optimizer.step(). So véi batch 512 thit, diéu nao ding?
Méi view chi cé 254 negative thay vi 1022
Hai cach tucng duong, vi gradient dugc cong du 512 anh
Hai cach tuong dudng néu chia loss cho 4 trudc backward

Van da 1022 negative, chi gradient nhé hon
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CAu 7
SimCLR v6i batch N = 4096 anh. Riéng ma tran logits float32 cta loss chi€m bao
nhiéu bo nhg, biét 1 MiB biang 220 byte?

64 MiB
128 MiB
256 MiB

1024 MiB

CAu s

Biéu dién pretrained ctia CLIP dung dugc cho nhiéu nhiém vu. Cau lac b6 c6 300
anh dung cu thi nghiém da gan 5 nhan. Zero-shot bang tén 16p dat macro-F1 0.62
trén validation. Dé cho phép dung CLIP. Budc ti€p theo nén la gi?

Linear probe trén embedding anh da cache
Fine-tune toan bd CLIP vdi learning rate I6n
Péi prompt dén khi validation vugt 0.9

Train CNN tU dau trén 300 anh, bd CLIP

PHONG THEO ) NOAI 2026 Singapore - Vong sd loai - Cau 262
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CAU 9
Trén 200 query cta trudng, checkpoint A cé recall@l bang 0.42 va recall@10 bang
0.81. Checkpoint B c6 recall@1 bang 0.48 va recall@10 bang 0.74. Giao dién hién 10

anh dau trén mot trang dé ngudi dung tu chon. Nén chon checkpoint nao?
A A, vicach dung nay ung vdi recall@10
8 B, virecall@1 & metric chuan cua retrieval
¢ B, vianh dung cla B thudng I&n d4u hon

D Khéng chon dudc, vi hai recall mau thuan nhau

CAU 10

Kho anh ctia trudng c6 nhiéu anh chup lién ti€p gan giong nhau. Pdi fine-tune
contrastive anh-caption trén 80% sd anh, chon ngau nhién tung anh, réi danh gia
retrieval trén 20% con lai, va dugc recall@5 rat cao. Cach danh gia nay c6 van dé

gi?

A Batch qua nho nén recall bi phdng dai

os)

Céc anh gan trung rai vao ca hai phan

o

20% qua it, can danh gia trén 50% s6 anh

o

Recall@5 luén cao, nén phai dung recall@1

Poc thém

e Chen va cong su — SimCLR: doc vai tro view, projection va contrastive objective.

« Oord va cOng su — Representation Learning with Contrastive Predictive Coding: nguon ctia

InfoNCE, doc vi sao loss nay gin véi viéc phan biét mau that gitta nhiéu mau nhiéu.

e He va cong su — MoCo: hang dgi embedding cho nhiéu negative hon mtc batch cho phép.
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« Radford va cong sy — CLIP: xem cach ghép encoder anh-chit, temperature hoc dugc va dung

moO ta cho zero-shot.

o Transformers — CLIP: d6i chi€u processor, normalize va dau ra khi c6 checkpoint cuc bd.

Tai gbi recipe ctia chuong — gom cac module phu va huéng dan chuin bj asset.
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