Image segmentation

Trac nghiém ¢J Thuc hanh G Chay trén Kaggle Y PDF bai

Image segmentation gan nhan cho ting diém anh, thay vi khoanh box nhu
detection. Vi du muon do dién tich ving muc trén dnh bai lam: box quanh chir
con chtra nhiéu nén trang, nén phai biét chinh xac diém anh nao la muc. Bai
nay hoc U-Net, ki€n truc gitr duge chi tiét nho du phan encoder thu nhé anh,

va cac metric Dice, IoU, dung dugc ca khi nén chi€ém gan hét anh.

MUC TIEU

Phan biét semantic va instance segmentation.
Tinh Dice va IoU; biét vi sao pixel accuracy khong dung dugc.
Viét mot U-Net nho.

Ma hoa mask bang RLE dé nop bai.

Mask tra 16i mot cau hoi cho méi diém
C6 ba ki€u segmentation:

Semantic: moi pixel mot 16p, chfmg han nén, muyc, gidy. Hai vat thé cting 16p mang
cung ID.

Instance: tach ID cho tiing vat thé, du ching cting 16p. Néu can dém hai chai cham
nhau, semantic mask “chai” chua di dé tach ching.

Panoptic (toan canh): gop hai yéu cau, moi pixel co 16p, va nhiing vat dém dugce nhu

ngudi, xe con co ID riéng.

Mask ciing la s6 do: ho 400 pixel, mdi pixel tng v6i 6 5 x 5 m, rong khoang 10 000 m?2.

Al Canuc80k - Bai 5.6 - Image segmentation 1/22


https://www.kaggle.com/code/quangluduy/ai-canuc80k-5-6-image-segmentation
http://127.0.0.1:56872/giao_trinh/pdf/bai-5.6.pdf

anh semantic: mét I6p "hoa” instance: hoa 1, hoa 2

o« oD

mask d&t tay bang nguéng mau; béng dusi bi khung anh cat mat mét phan

Semantic mask gan cung 16p “hoa”; instance mask tach ting bong.

Instance mask phai gilt ranh giéi gitra cac vat thé cung 16p, nén can model c6 khai niém
“ting vat”. Mot cach phd bién 1a Mask R-CNN: 14y detector hai giai doan Faster R-CNN
ctia bai 5.5 va thém mot nhanh du doan mask nhi phan nhd, c¢6 28 x 28, bén trong moi
box. Méi vat thé nhin 16p, box, score va mask riéng, nén hai chai cham nhau van la hai

instance.

U-Net trong bai nay la model semantic: méi pixel nhan mot 16p, khong c6 ID vat thé.

HOI NHANH
Anh c6 hai chai cham nhau, va moi vt thé déu la chai. Tt instance mask c6 dung lai

dugc semantic mask khéong? Con chiéu ngugc lai thi sao?
A Ca hai chiéu déu dung lai dugc
B TUinstance ra semantic dudc, chiéu ngudc lai thi khéng chac
¢ TU semantic ra instance dudc, chiéu ngudc lai thi khéng chac

D Khéng chiéu n3o dung lai dudc

V6i bai nhi phan viing muc, dau ra thudng 1a mot logit cho méi pixel: (N,1,H,W).
BCEWithLogitsLoss nhan logits va target float cung shape. Khi suy ludn, sigmoid thanh

xac suat roi threshold thanh mask.

Al Canuc80k - Bai 5.6 - Image segmentation 2/22



Vi nhiéu 16p loai trir nhau, logits la (N, K, H, W), target la (N, H,W) long, dung cross-
entropy roi argmax theo chiéu 16p: 2116p trén anh 512 x 512 cho logits (N, 21,512,512).

Mask luu dang dnh thuong mang 0/255; phai déi vé 0/1 ki€u long trudc cross-entropy,
vi 255 vugt qua so 16p.

HOI NHANH

Mask 3 16p, gom 0 1a nén, 11a gidy, 2 1a muc, duge doc thanh tensor float shape (N,
1, H, W).Logits co shape (N, 3, H, W).Goinn.CrossEntropyLoss()(logits,
masks) thi bao 16i. Stra thé nao?

A Dung masks.squeeze(1).long() dé target c6 shape (N, H, W)
8 D6i head con 1kénh dé logits khdp (N, 1, H, W)
c Dung BCEWithLogitsLoss va gill target 0, 1, 2

D L&y logits.argmax(1) trudc khi dua vao loss

Nhan segmentation dit hon nhan ca dnh: phai xac dinh tiing pixel hoac ving. Bién cé
thé mo ho do bong, mé hoac chinh sach annotation. Model chi ¢6 thé hoc theo quy tic

nhan da cung cdp; can xem vai cap anh-mask & dé phan giai that.

box quanh béng hoa mask ciia bong hoa

pixel hoa chiém

75% cua box

phan con lai 1a nén

Hoa chi chiém khodng 75% dién tich box.
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Vi sao accuracy chua da?

Gia st 99% pixel la nén. Du doan tat ca nén c6 pixel accuracy 99% nhung boé moi ving

muc. Ta can metric do chong 1an ving muc tiéu.

Véi P la tap pixel du doan foreground, G 1a tap that:

P 2|P
‘ HG] Dice = —‘ HG‘

IoU=-— " .
T lPug P[+ G|

Viét biing TP, FP, FN: IoU = TP/(TP + FP + FN), Dice = 2TP/(2TP + FP + FN). TN

khong xuat hién, nén nhiéu nén dang khéng che hét 16i foreground.

HOI NHANH

Anh ¢6 1% pixel l1a foreground, con model doan toan nén. Pixel accuracy va Dice

ctia foreground lan lugt bang bao nhiéu?

A 99% va 0.99

B 99% val
t 99%va0
D 0%vaO

Vi du: ground truth [1,1,1,0], prediction [1,1,08,1]1 c6 TP=2,FP=1FN=11oU 2/4 =
0.5, Dice 4/6 = 2/3.

V6i mask khong rong, Dice = 210U /(1 + IoU), nén hai chi s6 di cting chiéu nhung gia tri
khac. Vi du mask dy doan 30 pixel, mask that 20, chung 15 cho Dice 30/50 = 0.6; con IoU
0.6 ting v6i Dice 1.2/1.6 = 0.75. Anh vé tinh 95% nén ma model doan toan nén thi pixel
accuracy 95% nhung IoU ctia 16p “nha” bang 0.

Python
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import numpy as np

def mask_scores(predicted, target):
predicted = np.asarray(predicted, dtype=bool)
target = np.asarray(target, dtype=bool)
assert predicted.shape == target.shape
intersection = np.logical_and(predicted, target).sum()
union = np.logical_or(predicted, target).sum()
total = predicted.sum() + target.sum()
iou = 1.0 if union == 0 else intersection / union
dice = 1.0 if total == 0 else 2 * intersection / total

return float(iou), float(dice)

print(tuple(round(v, 4) for v in mask_scores([1, 1, 0, 11, [1, 1, 1, 61)))
print(mask_scores(np.zeros(4), np.zeros(4)))
print(mask_scores([0, 0, 0, 0], [1, 6, 8, 01))

Ham trén cho diém 1khi ca hai mask déu rong: khong co pixel foreground nao dé doan

sai. Scorer ctia dé c6 thé bo anh hodc 16p réng, hodc diing quy tic khac; khi nhiéu anh

khong c6 vat thé, chinh quy tc nay quyét dinh moét phan 16n diém.

Cach gop ciing doi két qua: mean Dice theo anh cho méi &nh mot phiéu, con Dice tinh

sau khi gop pixel ctia moi &nh cho vuang 16n trong lugng 16n hon.

ground truth 1 1 1 0
IoU =2/ 4=0.5
du doan 1 1 0 1 Dice = 4 / 6 ~ 0.667
TP TP EN EP TN khoéng c6 trong cdng thiic

TP=2,FN =1, FP = 1: IoU = 0.5, Dice ~ 0.667.
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HOI NHANH
Anh A ¢6 vat 16n, v6i TP = 90, FP =10, FN = 0. Anh B ¢6 vat nho, v6i TP =1, FP = 0, FN

= 9. Mean Dice theo anh va Dice sau khi gop pixel ctia hai anh x4p xi bao nhiéu?
A Theo anh 0.56, gbp pixel 0.91
B Theo anh 0.91, gbp pixel 0.56
¢ Cahai cach cung xap xi 0.56

D Ca hai cach cung xap xi 0.91

anh A, vat I6n 0.947
anh B, vat nhoé 0.182

trung binh theo anh 0.565

vat 16n chiém gan hét pixel nén cach gdp che 16i bd soét vat nhd

Trung binh Dice theo anh 0.565; gop pixel thi 0.905.

U-Net giir ca ngir canh 1an chi tiét

Encoder giam do phan giai dé doc nglr canh rong. Decoder tang do phan giai dé xuit
mask. Néu chi phong to biéu dién nho, thong tin bién da mat khong tu trd lai. U-Net ndi
feature map encoder v6i decoder & do phan gii tuong ting, thuong bang phép noi kénh

(concatenate).
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skip: encode (4 kénh) néi véi 8 kénh phong to

anh phong to ‘l’ decode logits
1 4 8 12 4 1
12x12 12x12 12x12 12x12 12x12 12x12
pool 4 8
6x6 6x6
middle

TinyUNet: thu nho, phong to, ndi v6i nhanh skip, ra mot logit moéi pixel.

Khac residual z + F(z) gilt nguyén sd kénh, skip ctia U-Net cat hai tensor theo chiéu
kénh: s6 kénh cong lai, con N, H, W cia hai tensor phai khép. Conv ngay sau phép noi
phai dugc khai bao véi tong sé kénh do; mang trong bai ndi 4 kénh skip véi 8 kénh tu day
thanh 12 kénh.

HOI NHANH
Sau khi phong to, decoder c6 64 kénh. Skip tir encoder c6 32 kénh, cung H va W.

Sau torch.cat(..., dim=1), conv k€ ti€p phai nhin bao nhiéu kénh vao?

A 32
B 64
c 96
D 128

Decoder phong to bang mot trong hai cach:

» Noi suy (F.interpolate, nearest hoac bilinear): khong cé tham s6 hoc.

» Transposed convolution (nn.ConvTranspose2d): kernel hoc dugc. V6i kernel k&, stride
s, padding p, chiéurala H,y = (H — 1)s — 2p + k (cdng thém output_padding néu
dat, mic dinh 0), nén ciu hinh hay gap k = s = 2, p = 0 cho dang 2H. Ngugc véi
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conv thudng, stride & day lam anh 16n 1én: nn.ConvTranspose2d (64, 32,
kernel_size=2, stride=2) dua (1, 64, 16, 16) thanh (1, 32, 32, 32).

V6i 4 1an pooling, canh anh nén chia hét cho 16; anh 101 x 101 bi lam tron xuéng & moi
lan pooling nén lac ndi hai tensor 1éch kich thudc, trir khi pad dnh 1én 112 hodc phong

theo dang size ctia skip nhu muc sau.

HOI NHANH
nn.ConvTranspose2d(8, 4, kernel_size=2, stride=2) nhin tensor (N, 8, 6, 6).

Pau ra co6 shape gi?
A (N, 4, 3, 3)
BN, 4, 7, 7
¢ (N, 8, 12, 12)

D (N, 4, 12, 12)

Bai bao U-Net (Ronneberger va cong sy, 2015) gidm do phan giai bon 1an, s6 kénh tang tir
64 1én 1024, va dung conv khong padding: anh vao 572 x 572 cho mask 388 x 388, nén
feature map ctia encoder phai dugc cit phan gitia (crop) truée khi ndi. Mang trong bai

chi c6 mdt mic, conv cd padding va phong to bang ndi suy, dt nho dé train trén CPU.

U-Net chi gom conv, pooling va phép phéng to, khong co6 tang fully connected gan voi

kich thu6c anh, nén cting bd trong sé chay dugce trén anh l6n hon ldc train.

Gi6i han that la bd nhé: anh vé tinh hay anh hién vi vai nghin pixel mdi chiéu c6 thé
khéng vira GPU. Khi d6 cat anh thanh cac tile chong 14n, du doan tung tile, roi ghép
logits va chi gitt (hodc 1dy trung binh) phan gitta méi tile, vi pixel sat mép tile thi€u ngi

canh 6 mot phia.
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Dit liéu nho d€ nhin dugc sai dung

Anh tu tao c6 hinh chir nhat sang, nhiéu nhd va nén t6i; mask ding 12 hinh chi nhat.
Train va validation dung seed khac. P sang gan nhu cho thing nhan, nén day 1a bai dé:
n6 dung dé kiém ca duong di tir dir liéu, shape, loss dén metric, chua phai dé so sanh

model.

Python

import torch
from torch import nn

import torch.nn.functional as F

torch.set_num_threads(1)

torch.manual_seed(56)

def make_rectangles(count, seed):
rng = np.random.default_rng(seed)
masks = np.zeros((count, 1, 12, 12), dtype=np.float32)
for index in range(count):
row, col = rng.integers(l, 6, size=2)
height, width = rng.integers(3, 6, size=2)
masks[index, O, row:row + height, col:col + width] = 1
noise = rng.normal(0®, 0.08, masks.shape).astype(np.float32)
images = np.clip(0.1 + 0.8 * masks + noise, 0, 1)

return torch.from_numpy(images), torch.from_numpy(masks)

train_x, train_y = make_rectangles(24, 10)

valid_x, valid_y = make_rectangles(8, 11)
print(tuple(train_x.shape), tuple(train_y.shape))
print(int(train_y[0].sum()), int(valid_y[0].sum()))

Hai tong cudi la s6 pixel foreground trong hai mask mau: hinh chit nhat 3 x 3 va 4 x 5.
Nhin chting phat hién ngay nhan vo tinh toan 0, hodc nhan mang gia tri la, truéc khi
train. Mask & day la float 0/1 vi BCEWithLogitsLoss can target float; bai nhiéu 16p dung
ID ki€u long nhu da noi.
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HOI NHANH

Mask doc tir PNG mang gia tri 0 va 255. Mask mau la hinh chit nhét 9 pixel, nhung

int(train_y[0].sum()) lai in ra 2295. Sai & dau, va BCEWithLogitsLoss Sé ra sao?
Khéng sai, BCE tu dua target vé doan [0, 1]
Target 255 nam ngoai [0, 1], nén loss am va giam mai khéng co6 day
Mask bi dém truing pixel, can np.unique trudc khi train

Target 255 khién BCE bao 16i ngay 6 budc dau tién

Viét va train U-Net nho

Max pooling lam tron xudng, nén véi chiéu 1é, phong gap doi khong tré vé dang kich
thudc cii: 13 thanh 6, rdi 6 thanh 12. Vi vAy interpolate nhan thing size cta skip thay vi
scale_factor=2. Anh 12 x 12 ctia bai chia hét cho 2, nhung ctng code van néi dang véi

anh c6 chiéu Ié.

Python

class TinyUNet(nn.Module):
def __init__(self):
super().__init__(Q)
self.encode = nn.Sequential(nn.Conv2d(1, 4, 3, padding=1), nn.ReLU(Q))
self.middle = nn.Sequential(nn.Conv2d(4, 8, 3, padding=1), nn.ReLU())
self.decode = nn.Sequential(nn.Conv2d(12, 4, 3, padding=1), nn.ReLU(Q))
self.output = nn.Conv2d(4, 1, 1)

def forward(self, images):
skip = self.encode(images)
low = self.middle(F.max_pool2d(skip, 2))
up = F.interpolate(low, size=skip.shape[-2:], mode="nearest")
joined = torch.cat([skip, upl, dim=1)
return self.output(self.decode(joined))

model = TinyUNet()
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optimizer = torch.optim.Adam(model.parameters(), 1r=0.02)
criterion = nn.BCEWithLogitsLoss()
print("logits:", tuple(model(train_x[:2]).shape))
for step in range(80):
model.train()
optimizer.zero_grad()
loss = criterion(model(train_x), train_y)
loss.backward()

optimizer.step()

model.eval()
with torch.no_grad():
valid_logits = model(valid_x)
valid_loss = criterion(valid_logits, valid_y).item()
masks = valid_logits.sigmoid() >= 0.5
scores = [mask_scores(masks[i, 0].numpy(), valid_y[i, ©0].numpy())
for i in range(len(valid_y))]
print("valid BCE:", round(valid_loss, 4))

print("mean IoU, Dice:", np.mean(scores, axis=0).round(4).tolist())

Dong dau xac nhan logits c¢6 dung shape (2,1,12,12) ctia mask. BCE validation la
0.0034; mean IoU 0.9922 va mean Dice 0.996 14y trung binh theo 8 anh validation. Loss
la thir dugc t6i uu, IoU/Dice la thit duge chdm, va ca hai 6 day déu do trén validation.

Diém gan 1 phéan anh dit liéu sinh rat sach; ving myc thiat md, chong 1én dong ké hoac co

anh sang khong déu kho6 hon nhiéu.

anh . l . o b .
»

mask that . l - . .
oo BB I B 1 B

Mask that va mask TinyUNet du doan gan nhu trung nhau.
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D e Ele D

budc 8: loU v8i mask that 0.00  budc 16: loU véi mask that 0.95 budc 30: loU véi mask that 0.90 budc 320: loU vdi mask that
0.97

U-Net nho hoc mask hoa: mau xanh la xac suat la hoa, vién cam la mask dung.

Dice cling dung lam loss dugc néu thay tap nhi phan bang xac suit p; = o(2;):

N ZZipigmLe
Zipi +Zigi+€,

LDice =1

v6i g; € {0,1} la nhan va e nho (thuodng bang 1) d€ mask réng khong gay chia cho 0. Ban
mém nay c6 dao ham theo p;; threshold truéce khi tinh thi mat dao ham. Pixel nén doan
dang (p; =~ 0, g; = 0) gan nhu khéng gop gi vao tir 1an mau, nén Dice loss khong bi phan
nén 16n 1an at nhu BCE 14y trung binh theo pixel.

Nhiéu do6i cong BCE véi Dice loss; t6 hgp nao tét hon do validation quyét dinh, vi t6i uu

Dice loss khong bao dam Dice sau threshold cao nhat.

HOI NHANH
MOt doi viét loss = 1 - dice((model(x).sigmoid() >= 0.5).float(), y). Goi
loss.backward() thi bao element 0 of tensors does not require grad. Stra thé€ nao méi

dung?
A Goi .requires_grad_() trén mask nhi phan trudc khi tinh
B Ha threshold tir 0.5 xuéng 0.3 dé mask bét réng
¢ Boc phan tinh loss trong with torch.no_grad():

D Tinh Dice mém trén xac suat sigmoid, bd threshold

Cung TinyUNet nay cé trong script clia chuong d€ train trén anh va mask ctia minh:

o Ditliéu can bon thu muc train/images, train/masks, valid/images, valid/masks;

anh va mask cung tén, mask chi mang 0/255 hoac 0/1.
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e Lénh khong c6 --run chi kiém dit liéu. Thém --run cung --from-scratch, hoac cung
checkpoint kém SHA-256, thi script resize anh bang bilinear va mask bang nearest,
train trén CPU véi batch 2, ghi checkpoint c6 mean Dice validation t6t nhat roi nap

lai d€ suy luan thir mot batch.

Khi so cac cau hinh, ghi kém split, kich thuéc anh va s6 epoch.

RLE: dung lai ky nang xtr ly day

Run-length encoding (RLE) luu cac doan foreground lién ti€p sau khi trai mask. Bai dung
mot quy ude cu thé: trai theo hang (row-major), vi tri bat dau tinh tir 1, méi cap la start
va length. D6 khong phai chuan chung: COCO trai theo cot va ghi xen ké do dai cac run
0 va run 1; nhiéu cudc thi dung cap start-length nhung danh so pixel tir trén xuong dudi

roi méi sang phai, tc trai theo cot.

Mask [O 0] trdi theo hangla9,1,0,1,1,0,nén RLE1a [2,1, 4, 2]. Trai theo cOt cho

1
1 1 0
0,1,1,1,0,0,ra [2,3]. Cing mask nhung bytes dau ra khac.

trai theo hang trai theo cot
1 2 3 1 3 5
4 5 6 2 4 6
RLE (2, 1, 4, 2) RLE (2, 3)
010110 011100

cling mét mask, hai chudi khac nhau: sé trong 6 1 chi s6 khi trai

Trai theo hang hay theo cot cho hai chu6i RLE khac nhau.

Python

def encode_rle(mask):
values = np.asarray(mask, dtype=np.uint8).ravel(order="C")
padded = np.r_[0, values, 0]
changes = np.flatnonzero(padded[1:] != padded[:-1]) + 1
changes[1::2] -= changes[::2]
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return changes.tolist()

def decode_rle(runs, shape):
assert len(runs) % 2 == 0
flat = np.zeros(np.prod(shape), dtype=np.uint8)
for start, length in zip(runs[::2], runs[1::2]):
assert 1 <= start and length > 0 and start - 1 + length <= len(flat)
flat[start - 1:start - 1 + length] = 1

return flat.reshape(shape, order="C")

small_mask = np.array([[0, 1, 0], [1, 1, 0]], dtype=np.uint8)

runs = encode_rle(small_mask)

print(runs)

print(np.array_equal(small_mask, decode_rle(runs, small_mask.shape)))
print(encode_rle(np.zeros((2, 3), dtype=np.uint8)))
print(encode_rle(np.ones((2, 3), dtype=np.uint8)))

Round trip True kiém encoder/decoder nhat quan. N6 chua chiing minh format khép dé,
vi hai ham c6 thé cung dung sai thir tu. D6i chiéu file mau ctia dé va vé mask giai ma ra

mai kiém duoc diéu do.

HOI NHANH
Mask [[1, 8], [1, 1]] dugc ma hoa theo hang thanh [1, 1, 3, 2], nhung scorer

lai giai ma theo cot. Scorer thay mask nao?
([1, ol, [1, 11]
Khoéng thdy mask nao, vi scorer bao 16i dinh dang
[[1, 11, [0, 1]1]

(fe, 11, [0, 0]]
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Poi kich thuéc mask

Mask la nhan rdi rac, nén khi resize phai dung nearest: bilinear tao gia tri trung gian gitra
hai 16p. Khi dua du doan vé kich thu6c anh géc, phong logits hoidc xac suat (bilinear
dugc, vi chiing 1a s lién tuc) ro6i méi threshold; RLE ndp bai phai ma hdéa mask & dang

shape géc ma scorer dung.

Léch mot pixel gitra anh va mask, do crop hoidc padding khong dong bo, gay 16i 16n & nét
manh. Connected components chi tach dugc nhiitng vang khong noi nhau, nén khong

thay dugc instance segmentation khi vat thé cham nhau.

HOI NHANH

Mask mot hang [0, 8, 2, 21,v6i 0 lanén, 11a gidy, 2 1a muc, dugc phong 1én 8 cot
béing bilinear thanh [6, 6, 0, 0.5, 1.5, 2, 2, 2].Sau .long() thithanh [0, 0,
0, 0, 1, 2, 2, 2].Sira thé nao?

A Resize mask bang nearest dé chi chép lai nhan
8 Dung .round() thay .1long() dé lam tron dung
¢ Datalign_corners=True cho ndi suy chinh xac

D P6i mask sang floaté4 trudc khi ndi suy

mask 0 0 2 2
8 cot
R bilinear 0 0 0 0.5 1.5 2 2 2
0 nén, 1giay, 2 muc
réi .long() 0 0 0 0 1 2 2 2
nearest 0 0 0 (0] 2 2 2 2

Phong mask bang bilinear sinh nhan khéng c; nearest chi chép nhan sin co.
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Khi di thi

 Viét scorer theo diing dé: Dice hay IoU, trung binh theo anh hay gop pixel, anh rong
tinh thé nao.

o Choéng mask Ién vai &nh dé bat mask 0/255, 1at truc hay ghép nham tép.

» Dua logits vé kich thudc géc roi méi threshold; gidi ma thir vai dong RLE truée khi

A

nop.

To6m tat

» Semantic segmentation cho mdi pixel mot 16p; instance segmentation tach thém
tung vat thé, chdng han bing Mask R-CNN. Loai nhan va model chon theo dau ra dé
yéu cau.

» Dice/IoU do chong 14n foreground va khong d€m TN; quy tic mask réng va cach gop
(theo anh, theo 16p, gop pixel) co thé d6i diém rat nhieu.

» U-Net ndi ngir canh 6 d6 phan giai thap véi chi tiét tir encoder; khi ndi, s6 kénh cong
lai con H, W phai khop.

 Train bang logits v6i BCE, hodc Dice mém trén xac suat; threshold chi dung khi suy
luan va cham.

o RLE chi dang khi thtr tu tréi, chi s6 bit dau va shape khép quy dinh cta dé; round trip

trong code chua kiém dugc diéu do.
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Kiém tra cuoi bai

CAU 1
Dé yéu cau bao ti1é dién tich ctia muc, gidy va nén trén moi anh bai lam, khéng can

dém nét chit. Loai nhan nao vira dtt dung vira ré nhat?
Mot nhan I8p cho ca anh
Bounding box quanh tung chi cai
Semantic mask, mbi pixel mot 16p

Instance mask riéng cho tung nét chix

PHONG THEO ) NOAI 2026 Singapore - Vong sd loai - Cau 210

CAU 2
Dé cho anh hién vi va yéu cau ndp mot mask riéng cho tiung té€ bao. Nhiéu té bao

nam sat, cham vao nhau. Model nao cho ra dang dang dau ra nay?
U-Net mét kénh foreground
Mask R-CNN
YOLO

ResNet phan loai anh

PHONG THEO ) NOAI 2025 Singapore - Phan 1- Cau 15
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https://aisingapore.org/wp-content/uploads/2026/04/NOAI-2026-Preliminary-Round-Assessment-300-MCQs-Google-Forms.pdf#page=76
https://learn.aisingapore.org/wp-content/uploads/2025/10/NOAI-2025-MCQ-Assessment-Questions.pdf#page=3

CAU 3
bé cham bang IoU, con notebook in ra Dice. Trén mdt anh validation, Dice cta

mask du doan 1a 0.8. IoU ciia cung cdp mask dé xap xi bao nhiéu?
0.4
0.67
0.8

0.89

CAU 4

Ham tinh mIoU cho segmentation nhiéu 16p duyét tung 16p trén moi anh. Lép “xe
may” chi c6 trong 5% s6 anh. O mot anh khong c6 xe may, model ciing khong doan
pixel xe may nao, nén union ctia 16p nay bang 0. Xt Iy thé nao dé mloU c6 y nghia

nhat?
Bd I8p do6 khoi trung binh cua anh nay
Gan loU = 1vi model da dung khi doan vang
Gan loU = 0 dé phat va ép model hoc I8p hiém

Dung loU c6 trong sé theo tan suat pixel

PE THI  NOAI 2026 Singapore - Chung két - Cau 14
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https://aisingapore.org/wp-content/uploads/2026/04/NOAI-2026-Final-Assessment-Section-1-MCQs-Google-Forms.pdf#page=20

CAuU S5
Mot doi bo moi skip connection khoi U-Net dé tiét kiém boé nhé. Mask m6i van ndm
dang vung dai thé, nhung bién bi nhoe va nhitng nét manh 1-2 pixel bi€n mat. Nhu

vay skip connection chii yéu lam viéc gi?
Tang téc train nhd gradient di tat
Giam s6 tham sé va bd nhé cua decoder
Thém phi tuyén gilta encoder va decoder

Mang chi tiét phan giai cao sang decoder

PHONG THEO ) NOAI 2026 Singapore - Vong sg loai - Cau 234
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https://aisingapore.org/wp-content/uploads/2026/04/NOAI-2026-Preliminary-Round-Assessment-300-MCQs-Google-Forms.pdf#page=84

CAU 6
Anh vao 100 x 100, moi Conv2d c6 padding=1, vd mbi miic encoder max-pool 2 x 2.
Cac skip s1, s2, s3 ¢6 kich thu6ce 100, 50, 25. Pay x ¢6 512 kénh, sau thém mot lan

pool ntra.

self.upl = nn.ConvTranspose2d(512, 256, kernel_size=2, stride=2)
self.convl = nn.Conv2d(512, 256, kernel_size=3, padding=1)

self.upl(x)

X .
1

x = torch.cat([x, s3], dim=1) # dong A, s3 co 256 kénh
X = self.convl(x)

Dong A bao Sizes of tensors must match. Vi sao?
Pool tir 25 lam tron xudng 12, nén upl chi cho 24, I&ch véi 25
256 n6i 256 thanh 512 kénh, convl khédng nhan dudc
Phai néi theo dim=0, tic theo batch, thay vi theo kénh

Conv khéng padding lam feature nhé dan qua méi tang

PHONG THEO ) NOAI 2026 Singapore - Chung két - Cau 13

CAU 7
Mask3 x 3la[[0, 1, 1], [0, @, 1], [1, 0, ©]].RLE trdi mask theo hang, danh
sO tu 1, gdp toi da cac s 11ién ti€p, va ghi moéi run thanh (start, length). Ma nao

ding?
[1, 2, 5, 2]
[2, 3, 6, 7]
[3, 2, 7, 2]

[2, 2, 6, 2]
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https://aisingapore.org/wp-content/uploads/2026/04/NOAI-2026-Final-Assessment-Section-1-MCQs-Google-Forms.pdf#page=18

CAu 8

Anh vé tinh 4096 x 4096 can mask dudng di rong 2-3 pixel, nhung GPU chi chay
dugc tile 512 x 512. Cit thanh 64 tile khdong chdng nhau rdi ghép lai thi mask tot &
gitra tile, nhung hay bi dit doc theo cac duong cit. Nén stra theo huéng nao?

Resize ca anh vé 512 x 512, du doan mét 1an
Chon threshold riéng cho tung tile
Train thém vai epoch trén cac tile sat mép anh

Cét tile chdng lan, ghép logits & phan giiia tile

CAu 9
Model dugc train trén anh resize vé 256 x 256. Anh test géc cao 768, rong 1024, va
scorer gidi ma RLE theo shape gdc. Poi ma hoa thing mask 256 x 256 ma model du

doan. Phai lam gi méi dang?
Khéng can lam gi, scorer tu co gian RLE theo ti 1& anh
Nhan moi start va length véi 12 1a khdp shape géc
Phéng logits vé shape géc, threshold réi méi ma hoa

P6i sang trai theo cét 14 d0 khdp véi anh goc
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CcAu 10

Tap test ¢6 100 anh, trong d6 60 anh khong c6 vét nat. Scorer tinh Dice tiung anh
rdi 14y trung binh. Anh nao c6 ca mask that va mask dur doan déu réng thi dugc 1.

Mot bai nop toan mask rong dat bao nhiéu?

Poc thém
e Ronneberger, Fischer, Brox — U-Net: xem vai tro duong noi gitta encoder va decoder.
» PyTorch — BCEWithLogitsLoss: kiém kiéu target, shape va cach ghép sigmoid.

 He, Gkioxari, Dollar, Girshick — Mask R-CNN: xem nhanh mask dugc gan vao detector hai giai

doan thé nao.

e COCO mask API: doi chi€u format RLE ctia COCO (trai theo c0t, counts xen k€) v6i quy u6e
start-length trong bai.

Tai goi recipe clia chuong — gom cac module phu va huéng dan chuan bi asset.
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https://arxiv.org/abs/1505.04597
https://docs.pytorch.org/docs/stable/generated/torch.nn.BCEWithLogitsLoss.html
https://arxiv.org/abs/1703.06870
https://github.com/cocodataset/cocoapi/blob/master/PythonAPI/pycocotools/mask.py
http://127.0.0.1:56872/giao_trinh/assets/phase-5/recipes.zip

