CNN va ResNet

Trac nghiém ¢J Thuc hanh G Chay trén Kaggle Y PDF bai

CNN (convolutional neural network) xép nhiéu 16p convolution néi nhau: 16p
dau do nét, cac 16p sau ghép nét thanh hinh phitc tap hon, cudi cing ra mot
nhan cho ca anh. Nhung thém 16p khong phai ltic nao cling tét hon: mang qua
sau c6 thé hoc kém hon mang néng. ResNet stia viéc nay bang duong di tat
(skip connection), cOng thang dau vao ctia mot khoi vao dau ra ctia no. Bai nay
xdy mOt CNN nho, so mot mang 18 16p cé va khong cé duong di tat, réi doc ciu
tric ResNet-18 va ResNet-50.

MUC TIEU

Theo doi shape tir anh t6i dau ra ctia CNN.
Huan luyén mot CNN nho.
Viét residual block; hiéu vi sao duong di tat giap mang sau hoc dugc.

Dboc cdu tric ResNet va dém tham so0.

Tt nét dén nhan

CNN (convolutional neural network) dung convolution dé tao feature map, roi activation
nhu ReLU dé ghép cac dac trung mot cach phi tuyén. Thi€u activation, hai convolution
lién ti€p van chi la mdt phép affine ctia anh dau vao (khong padding thi dang bing mot

convolution 5 x 5), nén xép thém 16p khong tao dugce ranh gisi quyét dinh phic tap hon.
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TinyCNN: hai lan conv + ReLU xen max pool, 14y trung binh méi kénh, roi
linear ra hai logits.

CNN nho & day dung conv 1 — 8, ReLU, max pooling, réi conv 8 — 8, ReLU. Global
average pooling l1ay trung binh méi feature map thanh mot s6. Tam s6 di vao linear head
dé tao hai logits. Logit la diém chua chuin hoa, khong phai xac suit; CrossEntropyLoss

nhén tryc ti€p ching.

Budc Shape vé@i anh xam 12 x 12
Anh dau vao (N, 1, 12, 12)

Conv 3, padding 1, ReLU (N, 8, 12, 12)

MaxPool 2 (N, 8, 6, 6)

Conv 3, padding 1, ReLU (N, 8, 6, 6)

Global average pooling (N, 8)

Linear head (N, 2)

Trung binh toan anh khién head khong can mot trong s6 riéng cho tung vi tri, va head
lu6n nhan ding 8 s6 du anh vao 16n hay nhd; con néu flatten ca feature map thi s6 dac

trung ddi theo kich thuéce anh.

Global max pooling lay gia tri 16n nhit thay cho trung binh: n6 tra 16i “c6 chd nao khép
mau khong”, con trung binh do “khép nhiéu dén dau trén ca anh”. B4i lai, ca hai lam head
mat phan 16n thoéng tin toa do. V6i cau hoi “nét dimg hay ngang”, Iua chon nay hgp 1y; véi

cau hoi “nét ndm bén trai hay phai”, phai gitr hodc bd sung thong tin vi tri.
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Nh¢ global pooling, dic trung cudi 512 x 7 x 7 chi con 512 s6, nén head 10 16p ¢6 512 -
10 4+ 10 = 5130 tham s6.

HOI NHANH
Head tra vé logits (N, 2). Nhan dua vao CrossEntropyLoss cung logits 4y phai c6

shape va kiéu gi?
A (N, 2), one-hot kiéu torch.long
B (N, 1), float chta 0.0 hoac 1.0
¢ (N,), kiéu torch.long, chita chi sé I6p

D (N, 1, 12, 12), mask nhi phan theo tung pixel

Mot bo dir liéu biét ro quy tac

Ta tu sinh anh nét diing va ngang dai 8 6, rong 2 6, dat 6 mot vi tri ngau nhién roéi thém
nhiéu nho. Méi anh chi c6 mdt nét, hai 16p xuét hién can bang. Vi biét chinh xac quy tic
sinh, ta bi€t model phai hoc dugc gi: néu model khong hoc ndi, nghi ngd dau tién la cau

tric hay vong train, khong phai di li€u.

Ham dudi dit nét tranh sat bién. seed ctia train va validation khac nhau dé hai tap khong
dung chung day nhiéu. Véi anh that, moi anh cilia cung mot hoc sinh hay cing mot budi

chup phai ndm cuing mot phia cta split, nhu group split 6 bai 1.3.

Python
import numpy as np

import torch

from torch import nn

torch.set_num_threads(1)

torch.manual_seed(52)
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def make_lines(count, seed):
rng = np.random.default_rng(seed)
images = np.zeros((count, 1, 12, 12), dtype=np.float32)
labels = np.arange(count) % 2
for index, label in enumerate(labels):

position = int(rng.integers(3, 8))

if label ==

images[index, 0, 2:10, position:position + 2] = 1.0
else:

images[index, 0, position:position + 2, 2:10] = 1.0

images += rng.normal(0, 0.04, images.shape).astype(np.float32)
images = np.clip(images, 0, 1)

return torch.from_numpy(images), torch.tensor(labels, dtype=torch.long)

train_images, train_labels = make_lines(80, 1)
valid_images, valid_labels = make_lines(40, 2)
print(tuple(train_images.shape), torch.bincount(train_labels).tolist())

print(tuple(valid_images.shape), torch.bincount(valid_labels).tolist())

Ta kiém ca shape va s6 anh méi 16p truée khi train. Hai 16p can bang nén doan mét 16p

co dinh da dugc accuracy 0.5; model phai vugt mic do trén validation méi ching t6 hoc

duoc tin hiéu.

8 anh train dau tién clia make_lines (12x12, nhiéu ¢ = 0.04)

My 5 -
" o |
P ",
dung ngang dung ngang dung ngang dung ngang

chi 5 vi tri x 2 huéng: validation khac train & nhiéu

Tam anh train: nét dirng hoac nét ngang, 6 nam vi tri, cong nhiéu nho
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HOI NHANH
make_lines chon vi tri nét bang rng.integers(3, 8).Bod nhiéu di thi c6 bao nhiéu

anh sach khac nhau, va validation kiém dugc diéu gi?
5 anh, validation kiém ca vi tri IAn hudng nét mdi
10 anh, validation chi khac train & phan nhiéu
10 anh, validation c6 nhiing vi tri ma train chua gap

80 anh, vi m6i anh train 1& mét mau riéng

Dung model va kiém mot batch

Truéc khi chay 100 buéc, ta dua thit hai anh qua model: 16i shape 10 ra ngay & day, chi

ton mot gidy. flatten(1) gilr chiéu batch, chi gop cac chiéu con lai.

Python

class TinyCNN(nn.Module):
def __init__(self):

super().__init__Q)

self.features = nn.Sequential(
nn.Conv2d(1, 8, 3, padding=1),
nn.ReLU(),
nn.MaxPool2d(2),
nn.Conv2d(8, 8, 3, padding=1),
nn.ReLU(),
nn.AdaptiveAvgPool2d(1),

)

self.head = nn.Linear(8, 2)

def forward(self, images):
features = self.features(images).flatten(1)

return self.head(features)

model = TinyCNN()
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print(tuple(model(train_images[:2]).shape))

print("parameters:", sum(p.numel() for p in model.parameters()))

SG tham s6 la 682: conv dau ¢ 8(9 + 1) = 80, conv sau ¢6 8(8 -9 + 1) = 584, head c6
2(8 4+ 1) = 18. Shape kiém cac 16p c6 ndi dung véi nhau khong; s6 tham s6 kiém cau tric

c6 dung nhu thiét k€ khong, chang han mot 16p bi thém nham hay s6 kénh go sai.

HOI NHANH
Tensor trudce head co6 shape (8, 16, 4, 4).Goi flatten(0) thay cho flatten(1)

thi chuyén gi xay ra?
Ca batch bi gép thanh moét vector (2048, )
Chiéu kénh va chiéu batch d6i chd, ra (16, 128)
Chi hai chiéu khéng gian bi gép, ra (8, 16, 16)

Khéng dbi gi, vi PyTorch tu bé qua chiéu batch

HOI NHANH
Pa4i conv thir hai thanh Conv2d(8, 16, 3, padding=1) va head thanh Linear (16,
2). TinyCNN méi c6 bao nhiéu tham s6?

682
1264
1266

1282
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Huén luyén roi doc két qua

Mobi buéce dung ca 80 anh (full batch): tap nho nén vira bo nhé va két qua tai 1ap dugc; véi
tap anh 16n, ta chia mini-batch bang DatalLoader. Loss va accuracy tra 16i hai cau khac

nhau: loss con do muc tu tin, con accuracy chi d€ém nhan dang.

Python

criterion = nn.CrossEntropyLoss()

optimizer = torch.optim.Adam(model.parameters(), 1r=0.02)

def evaluate(images, labels):
model.eval()
with torch.no_grad():
logits = model(images)
loss = criterion(logits, labels).item()
accuracy = (logits.argmax(1l) == labels).float().mean().item()

return loss, accuracy

print("before:", tuple(round(v, 4) for v in evaluate(valid_images, valid_labels)))
for step in range(100):

model.train()

optimizer.zero_grad()

logits = model(train_images)

loss = criterion(logits, train_labels)

loss.backward()

optimizer.step()

print("train:", tuple(round(v, 4) for v in evaluate(train_images, train_labels)))

print("valid:", tuple(round(v, 4) for v in evaluate(valid_images, valid_labels)))

Validation di ttr accuracy 0.5, dang mirc doan bura, 1én 1.0 sau 100 budéc, va train véi
validation khép nhau. Két ludn dugce phép: cau tric va vong train hoc duge cach phan

biét hai hu6ng nét trong quy tic sinh da mo ta.

Loss in 0.0 1a s6 da lam tron bon chit s&: loss that nhd hon 0.00005 nhung khéng bang 0,
vi logits hitu han khdng bao gid cho xac suat dang bang 1.

Hinh du6i 1dy mot anh validation va ba kénh c¢6 phuong sai 16n nhat sau Conv + ReLU dau

tién ctia model da train. Mudn kiém tiép, d6i mdt yéu td c6 1y do (nhiéu 16n hon, nét sat
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bién, nét chéo) va gilt nguyén validation khi so cac cau hinh.

anh validation kénh 1 kénh 2 kénh O

= — G em—

Ba kénh sau 16p conv dau: m6i kénh nhan mot phan khac nhau cta nét.

HOI NHANH
DPoc thay train: (0.0, 1.0) vavalid: (0.0, 1.0), mdtban két luin “model

overfit, vi loss train da biang 0”. Nhan xét nao dang?
A Bung, loss train vé 0 13 dau hiéu hoc thudc
B Sai, overfit can train t6t hon validation mét cach ré rét
¢ Pung, vi moi xac suat du doan déu bang 1

D Sai, vi loss bang 0 nghia la model dung trén moi anh

Vi sao mot mang sau can dudng di tat?

Gia stt mot 16p méi chua c6 gi hitu ich d€ thém. Ta mong mang sau c6 thé it nhat gitr
hanh vi mang nong. Nhung mot chudi 16p thong thudng phai hoc lai phép gitt nguyén
qua nhiéu trong sé va activation. Téi uu c6 thé kho du mang da kha nang biéu dién 16i

giai.
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Residual block viét dau ra du6i dang y = = + F(z). Nhanh F hoc phan can thay déi; néu
F(x) = 0 thi con duong gilr . Bai bao ResNet dit trong tam vao viéc hoc residual dé xu

Iy khé khan t6i uu khi tang chiéu sau. Muc sau dung mdt block nho dé thdy y tudng; cudi
bai doc ResNet-18 va ResNet-50 that.

dudng tat: x di thang

\ |

@ conv RelLU conv @ RelLU

F(x)
y = ReLU(x + F(x))

Residual block: duong tat cong thing x vao F(x) rdi méi qua ReLU.

Néu tam bo activation sau phép cong, gradient c6 dang

oL 9L (, OF
or Oy oz |

I 1a 4nh xa gitt nguyén. Chong nhiéu block, gradient nhéan cac thua s6 (I + dF},/dx); khai
trién tich dy ludn co6 s6 hang I, titc mot dudng di vé cac 16p dau ma khong phai nhan qua
dao ham ctia moi nhanh. Mang khong cé dudng tat (goi la mang plain) chi cé tich
OFy,/0z - - - OF, /0z, nho dan theo cdp s6 nhan khi méi thira s6 nho hon 1.

Khai trién tich n thtta s6 (I 4+ dFy/0z) cho 2™ s6 hang: tin hiéu di qua 2" duong, moi
dudng chon di tat hay di qua nhanh & ting block. Pudng tit khong bao dam gradient
ludn tét: OF /O cb thé triét tiéu mot phan I hoac khuéch dai no, va ReLU sau phép cong

van chian gradient 6 cac 6 am.

Mot meo hay dung 1a khéi tao v ctia BatchNorm cudi moéi nhanh bing 0, dé luc dau moéi

block diing la identity va mang sau khéi dau nhu mdt mang ndng.
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HOI NHANH

Mudi block mét chiéu s6 y = = + F(z), khong c6 ReLU, block nao ciing co

OF /0xz = a. Gradient di qua cd mudi block dugc nhan véi bao nhiéu khi a = —0.5,
va khia = 0.5?

—4vab
Pung bang 1 & ca hai trudng hdp
Khoang 0.001 va khoang 57.7

0.5'% & c3 hai trudng hgp

Tinh thit mot block. Véi z = (2, —1) va F(z) = (0.3,0.4), phép cong ra (2.3, —0.6). Néu
block c6 ReLU sau cong, két qua 1a (2.3,0). Can ndi ro vi tri ReLU; “residual block” 1a mot

ho cdu tric, khong phai moi bién thé déu giong nhau.

Python

class ResidualBlock(nn.Module):
def __init__(self, channels):
super().__init__Q)
self.branch = nn.Sequential(
nn.Conv2d(channels, channels, 3, padding=1),
nn.ReLU(),

nn.Conv2d(channels, channels, 3, padding=1),

def forward(self, x):
return torch.relu(x + self.branch(x))

block = ResidualBlock(8)
with torch.no_grad():

for parameter in block.parameters():

parameter.zero_()

positive_input = torch.ones(2, 8, 6, 6)
print(torch.equal(block(positive_input), positive_input))
mixed_input = torch.tensor([[[[2., -1.11]1]1).repeat(1, 8, 1, 1)
print(block(mixed_input) [0, 0].tolist())
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True & dir liéu duong xac nhan nhanh béng 0 gitr duge dau vao qua ReLU. D liéu 4m bi
cat con 0, nén ta khdng goi block nay 1a identity trén moi z. Néu stride lam anh nhé di
hoic s6 kénh ddi, nhanh skip can projection, thuong 1a conv 1 x 1 c6 stride phu hgp: hai

tensor khac s6 kénh hay khac kich thuéc khong cong dugc.

HOI NHANH
Nhanh chinh chora (N, 16, 3, 3),con dudngtatla (N, 8, 6, 6).Lam cach nao

dé cong duge, ma van dang nghia?
A Dé broadcasting tu kéo dudng tét cho khép
B reshape dudng tat thanh (N, 16, 3, 3)
¢ Bo dudng tat & block nay cho khoi léch

0 Dungconv 1 x 1 stride 2 dua tu 8 1én 16 kénh

Mudi tdm 16p c6 va khong c6 dudng tat

Bai 3.3 va 3.6 da do mang ReLU 10 16p khdi tao N (0, 0.012): tin hiéu va gradient co theo
cap s6 nhan, con khai tao He hoac BatchNorm gitr lai duge thang. Thi nghiém sau hoi
diéu méi: gitr khéi tao méc dinh, chi thém phép cong z, thi gradient co vé t6i 16p dau
khong, va dudng tat con can BatchNorm khong?

Mang choéng 8 block 1én sau conv dau ctia TinyCNN: mdt conv, 16 conv trong cac block
va 16p linear cudi, téng cong 18 16p co trong s6. DeepBlock c6 hai cong tic: skip bat phép
cong x, norm chén BatchNorm sau méi conv cia nhanh va bé bias ctia conv. Bon t6 hgp
dung cung seed, cung dit liéu, cing Adam va 100 bu6c, nén mdi khac biét chi do cong

tac.

Python

class DeepBlock(nn.Module):

def __init__(self, channels, skip, norm):
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super().__init__Q)
Norm = nn.BatchNorm2d if norm else nn.Identity
self.skip = skip
self.branch = nn.Sequential(
nn.Conv2d(channels, channels, 3, padding=1, bias=not norm),
Norm(channels),
nn.ReLU(),
nn.Conv2d(channels, channels, 3, padding=1, bias=not norm),

Norm(channels),

def forward(self, x):
out = self.branch(x)

return torch.relu(x + out) if self.skip else torch.relu(out)

def deep_net(skip, norm, blocks=8):
torch.manual_seed(0)
layers = [nn.Conv2d(1, 8, 3, padding=1), nn.ReLU(), nn.MaxPool2d(2)]

layers += [DeepBlock(8, skip, norm) for _ in range(blocks)]

layers += [nn.AdaptiveAvgPool2d(1), nn.Flatten(), nn.Linear(8, 2)]

return nn.Sequential(xlayers)

def train_deep(net, steps=100):
optimizer = torch.optim.Adam(net.parameters(), 1r=0.01)
losses = []
for step in range(steps):
net.train()
optimizer.zero_grad()
loss = criterion(net(train_images), train_labels)
loss.backward()
if step ==
first_grad = net[0].weight.grad.norm().item()
optimizer.step()
losses.append(loss.item())
net.eval()
with torch.no_grad():
accuracy = (net(valid_images).argmax(1) == valid_labels).float().mean().item()

return first_grad, losses, accuracy

curves = {}

for name, skip, norm in [
("plain", False, False),
("plain + BN", False, True),
("residual", True, False),

("residual + BN", True, True),
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grad, losses, accuracy = train_deep(deep_net(skip, norm))

curves[name] = losses

print(f"{name:<13} grad {grad:.le} 1loss@10 {losses[10]:.4f} max {max(losses):7.4f}"
f" T1loss@99 {losses[-1]:.4f} valid {accuracy}")

Cot grad la norm gradient ctia conv dau & budc dau tién; Loss@10 va Loss@99 la loss train

sau 10 va 99 bu6c cip nhét; max 1a loss 16n nhat trong 100 buéce. Poc theo ting hang:

o Plain, khéng BatchNorm khong hoc gi: gradient t6i conv dau chi con 2.5 x 10711, loss
dang ¢ 0.6931 ~ In 2 va validation 0.5, diing méc doan déu hai 16p. Bay van la hién
tugng cta bai 3.3: khéi tao mdc dinh cta PyTorch nho hon He, nén qua 17 conv +
ReLU, phan tin hiéu phu thudc dnh va gradient di vé déu co theo cap s6 nhan.

 Plain + BN hoc dugc: BatchNorm kéo thang vé sau mdi conv, nhu 6 bai 3.6.

* Residual, khong BatchNorm la hang méi: cung khéi tao, chi thém phép cong z,
gradient t6i conv dau 16n hon khoang 10° 1an. P6 1a s6 hang I trong tich cac thua s
(I + 8F},/0z) & muc truéc: mot 16i di vé conv dau khong phai nhan qua cac nhanh
dang co. Mang hoc t6i loss 0.0006 ma khéng can BatchNorm hay khdi tao He, nhung
khong 6n dinh: khong gi gitr thang tin hiéu, nén khi cac nhanh 16n 1én trong lGc train,
phan méi block cdng thém vao z don lai qua 8 block, logits phinh ra va c6 buéc loss
vot 1én 19.1213.

 Residual + BN di nhanh nhat: sau 10 budc loss da 1a 0.0061, trong khi plain + BN con
0.3354.

plain 2.5e-11

plain + BN 4.1e-01

residual 3.1e-02

residual + BN 2.6e-01

1072 10°° 107°® 1073 10°
norm aradient clia conv dau & budc 1

Gradient t6i 16p conv dau: mang thing khong BatchNorm gan nhu bang 0; c6
duong tat hodc BatchNorm thi khong.

bay dang 1a cong thitc ctia ResNet: phép cong gilt dudng di cho gradient, BatchNorm gitr

thang cta tin hiéu.
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Bai bao ResNet thay cung hinh anh & quy mo 16n: trén ImageNet, mang plain 18 16p va
ResNet-18 dat do chinh xac gan nhau nhung ResNet-18 hoi tu nhanh hon; 1én 34 16p,
mang plain du c6 BatchNorm lai ¢6 16i train cao hon mang plain 18 16p, con ResNet-34
tot hon ResNet-18. Mang sau hon biéu dién dugc moi thit mang ndng lam dugc (cac 16p

thira chi can la identity), nén 16i train cao hon la ddu hiéu kho téi uu, khong phai overfit.

loss train khoéng BatchNorm c6 BatchNorm
19.1
10° plain ket 6 In 2 10°
a4
1072 10*2 |a|n + BN
'IO”‘ 'Iofd
residual + BN
0 50 99 0 50 99
budc budc

Mang 18 16p: khéng BatchNorm, mang thang ket & In 2; residual hoc dugc.

HOI NHANH

Theo bon dong output, thi nghiém nay ho trg két luan nao?
A Riéng dusng tat da du dé train 6n dinh
8 P& co BatchNorm thi dudng tat tré nén thia
¢ Cung cé BatchNorm, mang c6 dudng tt hdi tu nhanh hon

D Mang thudng ket & 0.6931 vi hoc thudc tap train

T block nhd dén ResNet-18 va ResNet-50

ResNet that ghép cac block nhu DeepBlock(8, skip=True, norm=True) thanh bon stage.

Cau trac;
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 Stem (phan dau): conv 7 x 7 stride 2 va max pooling stride 2, gidm anh 224 x 224 con
56 x 56.

» Bon stage: tir stage thir hai, block dau ctia moéi stage dung stride 2 dé chia déi canh va
nhan déi s6 kénh; dudng tat ctia block dy 1a projection: conv 1 x 1 stride 2 kém

BatchNorm.

» Cuo6i mang: global average pooling va mdt 16p linear ra 1000 16p ctia ImageNet.
weights=None dung kién tric véi trong s6 ngau nhién, khong tai gi tir Internet.

Python

from torchvision.models import resnetl8, resnet50

resnet = resnet18(weights=None).eval() # chi dung kién truc, trong sé ngdu nhién
h = torch.zeros(l, 3, 224, 224)
with torch.no_grad():
h = resnet.maxpool(resnet.relu(resnet.bnl(resnet.convi(h))))
print("stem ", tuple(h.shape))
for name in ["layerl", "layer2", "layer3", "layer4"]:
h = getattr(resnet, name)(h)
print(name, tuple(h.shape))
print(resnet.layer2[0].downsample[0])

def conv_parameters(module):

return sum(m.weight.numel() for m in module.modules() if isinstance(m, nn.Conv2d))

resnet_50 = resnet50(weights=None)
print("ResNet-18:", sum(p.numel() for p in resnet.parameters()))
print("ResNet-50:", sum(p.numel() for p in resnet_50.parameters()))

print("bottleneck layerl[1]:", conv_parameters(resnet_50.layer1[1]))

Doc output:

o Canh anh giam 32 1an (nam 1an chia doi) tir dau vao dén layer4: anh 224 cho map 7 x
7, anh 448 cho 14 x 14. S6 kénh tang tir 64 1én 512.

e Dong Conv2d(64, 128, ..., stride=(2, 2), bias=False) la projection ctia block
dau layer2.

e S0 18 dém cac 16p co trong sb: conv stem, 16 conv trong 8 block co ban (mdi block hai

conv 3 x 3) va l6p linear cudi; projection khong tinh.

Al Canuc80k - Bai 5.2 - CNN va ResNet 15/25



» Mot block coban 64 kénh c6 2 - 64 - 64 - 9 = 73 728 trong s6 conv cong 256 tham s6

, B ctia hai BatchNorm.

O ResNet-50, layer2 tra (B, 512, 28, 28) va layer4 tra 2048 kénh: ca mang c6 khoang
25.6 triéu tham so, ResNet-18 khoang 11.7 triéu.

56x56  56x56 anh 224x224 - s6 trong khéi Ia s6 kénh
28x28
14x14 7%
64 64 128 256 512 1000
stem layer1 layer2 layer3 layer4 linear

ResNet-18: mdi stage chia doi canh, nhan doi s6 kénh, t6i 512 kénh 7x7.

ey
w0

) 2 . ” il o Y ;
L -, Do e

convl - 64 kénh - 112 x 112 (9 layerl - 64 kénh - 56 x 56 (9 layer2 - 128 kénh - 28 x 28 (9 layer4 - 512 kénh -7 x 7 (9
kénh manh nhat) kénh manh nhat) kénh manh nhat) kénh manh nhat); du doan “bell
cote” 0.54

Feature map that clia ResNet-18 trén anh thap: cang sau, bang cang nho va
nét cang triru tugng.

ResNet-50 trd 1én dung bottleneck: conv 1 x 1 thu hep s6 kénh, conv 3 x 3 lam viéc &
chiéu hep, réi conv 1 x 1 mé rong lai gap 4. O layer1, block nhan va tra 256 kénh nhung
conv 3 x 3 chi chay 6 64 kénh: 256 - 64 + 64 - 64 - 9 4 64 - 256 = 69 632 tham s0, khép
dong cudi ctia output. Hai conv 3 x 3 chay thang & 256 kénh can 2 - 256 - 256 - 9 =

1179 648, gap gan 17 lan. Nho vay ResNet-50 sau gan gap ba ResNet-18 ma chi nhiéu

tham s6 khoang 2.2 1an.
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bottleneck hai conv 3x3 3 256 kénh

1x1 256 > 64
3x3 256 > 256

3x3 64 > 64 it han
3x3 256 > 256 s 17 18n

1x1 64 > 256

69 632 tham so 1 179 648 tham sd

Bottleneck: conv 1x1 thu kénh lai, conv 3x3 chay & it kénh, conv 1x1 mé ra; it
tham s6 hon 17 1an.

Moi conv trong ResNet déu c6 bias=False: BatchNorm ngay sau trit mean theo ting
kénh, nén hing sd bias cong vao ca kénh bi trir di dang bang no; viéc dich chuyén do 3

ctia BatchNorm dam nhéan.

HOI NHANH
Conv2d(64, 128, 3) ding ngay truéc BatchNorm2d(128). D€ bias=True thi thém

bao nhiéu tham s6, va ching c6 tac dung gi khong?
A 128, nhung khéng c6 tac dung, vi BatchNorm tri di mean cua tiing kénh
B 128, va co tac dung giup BatchNorm hdi tu nhanh hon
¢ 8192, nhung khéng co6 tac dung, vi BatchNorm tri di mean cua tung kénh

D 8192, va c6 tac dung giup BatchNorm hoi tu nhanh hon

Mang cho dién thoai nhu MobileNet ti€t kiém hon nita bing depthwise separable
convolution: conv k x k v6i groups bang s6 kénh vao, méi bo loc chi doc mdt kénh
(depthwise), roi conv 1 x 1 trén cac kénh (pointwise). S6 tham s6 khong bias di tu
Cout Cink? xuong Cink? + CinCout, nhd hon gan k? 1an khi Coyt 16n; s6 phép nhan-cong
giam cung tilé. Vidu 3 x 3 tur 32 ra 64 kénh: 18 432 trong so6 thudng, con 32 -9 + 32 -
64 = 2336 khi tach.
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Khi mot model da fine-tune chay qua cham trén dién thoai, thir kién trac nhe nhu

MobileNet, 4anh dau vao nhd hon hoac trong s6 lugng tir hoa.

HOI NHANH

nn.Conv2d(64, 64, 3, groups=64, bias=False).weight.shape la gi?
A (64, 64, 3, 3)
B (64, 1, 3, 3)
c (1, 64, 3, 3)

D (64, 3, 3)

CNN va ResNet dang gia dinh gi?

CNN va ResNet van dua vao tinh cuc bg, chia sé trong sd va viéc ghép nhiéu mirc chi tiét.

Duong tat gitp téi wu mang sau; n6 khéng thém dit liéu va khong chéng hoc thudc.

Train tir dau ResNet-50 v6i hon 25 triéu tham s6 trén vai tram dnh dé hoc thudc tap
train, trong khi mot CNN nhd c6 thé tong quat t6t hon. Trong s6 pretrained trén
ImageNet c6 ich khi dic trung chuyén duge sang anh méi (bai 5.3); anh y khoa, camera
hong ngoai hay ky hiéu rat nho khac xa ImageNet, nén phai so v6i baseline trén ciing

validation truéc khi tin.

V6i anh nét phan that, tha tu hgp 1y 1a: TinyCNN lam baseline dé debug, roi mot ResNet
nho train tir dau hoac encoder ResNet pretrained thay head (néu dé cho phép), so tat ca

trén cung split va metric.
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HOI NHANH

C6 300 anh, dé cam dung model pretrained. ResNet-50 train tur dau dat 100% trén
train, 55% trén validation. MOt CNN nho dat 85% trén train, 78% trén validation.
Budc tiép theo hop 1y la gi?

Gilt mang nho, thém augmentation va regularization
Thém residual vao ResNet-50 cho dé t6i uu hon nia
Chon ResNet-50, vi accuracy trén train cao hcn

Lén ResNet-101 dé hoc dugc dac trung sau hon

Khi di thi
Chay mot batch qua model, in shape sau tung stage va dém tham s6 truée khi train.

Bit dau bing CNN nho hoac ResNet-18; chi tang do sau khi loss train con cao.

Dé cho phép pretrained thi thay head ctia ResNet pretrained va dung dang

preprocessing ctia checkpoint.

Tom tat
CNN ghép cac feature map cuc bo thanh nhan dnh qua activation, pooling va head;
global average pooling cho head s6 dic trung cé dinh nhung x6a phan 16n théng tin
vi tri.
Mang plain sdu c6 thé khdng hoc ndi vi tin hiéu va gradient tit dan qua nhiéu 16p.
Residual y = z + F(z) gitt mot dudng di thing cho gradient; BatchNorm gitr thang
ctia tin hiéu. Hai nhanh phai cung shape, dung projection khi d6i kénh hay stride.
ResNet ghép cac block thanh bon stage; ResNet-50 dung bottleneck d€ sau ma van

gon.
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DPuong tat gitp téi uu, khéng chong duge hoc thudc.

Kiém tra cuoi bai
CAU1
Trong TinyCNN, moi 6 ctia feature map sau conv th hai, c6 shape (N, 8, 6, 6),
chiu &nh huéng ctia mot viing anh dau vao rong bao nhiéu?
5X5b
6 X6

8 x8

12 x 12

CAU 2
Trén anh vat thé 224 x 224, mot ddi so mot CNN chi c6 hai 16p conv 3 x 3 lién nhau
v6i ResNet-18, cung dit liéu va cung s6 epoch, va ResNet-18 c6 validation cao hon

hén. Ly do chinh la gi?
Mang sau han luén chay nhanh hon
Mang sau ghép dan ti canh thanh két cau réi thanh vat thé
Mang sau han cé it tham s6 hon

Mang sau hon dé train hon mang néng

PHONG THEO ) NOAI 2026 Singapore - Vong sd loai - Cau 206
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CAuU 3
TinyCNN dugc train trén anh 12 x 12. Mot ban khac thay AdaptiveAvgPool2d(1)
bing Flatten() va head Linear (288, 2).DPua anh test 16 x 16 vao hai model thi

sao?
Ca hai déu chay vara (N, 2)
Ca hai déu bao 16i shape
TinyCNN bdo 16i, con ban Flatten chay dudc

TinyCNN chay dudc, con ban Flatten bao 16i

CAU 4

Bang cau hinh ResNet-152 ¢6 conv 3 x 3, BatchNorm, pooling va phép cdng duong
tit. Thanh phan nao la dong gop riéng ctia ResNet, gitp train dugec mang hon 100
l6p?

Pudng tat cong dau vao vao dau ra ctia méi block
BatchNorm dat sau méi convolution
B6 loc 5 x 5 thay cho 3 x 3 trong block

Nhiéu I8p pooling hon gilta cac stage

BE THI  NOAI 2026 Singapore - Vong sd loai - Cau 216
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CAus
Mot chudi 10 neuron mdt chiéu cé dudng tit: o; = 0;—1 + o(w;0i—1 + b;), v6i 0p = z,

o la sigmoid va moi w; = 1. Pao ham do,o/dx nam trong khoang nao?
(0, 471]
[4710’ 1]
Pung bang 1

[1, 1.259]

PHONG THEO ) CMU 10-601 - Exam 2 Practice - Q4.5

CAu 6
Mot doi train hai CNN thudng, khong c6 dudng tat, cting dit liéu, cting BatchNorm
va khéi tao He. Mang 20 16p ¢6 16i 6% trén train, 9% trén validation. Mang 56 16p c6

16i 11% trén train, 14% trén validation. Chan doan va cach stta nao hgp Iy?
Mang sau overfit, nén thém dropout cho mang 56 I16p
Gradient qua 18n, nén clip d6 18n gradient vé 1
Mang sau kho t6i uu, nén thém residual connection

Mang 56 I8p thita tham s6, nén giam sé kénh

PHONG THEO ) NOAI 2025 Singapore - Phan 1- Cau 9
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CAu 7
Moi block tinh y = x + F(z), khong c6 ReLU sau phép cong, va nhanh F' la conv,
ReLU, rdi conv. Khéi tao conv cudi ciia moi nhanh bing 0, c weight 1an bias. O

buéc train dau tién, mang 50 block hoat dong thé nao?
Khéng hoc dudc, vi moi gradient trong nhanh déu bang 0
Ra toan sé 0, nén khong tinh dudc loss
Nhu thé bo hét cac block, va moi conv déu nhan gradient ngay

Nhu thé bd hét cac block, va conv cudi van nhan dugc gradient

CAu 8
Dua anh 32 x 32, ¢ ctia CIFAR-10, vao ResNet-18 ctia torchvision, gitr nguyén phan
stem cho ImageNet. Output ctia layer4 co6 kich thu6c khong gian bao nhiéu?

1x1
2x2
4 x4

7x 7
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CAU 9
Thay mét conv 3 x 3 thudng, tir 64 1én 128 kénh, bang depthwise separable:
depthwise 3 x 3 trén ting kénh, tirc groups=64, roi pointwise 1 x 1 1én 128 kénh.

Moi conv déu khong c6 bias. S6 tham s6 trudc va sau la bao nhiéu?
A 73728 va 1152
B 73728 va 8768
C 73728 va 45056

D 8192 va 8768

PHONG THEO ) NOAI 2025 Singapore - Phan 1- Cau 14

cAu 10

Dé cho 4000 anh 64 x 64, 10 16p, chdm bang accuracy, cim dung model pretrained,
ngan sach 3 gio GPU. K& hoach nao hgp Iy nhat?

A Train modt ResNet nho tir dau, gilr checkpoint theo validation, réi ting dan
8 Train ResNet-152 tif dau subt 3 gid, ndp checkpoint cudi cling
¢ Nap ResNet-50 pretrained trén ImageNet, vi thudng cho diém cao nhat

D Gop validation vao train ngay tif ddu cho cé thém dif liéu

Poc thém

» He va cong su — Deep Residual Learning for Image Recognition: doc van dé t6i uu khi tang

chiéu sau va y tuéng hoc residual.
e PyTorch — Defining a Neural Network: d6i chi€u cach t6 chtic nn.Module va forward.

« Howard va cong sy — MobileNets: depthwise separable convolution va cach déi d6 chinh xac

14y toc do trén thiét bi nho.
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 Dive into Deep Learning — ResNet: xem bién thé c6 projection va ciu tric nhiéu stage; block
minh hoa ctia bai nhé hon mang trong sach.

Tai goi recipe clia chuong — gom cac module phu va huéng dan chuan bi asset.
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