Zero-shot

Trac nghiém 11 (4 Chay trén Kaggle ¥ PDF bai

Zero-shot la dung model cho mét nhiém vy ma khong huan luyén thém trén
nhan ctia nhiém vu dé. CLIP la model hoc ghép anh véi cau mo ta; muon phan
loai m&t anh, ta so anh véi cac cau nhu “anh mot cai ban”, “4nh mot cai bang”

roi chon cau gan nhat. V6i model ngdon ngi, ta chon dap an bang cach so xac

suat model gan cho tung cach viét tiép. Bai nay hoc ca hai cach, va vi sao diém

cao nhit chua chéc la dap an dang.

MUC TIEU

« Phan biét zero-shot, few-shot va fine-tuning.
+ Phan loai anh bang CLIP.
 Tinh log-probability va perplexity ctia mot cau.

+ Biét diém cao nhat chua chic la dap an dung; do bang validation.

Zero-shot chuyén diéu gi tir viéc hoc tru6e?

Trong supervised classification thong thuong, ta hoc cac nhan nhu 0, 1, 2 tir nhiéu input
da gan nhan. Zero-shot dung kién thiric hoc truéc dé xir Iy mot nhiém vu méi ma khong
cap nhit trong sd tir vi du ¢6 nhan ctia nhiém vy d6. Model van da hoc rat nhiéu di liéu
trude day. Néu di liéu méi giong dix liéu hoc trude, nod c6 thé lam tot; néu khac ngon

ngit, khac ki€u anh hoidc c6 khai niém chua hoc, két qua c6 thé kém.

Gitra zero-shot va fine-tuning con few-shot: dat vai vi du c6 nhan ngay trong prompt
ctia model ngdn ngir roi dé€ model hoan thanh vi du méi (in-context learning). Trong s

van gilt nguyén; cac vi du chi la phan ngir cdnh dugce doc lac du doan.

Vi da dung nhan ctia nhiém vy, két qua few-shot khong dugc bao 1a zero-shot. Ngugc lai,
prompt chi c6 cau hoéi va 16i dan “hay suy nghi ting buéc”, khong kem vi du nao, van la

zero-shot. Fine-tuning (bai 4.3) thi dung chinh cac vi du dy d€ cap nhit trong sd.
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zero-shot few-shot fine-tuning

X > ? X19Y1 X22Y2 X>? X > ?
trong s6 gili nguyén trong s6 gil nguyén trong s6 da cap nhat
khéng dung vi du cé nhan vi du ndm trong prompt vi du dung dé hoc trong s6

Zero-shot khong dung vi dy, few-shot dat vi du vao prompt, fine-tuning hoc
tu vi du.

CLIP c6 mot image encoder va mot text encoder dugc hoc dé dua anh cing moé ta phu
hop dén gan nhau. Trong mot batch cdp anh-chit, ma tran tuong dong co6 cac cip dung
trén duong chéo. Muc tiéu contrastive khuyén khich dudng chéo cao hon cac cdp khong
khép, theo ca chiéu anh tim chir va chir tim anh. Moi 6 ngoai dudng chéo déu dugc coi la
cdp khong khép, du doi khi hai anh trong batch c6 ndi dung rat gan nhau; do 1a giéi han

ctia cach dung tin hiéu hoc.

a photo of a pagoda a photo of a flower a handwritten 3
kéo Ién day xuéng day xuéng
day xuéng kéo Ién day xuéng
day xuéng day xuéng kéo Ién

mdi hang: anh chon dung caption - mbi cot: caption chon dling anh
Pretraining kéo diém cip anh-caption dung 1én, ddy moi cip khac xuong.
Khi phan loai nhan mdi, ta khong dung mét head hoc ttr dnh ctia bai méi. Ta tao mdt mo

ta cho méi 16p, 1ay text embedding, rdi so image embedding véi cac vector 16p. Hai

encoder phai thudc cung model dugc hoc dé chia sé khong gian; 1ay vector ctia mot
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model anh va mot model chit tuy ¥ r6i nhan vo huéng khong c6 co sé chi vi cung so6

chiéu.

HOI NHANH

”

Mot batch ¢6 hai anh meéo khac nhau, va ca hai déu di v6i caption “a photo of a cat”.

Trong contrastive loss, 6 (dnh méo 1, caption ctia anh méo 2) dugc x ly thé nao?
Bugc coi la cap dung thu hai cta anh meo 1
Bi bd khoi loss, vi hai caption trung nhau
Van 1a mét cap khdng khdp trong loss

Khéng anh hudng gi, vi loss chi doc dudng chéo

HOI NHANH
Mot doi 1dy embedding anh 512 chiéu tir mot ResNet da hoc trén ImageNet, va
embedding 512 chiéu ctia tén 16p tir mdt text encoder khac, chuan héa ca hai, roi

gan nhan bang cosine. Cach lam nay thé€ nao?
Dung dugc, vi clng s6 chiéu va d& chuan hoa
Khdéng c6 cd sd, vi hai encoder chua hoc chung mét khéng gian
Dung dudc, néu nhan thém logit scale cua CLIP

Dung dudc, néu prompt md ta du chi tiét

Tu tén 16p dén mot classifier

Gia str u la embedding anh va vy 1a embedding mo téa 16p k, déu chuan hoa do dai 1. Biém

16p 1a
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U, =su' vy, y = arg max .
k

s > 0lalogit scale; c6 thé viet s = 1/7 v6i 7 goi la temperature. Trong CLIP, 7 dugc hoc
cung hai encoder: bai bao goc khéi tao 7 = 0.07 va chan dé s khong vugt 100. Goi logits

API ctia model la dung dang scale da hoc; vi du & muc sau chon s = 5 d€ s dé tinh tay.

Scale duong khong ddi argmax ctia mot tdp embedding ¢6 dinh, nhung d6i muc tap
trung ctia softmax: s 16n lam phan phdi nhon, s nho 1am no6 phang. V6i s = 100, cosine
0.30, 0.28, 0.10 thanh logits 30, 28, 10, nén 16p dau nhan khoang 1/(1 + e~%) ~ 0.88:

chénh 0.02 cosine da thanh chénh 16n vé xac suat.

V6i B anh, K 16p va embedding D chiéu, U c6 shape (B,D), V c6 shape (K,D), con U @
V.T c6 shape (B, K). Mdi hang 1a mdt anh, mdi cot la mot 16p. Pay la phép nhan ma tran
quen thudc ti linear probe, nhung vector ctia 16p dén tir text encoder thay vi duge hoc
tir nhan ctia bai méi. Cung y tuéng cho phép phat hién vat thé theo tén 16p chua ting c6
nhan hdp: so embedding ctia ting vang anh véi text embedding ctia tén 16p (open-

vocabulary detection).

HOI NHANH

U c6 shape (8, 512),V co6 shape (3, 512). Piém ctia tam anh véi ba 16p c6 shape
gi?

A (8, 3)
B (3, 8)
c (8, 512)

D (512, 512)
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HOI NHANH
Nhan moi logits v6i mot scale duong 16n hon, gilt nguyén embedding va tap 16p.
Thir gi chic chén git nguyén?

Moi xac suat softmax
Cross-entropy ctia moi mau
Khoang céch gilta hai logit I6n nhat

Chi s6 cua logit 16n nhat

Ba anh, ba 16p bang NumPy

Ta diing embedding hai chiéu tu dit dé nhin r6 hinh hoc; embedding ctia CLIP ¢6 hang

tram chiéu nhung phép tinh giéng hét. Anh c6 vector (0.8,0.6), hai mo ta 16p co vector

(1,0) va (0,1). Ca ba déu dai 1. Cosine lan lugt 1a 0.8 va 0.6. Véi scale 5, logits 1a 4 va 3;
softmax trén hai 16p cho 16p dau e?/(e* + €3) = 1/(1 + e~ 1) & 0.7311. Code dudi day

thém anh thir hai, anh thir ba va 16p thir ba d€ c6 da mot ma tran.

Python

import numpy as np

def normalize(matrix):
norm = np.linalg.norm(matrix, axis=1, keepdims=True)

return matrix / np.maximum(norm, le-12)

def softmax(matrix):
shifted = matrix - matrix.max(axis=1, keepdims=True)
exp_values = np.exp(shifted)

return exp_values / exp_values.sum(axis=1, keepdims=True)

images = normalize(np.array([[.8, .61, [.6, .81, [-1., 0.11))
texts = normalize(np.array([[1., 0.1, [0., 1.1, [-1., 0.11))
class_names = ["ban", "bang", "may_tinh"]

scale = 5.0
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scores = images (@ texts.T

scale * scores

logits
probabilities = softmax(logits)

print("shape logits:", logits.shape)

print("cosine:", scores.round(2))

print("nhan:", [class_names[k] for k in logits.argmax(axis=1)])
print("softmax hang dau:", probabilities[0].round(4).tolist())
print("chi hai lop:", round(float(softmax(logits[:1, :2]1)[0, 01), 4))

Hang dau c6 thém 16p thtr ba véi cosine -0.8, nén xac sudt ctia 16p dau trén ba 16p
(0.7309) hoi thap hon con s6 tinh tay trén hai 16p (0.7311). Ba nhan in ra khép v6i huéng
gan nhat ciia tiing anh: argmax dang lam dung phép hinh hoc da dat. Accuracy chi cd

nghia khi ¢6 anh that va nhan that; script & cudi bai chdm n6 trén validation.

bang
cosine x5 softmax
anh1
ban 0.8 4 0.7309
., R bang 0.6 3 0.2689
may tinh <€ . > ban
may tinh -0.8 -4 0.0002

Cosine v6i ba 16p 1a 0.8, 0.6, -0.8; qua softmax, “ban” dugc 0.73.

HOI NHANH
Quén chuan hoa texts, va vector ctia 16p thir hai la (0, 3) thay vi (0,1). Anh
(0.8,0.6) dugc gan vao 16p nao?

A L&p thu hai, vi tich vé hudng thanh 1.8
B L&p thu hai, vi cosine thanh 1.8
¢ Ldp dau, vi cosine vdi 18p dau van 1a 0.8

D Ldp dau, vi nhan mdt hdng sé khdng déi argmax
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Ta kiém phép nhan bang vong lap, rdi tinh contrastive loss ctia ba cdp trén duong chéo,

dang dai lugng ma pretraining CLIP t6i uu trén moi batch: hang i (dnh) phai chon cot ¢

(md td) va ngugc lai.

Python

reference

np.zeros_like(scores)

for i in range(len(images)):

for k in range(len(texts)):

referencel[i, k]

image_to_text

text_to_image

contrastive_loss

sum(images[i, j] * texts[k, j] for j in range(2))
-np.log(np.diag(softmax(logits))).mean()
-np.log(np.diag(softmax(logits.T))) .mean()

(image_to_text + text_to_image) / 2

print("dot khop vong lap:", np.allclose(scores, reference))

print("image-to-text loss:
print("text-to-image loss:

print("loss trung binh:",

", round(float(image_to_text), 4))
", round(float(text_to_image), 4))

round(float(contrastive_loss), 4))

Dong True xac nhan images @ texts.T dang la tich vo huéng tung cdp (hang anh, cot

16p). Hai loss dung cung logits nhung softmax theo hai chiéu khac nhau: theo hang la

anh tim cht, theo cét 1a chir tim anh. Chung thuong khong bang nhau vi phan bg trén

hang va trén cot khac nhau. Loss pretraining nho cling chua néi accuracy trén nhan ctia

bai méi cao: hai dai lugng do hai viéc khac nhau.

softmax theo hang: anh tim chit

softmax theo cot: chil tim anh

ban bang may tinh ban bang may tinh

anh 1 0.731 0.269 0.000 0.731 0.265 0.000

anh 2 0.269 0.731 0.001 0.269 0.721 0.000

anh 3 0.000 0.007 0.993 0.000 0.013 1.000
loss 0.2114 loss 0.2135

loss = trung binh -log cua ba 6 dudng chéo

Softmax theo hang (dnh tim chi¥) va theo cot (chit tim dnh) cho hai loss khac
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Tén 16p, prompt va tip ang vién c6 anh huéng

Text encoder doc ca chudi, khong chi mot s6 nguyén bi€u thi 16p. “A photo of a desk” va
“desk” c6 thé cho vector khac nhau. Prompt nén mo ta diang loai input va phan biét duge
cac 16p. Mot tlr ¢6 nhiéu nghia, hodc mot nhan qua ngan, c6 thé khong biéu dat muc
tiéu. V6i model chil yéu hoc ti€ng Anh, phai kiém riéng ngén nglt mudn dung; khong gia
dinh chit lugng tiéng Viét bing ti€ng Anh.

C6 thé dung nhiéu cau mau (template) cho mébi 16p, chudn hoéa tiing text embedding,

trung binh réi chuin héa vector 16p 1an nia, dé b6t phu thude vao mét cach dién dat.

Néu chon template theo diém validation c6 nhan, ta da dung nhan nhiém vu dé chon
phuong phap, du khéng train trong so; phai khai bao diéu ay néu benchmark yéu cau

zero-shot theo nghia nghiém ngit.

HOI NHANH
Mot doi thir 20 template, gitr template c6 accuracy cao nhat trén 100 anh validation

c6 nhan, réi bao chinh con s6 ay 1a “accuracy zero-shot”. Bao nhu viy c¢6 6n khong?
A 6n, vi khéng trong sé nao dudc cap nhat
5 On, ndu ca 20 template déu do ngudi viét tay
¢ Khéng 6n, con s6 qua lac quan, vi nhan da dudc dung dé chon template

D Khéng 6n, vi zero-shot khéng dugc dung nhiéu template

Softmax chi chudn hoa trén cac 16p dugc dua vao. N6 khong cho biét dnh ¢6 thudc mot
trong cac 16p d6 hay khong. Ta thém mét 16p thir tu ¢6 vector trung huéng v6i anh dau,
gitt nguyén anh va ba 16p c.

Python

new_texts = np.vstack([texts, normalize(np.array([[.8, .611))1)

new_logits = scale * images[:1] @ new_texts.T
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new_probabilities = softmax(new_logits)
print("xac suat lop cu truoc:", round(float(probabilities[0, 0]1), 4))
print("xac suat lop cu sau:", round(float(new_probabilities[0, 01), 4))

print("chi so thang sau:", int(new_logits.argmax(axis=1)[0]))

Anh va vector 16p cii khong thay ddi nhung xac suat 16p cil giam, vi mau s6 c¢6 thém tng
vién. Vi vy mdt gia tri nhu 0.9 khong mac nhién la d tin ciy da hiéu chuan cho thé gisi
ma&. Néu can 16p “khac”, phai c6 quy trinh va validation kiém ngudng hodc phuong phap

phat hién ngoai mién; thém ti “other” khong tu giai quyét van deé.

316p ban 0.731 bang 0.269

bang 0.090

thém Iép 4 ban 0.245 I8p m&i 0.665

anh va ba vector cii khong déi; chi mau sé cé thém mdt ting vién

Thém mdt 16p gan anh hon, xac sudt ctia “ban” tut twr 0.73 xudng 0.25.

HOI NHANH
Anh chup mét cai gh€, nhung tap 16p chi c6 ban, bang va may tinh. Softmax cho

“ban” 0.92. Hiéu con s6 nay thé nao?
A Ban 14 I8p khdp nhéat trong ba I8p da cho
8 Anh cé 92% kha nang 1a mot cai ban
¢ Anh Ia cai ban, vi 0.92 vuct ngudng 0.5

D Model héng, vi anh la thi softmax phai nhd
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Dung model ngén ngir € cham cach hoan thanh

Mot causal language model du doan token ti€p theo tir cac token truée. Cho prompt ¢ va
mot ng vién gom m token ¢, . . ., tm, Xac suat chudi phan tich thanh tich cac xac suat

c6 diéu kién. Tich nhiéu s6 nho dé underflow nén dung log:
m
logp(ts, .- tm | €) = > _logp(t; | c,t<;).
j=1

Ta c6 thé xép hang cach hoan thanh cau bang téng nay. Nhung chudi dai thuong tich
thém nhiéu s6 khong qua 1 nén bi phat d6 dai. Diém trung binh méi token la téng chia m
, d6i cau hdi thanh do hgp ly trung binh méi token. Hai tiéu chi c6 thé xép hang khac
nhau; khong cé lya chon diing cho moi nhiém vu. Phai dung ding giao thic bai va

validation dé chon.

Khi dung nhan dé phan loai, gir cing prompt, quy tic khoang trang, tokenizer va phan
token can chadm. Chi chdm token ctia g vién; néu tinh ca prompt, mdt prompt dai dé
14n at diém. Tén 16p cb sd token va tan suat khac nhau nén do phd bién ctia tir cling 4nh

huéng di€ém, khong chi sy lién quan dén input.

Mot cach kiém la chdm cac nhan v6i mot input trung tinh, vi du chudi réng hoac “N /A”™:
nhan nao da thang sdn khi chua c6 ndi dung thi diém dang mang do léch ctia nhan. Tri
diém nén nay la mét hiéu chinh thuoéng dung, nhung hiéu qua cia né van phai dugc

validation xac nhan.
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HOI NHANH
Hai trng vién dung chung mot prompt 40 token. Mot ban 16 cOng log-prob ctia 40
token prompt vao diém ctia moéi tng vién. Th hang theo tong log va theo trung

binh log c6 thé déi khong?
Theo téng c6 thé déi, theo trung binh thi khéng
Theo téng khéng déi, theo trung binh thi cé thé dbi
Ca hai déu khong doi

Ca hai déu coé thé doi

Tong log hay trung binh log

Hai dudng token gia dinh c6 xac suat c6 diéu kién A: (0.6,0.8) va B: (0.4,0.95,0.95). O
buéc dau chi co hai token kha di nén 0.6 + 0.4 = 1; cac s6 sau la xac suat co diéu kién
trong nglt canh riéng clia tung duong. Bang tu dat nay cho phép tinh tay toan bd; véi

model that, méi s6 duge doc tir softmax ctia logits tai vi tri tuong ting.

Xac suat chudi A la 0.48, chubi B 1a 0.361, nén tong log chon A. Trung binh log chia 2

hodac 3 ¢6 thé chon B: chubi B dai hon nhung cac bué6c sau rat dé doan.

Python

conditional = {
"A": np.array([0.6, 0.8]),
"B": np.array([0.4, 0.95, 0.95]),

}

sum_scores, mean_scores = {}, {}

for name, token_probabilities in conditional.items():
sum_log = np.log(token_probabilities).sum()
mean_log = sum_log / len(token_probabilities)
perplexity = np.exp(-mean_log)
sum_scores[name], mean_scores[name] = sum_log, mean_log
print(name, "prob =", round(float(token_probabilities.prod()), 4),

"sum log =", round(float(sum_log), 4),
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"mean log =", round(float(mean_log), 4),
"PPL =", round(float(perplexity), 4))
print("tong log chon:", max(sum_scores, key=sum_scores.get))

print("mean log chon:", max(mean_scores, key=mean_scores.get))

Nhin hai dong chon cudi dé thay déi cach chuin hoa la ddi thit hang. Perplexity (PPL)

bing exp(—mean log); cang thap thi cac token cang dé dugc model doan theo ngi canh.

N6 khong do tinh dang ctia 16i gidi thuét toan. Mot cau sai nhung quen thudc c6 thé co

xac suit cao; mudn kiém thuat toan van can 1ap luin hoac chay test.

log p tich lay
tong
-0.734
B -1.019
chon A
diém cuéi

s6 token (ng vién

Tong log-prob chon A; trung binh log-prob chon B.

HOI NHANH

mean
-0.367
-0.340

do doc

NGi thém vao cudi B mot token c6 xac suat cé diéu kién 0.99. Téng log va trung

binh log ciia B thay d6i thé nao?
A Téng tang, trung binh ting
8 Téng tang, trung binh giam
¢ Téng giam, trung binh tang

D Téng giam, trung binh giam
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Perplexity can clng giao thiic

Néu moi token c6 xac sudt 0.5, mean negative log bang — log 0.5, nén perplexity bang 2

du co6 hai hay ba token. Ta d6i chi€u v6i can bac m ctia nghich dao xac suat chudi:

Python

for length in [2, 3]:
token_probabilities = np.full(length, 0.5)
from_log = np.exp(-np.log(token_probabilities).mean())
from_product = (1 / token_probabilities.prod()) *x (1 / length)
print("length:", length, "PPL:", round(float(from_log), 4),

"khop:", np.isclose(from_log, from_product))

Tokenization d6i don vi do: cung mét cau, model X tach ba token con model Y tach sau
token, nén mean log va PPL ctia hai model chia cho hai mau s6 khac nhau. Vi viy model
A tr vung 32 000 c6 PPL 8 va model B ttr vung 128 000 c6 PPL 12 chua noéi dugc ai tot
hon.

Ctra s6 ngir canh ciing anh huéng diém; cit chudi thanh cac doan roi lam nhiéu token
mat ngl canh. Script ctia chuong chdm ing vién ngan nam gon trong context; PPL ctia
mot tai liéu dai can ctra s6 trugt, nhu huéng dan trong muc Poc thém. BERT/DistilBERT
ki€éu masked language model khong c6 cuing phan tich causal trén; khong 1ay loss MLM

roi goi do6 la PPL causal theo cong thirc nay.

model X quy hoach dong mean log -6 / 3 PPL e2 » 7.39

model Y qu y ho ach do ng mean log -6 / 6 PPL e & 2.72
cling mét cau, cling tdng log —6: chi mau sé khac nhau

Cung tong log-prob, tach 3 hay 6 token cho perplexity khac nhau.
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HOI NHANH
Cung mot cau, model X tach thanh 3 token, model Y tach thanh 6 token, va ca hai
cho téng log-probability ctia cdu bang —6. PPL theo token ctia hai model 1a bao

nhiéu?
A Ca hai khoang 7.39, vi cling téng log
B X khoang 2.72, Y khoang 7.39, va cau cé clung xac suat & hai model
¢ X khoang 7.39, Y khoang 2.72, nén Y doan cau nay tét hon

D X khoang 7.39, Y khoang 2.72, va cau cé cung xac suat & hai model

Chay vé6i CLIP va GPT-2 that

Script ctia chuong dua hai phép tinh trén vao checkpoint that. Ca hai nhanh ctia
zero_shot.py nap model da tai truéc theo mot revision cd dinh, kiém SHA-256 tung tép,

chay offline va ghi moéi trudng cting két qua vao RESULT. json.

o CLIP (--mode clip)can mot JSON anh xa méi 16p t6i mot prompt, vi du "desk": "a
photo of a desk",va mot CSV id,image,label. Script dua anh va prompt qua
processor ciia checkpoint, 1dy Logits_per_image, tirc da dung scale hoc sin thay cho
scale 5 & trén, roi ghi du doan theo id. C6 cdt nhan thi két qua ghi accuracy va
macro-F1; khong c6 nhan thi phan danh gia dé tréng.

o GPT-2 (--mode gpt2)nhidn mot JSON gom prompt va danh sach candidates, moi ing
vién ghi ca khoang tring dau nhu " dynamic programming". Script tokenize prompt
va Ung vién riéng roi ghép ID, dich logits mét vi tri, chi cham token Gng vién, va ghi
log-prob ting token, téng, mean cting PPL ctia phan tng vién. N6 con ddi chiéu
mean negative log v6i loss ma model tu tinh khi moi nhan ctia prompt bi che bang
-100: hai cach tinh phai khép.

Két qua doc nhu & cac muc trén. Du doan CLIP la argmax theo hang cia ma tran (anh,

16p); két qua GPT-2 ghi ca lua chon theo téng lan theo mean, va tiéu chi phai duge chon
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trude khi nhin nhan. Accuracy trén mot validation nho la uéc lugng c¢6 nhiéu; PPL cta

ting vién khong do viéc thuédt toan trong tng vién ding hay sai.

HOI NHANH

Promptla "The algorithm uses", nhung Ging vién dugc ghila "dynamic

programming", thi€u khoang trang & dau. Script tokenize prompt va (ing vién riéng

roi ghép ID lai. Chuyén gi xay ra?

A Khéng sao, tokenizer tu chén khoang trang giita hai phan

8 Model cham mét chudi dinh lién “usesdynamic”, nén diém thap oan

¢ Script dung lai, vi Ung vién vugt qua context

D Chitrung binh log déi, con téng log gilt nguyén

aphoto of a dog |0.01

aphoto of a cup of coffee 0.00
aphoto of a rocket 0.00
aphoto of a temple 0.00
aphoto of a flower 0.00

a photo of an astronaut 0.00

aphoto of a car 0.00

anh 1: chon “cat”, cosine 0.285, softmax

0.99

aphoto of a cat 0.00
a photo of a dog 0.00

a photo of a cup of coffee 0.00
aphoto of a rocket 0.00
aphoto of a temple 0.00

aphoto of a flower 0.00

aphoto of a car 0.00

anh 6: chon "astronaut”, cosine 0.268,

softmax 1.00

aphoto of a cat INEEEGEGEGEG— 059

a photo of an astronaut NI |00

aphoto of a cat 0.00
aphoto of a dog 0.00

a photo of a cup of coffee | 00
a photo of a rocket 0.00
aphoto of a temple 0.00
aphoto of a flower 0.00
a photo of an astronaut 0.00

aphoto of a car 0.00

anh 2: chon “cup of coffee”, cosine 0.302,
softmax 1.00

aphoto of a cat 0.00
aphoto of a dog 0.00
a photo of a cup of coffee 0.00
a photo of a rocket 0.00

a photo of a temple | INEEE_—_—_ .00
aphoto of a flower 0.00
a photo of an astronaut 0.00

aphoto of a car 0.00

anh 4: chon "temple”, cosine 0.257,

softmax 1.00

CLIP chon céu “a photo of a ...” ¢ cosine cao nhat v6i anh; khong can train.
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prompt: khéng cham (ing vién: chi chdm hai token nay

The algorithm uses dynamic programming
o o - /\
20 21 22 23 24

logits & vi tri j du doan token j + 1, nén nhan dich di moét vi tri

Logits & vi tri j du doan token j + 1; chi cOng log-prob ctia Gng vién.

Khi di thi

» Dé cho san CLIP hay language model thi chdm zero-shot trén validation truéc khi
train gi.

o Prompt, cOt logits va tén 16p trong file ndp phai 1y tir cing mot danh sach 16p.

o Chim chudi bing mét giao thirc ¢6 dinh; chon téng hay trung binh log bang
validation.

Tom tat
» Zero-shot khong dung vi du c6 nhan ctia nhiém vy; few-shot dit vai vi du vao
prompt; fine-tuning cap nhat trong so.

» CLIP so embedding anh v6i embedding cau mo ta tung 16p; softmax phu thudc tap

16p dua vao va scale.

* Model ng6én ngir chdm ting vién bing téng log-probability ctia cac token ung vién;

chia cho d6 dai thi déi tiéu chi xép hang.
» Perplexity chi so dugc trong cung tokenizer, va khong do 16i gidi dang hay sai.

» Chat lugng that ctia mot cach zero-shot chi biét qua validation c6 nhan.
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Kiém tra cuoi bai

CAU 1
M6t ban nhén xét: “GPT-2 chdm nhan cam xtc theo kiéu zero-shot, nghia la model

chua hoc tu dir liéu nao” Nhan xét nay dung hay sai?
Pung, vi zero-shot nghia la trong s6 chua hoc dudc gi
Pung, vi nhan cam xuc khéng xuat hién khi pretrain
Sai, vi zero-shot la dung dung mét vi du cé nhan

Sai, vi model da dudc pretrain, chi la chua c6 nhan cua nhiém vu

PHONG THEO ) NOAI 2026 Singapore - Vong sd loai - Cau 243

CAuU 2
Cau lac bd da c6 bo phan loai CLIP ba 16p: ban, bang, may tinh. Nay can thém 16p
“may chiéu”, nhung chua cé dnh may chi€u nao dugc gan nhan. Lam thé nao la hgp
1y?

Thém prompt, tinh text embedding, réi thém mét hang vao V

Gan nhan anh may chiéu réi hoc lai head bén I18p

Fine-tune image encoder trén anh may chiéu

Khoéng lam dudc, vi may chiéu khéng phai I18p clia ImageNet

PHONG THEO ) NOAI 2026 Singapore - Vong s loai - Cau 261
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CAuU 3
Dé kiém xem cac prompt 16p cé qua giong nhau khong, mot doi 1dy T gom K text
embedding da chudn hoa tung hang, tinh S = T @ T.T, roi nearest =

S.argmax(axis=1). Khong c6 hai embedding nao trung nhau. nearest cho ra gi?
Mbi hang ra prompt gan nhéat, khac chinh no
Méi hang ra chinh chi sé cla né
Méi hang ra prompt xa nhat clia né

B&o 16i, vi S khdng phai ma tran vudng

PHONG THEO ) USA-NA-AIO 2026 - Vong 1- Part 5.8-5.9

CAU 4
Mot anh c6 cosine 0.30 v6i mo ta “ban” va 0.25 véi mo ta “bang” Softmax hai 16p
cho “ban” bang bao nhiéu khi temperature 7 = 1, titc scale 1, va khi 7 = 0.01, tirc

scale 100?
VGi 7 = 1 khoang 0.99, véi 7 = 0.01 khoang 0.51
VGi 7 = 1 khoang 0.55, véi 7 = 0.01 khoang 0.55
V6i 7 = 1 khoang 0.51, véi 7 = 0.01 khoang 0.51

V6i 7 = 1 khoang 0.51, véi 7 = 0.01 khoang 0.99

PHONG THEO ) NOAI 2026 Singapore - Vong sd loai - Cau 240
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https://www.usaaio.org/attachments/past-problems/2026/usaaio-2026-round-1-problems.pdf#page=13
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CAuU S5
Dé phan loai review, mot doi dat bon review c¢6 nhian vao dau prompt, réi dé GPT-2
cham nhan cho review méi. Khong c6 optimizer nao dugc chay. Cach nay goi la gi,

va trong sO ctia model ra sao?
Zero-shot, trong s6 gilf nguyén
Few-shot, trong s6 thay déi theo bén vi du
Few-shot, trong s6 gilf nguyén

Fine-tuning, bén vi du [& mét batch train

PHONG THEO ) NOAI 2026 Singapore - Vong sd loai - Cau 244

CAu 6

Cham cam xtc biang GPT-2: diém ctia méi nhan la log-prob ctia “ positive” hodc “
negative” dirng sau review va chit “Sentiment:”, mé6i nhan dang mot token. Trén 200
review validation gom 100 khen, 100 ché, model chon positive tGi 186 lan, va

accuracy la 0.54. Budc ti€p theo hgp 1y nhat la gi?
Cham hai nhan véi mét input trung tinh dé do dd Iéch
Péi sang trung binh log, vi téng log phat nhan dai
Bao 0.54 14 muc tran cua cach zero-shot nay

Pua 200 review validation vao prompt lam vi du
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CAu 7
Hai token dugc cham c6 xac suat cé diéu kién la 1/2 va 1/8. PPL, tinh bang exp cta

trung binh am log-probability, bing bao nhiéu?

1/4

3.2

16

CAU 8
Nhat ky train mot language model ghi train loss 1.8, 1a trung binh negative log-
likelihood theo token véi log tu nhién, va validation perplexity 19.1, cung tokenizer

va cung cach dém token. Trung binh negative log-likelihood trén validation khoang

bao nhiéu?
Khoang 1.28, thap hon train loss
Khoang 2.95, cao hon train loss
Khoang 6.05, cao hon train loss

19.1, vi PPL chinh la loss trung binh

PHONG THEO ) NOAI 2026 Singapore - Vong sd loai - Cau 84
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CAu 9
Causal LM nhén input [BOS, A, B]. Néu chudi day du la [BOS, A, B, EOS], thi khi

train theo ki€u doan token ké tiép, logits & ba vi tri dugc so véi nhiing target nao?

r [BOS, A, B]

5 [B, EOS, PAD]

¢ [EOS, B, Al
0 [A, B, EOS]
cAu 10

Bai thi ¢6 10 000 anh test va 50 16p. Code cia mot doi chay text encoder trén ca 50
prompt 16p & bén trong vong lap qua tirg anh. Chuyén phan encode prompt ra
ngoai vong 1ap thi s6 prompt ma text encoder phai x{ Iy giam ttr bao nhiéu xudng
bao nhiéu, va du doan c6 d6i khong?

A Tu 500 000 xudng 50, va du doan gilf nguyén
8 Tu 500 000 xuéng 50, va du doan thay déi theo
¢ Tu 10 000 xudng 50, va dy doan gilt nguyén

D TU 10 000 xudng 1, va du doan gill nguyén

Poc thém

« Radford va cong su — Learning Transferable Visual Models From Natural Language
Supervision: nguon géc CLIP, contrastive learning va cach dung text lam classifier.

« Transformers — CLIP: shape ctia embedding/logits va cach goi model ctng processor.

« CLIP model card: xem mién dung, gi6i han va diéu kién danh gia truéce khi chon asset.
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https://arxiv.org/abs/2103.00020
https://arxiv.org/abs/2103.00020
https://huggingface.co/docs/transformers/model_doc/clip
https://huggingface.co/openai/clip-vit-base-patch32

« Transformers — perplexity of fixed-length models: tokenization, context window va cach dém

token dugc cham.
e GPT-2 model card: xem model causal, ngon ngir va gigi han dung dé€ chdm chudi.

e Zhao va cOng su — Calibrate Before Use: Improving Few-Shot Performance of Language
Models: d6 1éch nhan khi chdm bang prompt va cach hiéu chinh bang input trung tinh.

Tai gbi recipe ctia chuong — gom cac module phu va huéng dan chuin bj asset.
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