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Trac nghiém (7 Chay trén Kaggle ¥ PDF bai

Fine-tuning toan bé mdt model 16n can nhiéu bd nhé GPU: ngoai trong sé con
phai luu gradient va trang thai optimizer cho tung tham s6. LoRA gilt nguyén
trong s goc va chi hoc thém hai ma tran nhé dit canh méi 16p tuyén tinh, nén
sd tham s6 can hoc giam di rat nhiéu. Bai nay tu cai mot 16p LoRA, dém s6
tham sd, kiém gradient bang NumPy, roi gan LoRA vao model van ban
DistilBERT.

MUC TIEU

Viét 16p LoRA, tinh shape va s6 tham sé.
Biét vi sao mot trong hai ma trin khéi tao bang 0.
Kiém gradient ctia LoRA va phép gop vao trong s6 goc.

Gan LoRA vao model Transformer va so v6i fine-tuning toan bd.

Hoc phan thay déi thay vi viét lai ca ma tran

Mot 16p tuyén tinh khdng bias nhan d;, s6 va tra d,,; s6 bang 'y = Wyx. W, c6 shape
(dout, dip ). Trong full fine-tuning, ta hoc moi phan tir ctia Wy. LoRA gitt W, ¢6 dinh va
viét thay doi dudi dang tich:

y = Wyx + gBz4X
r
A c¢6 shape (7, d;;,), dua input xudng r toa do; B c6 shape (d,y, ), dua chiing lén output.

r goi la rank va thuong nho; a diéu khién scale, 6 day 1a a/r. C6 bién thé dung scale khac

(thu vién PEFT c6 tiy chon chia cho 4/7), nén khi dung thu vién phai doc dung cau hinh.
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Wo - 6x8 B - 6x2
A - 2x8

+ a/r

c6 dinh - 48 s6 dugc hoc - 12 + 16 = 28 s6

LoRA gilt W, c6 dinh, chi hoc hai ma tran méng B va A.

Truong hgp 7 = 1 cho thdy ro nghia ctia hang. Khi d6 A 1a mot hang a', B 1a mot cot b,

va phan stia bang 2b (a'x): adapter chiéu input 1én diing mét huéng a dé duge mot con

s6, roi day output doc theo ding mét huéng b véi dd 16n ti 1é con s6 dy. V6i rank 7, phan

stra 1a téng ctia 7 cap nhu vdy, nén moi vector BAx nam trong khong gian sinh béi r cot

ctia B: BA c6 hang toi dar.

LoRA dua trén gia thuyét: phan strta can cho nhiém vu méi tip trung vao it huéng. Po

trén mo hinh 16n, phan thay déi khi fine-tune dang 1a thudng c6 hang thap. Néu nhiém

vu can nhiéu huéng stra doc 1ap hon r, adapter khéng di stic biéu dién; validation sé cho

biét. Vi W, gilt nguyén va phan stta nhd, LoRA ciling it lam mé hinh quén nang lyc chung

hon fine-tune toan bo.

_ a'™x. = 1.8
a™x. = GO Q (/
\\\ “ WoXa Woxf

\ O Wox. khéng d6i
| / b

LoaT™xs = -1.4

(0]

input: chi nhin mét hudéng a output: chi stta doc hudng b

LoRA rank 1 chi day output doc mot huéng b.
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HOI NHANH

V6i din = 8, dout = 6, 7 = 2, hai ma tran A va B c6 shape gi?
Ala(8,2), Bla(2,6)
Ala(2,8), Bla(6,2)
Ala (2,6), Bla(8,2)

Ca hai déu la (6, 8), cung shape véi W,

HOI NHANH
LoRArank1coé A =a' va B = b. M4t input x vuéng goc véi a, tic a’'x = 0.

Adapter lam output ctia input nay thay déi thé nao?
Cong thém 2b, nhu mét bias chung
P6i output theo hudng a thay vib
P6i moi thanh phan, vi BA cé du shape (dout, din)

Khéng déi gi, output van dung bang Wyx

Tiét kiém bao nhiéu tham s6?

Full update ctia 16p trén c6 doutdin $6. Nhanh LoRA khong bias ¢6 rdin, + dowtr = r(din +
dout) SO duge hoc. V6il6p 6 x 8 va r = 2, do 1a 48 s6 so v6i 28 s6: vi du nho chi tiét kiém
vira phai. V6i mot 16p vudng 4096 x 4096 va r = 8, ¢6 16 777 216 s6 goc nhung 65 536 so
adapter, ttc 1/256.

Ca model thi cong theo moi 16p dugc cheén adapter: LoRA r = 16 trén Wg va Wy ctia 24
16p, m&i ma tran 1024 x 1024,1a 24 -2 - 16 - 2048 = 1572 864 tham s0; muc cudi bai dém
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nhu vy trén DistilBERT.

Python

import numpy as np
import torch

from torch import nn

torch.set_num_threads(1)
torch.manval_seed(12)
torch.set_default_dtype(torch.floaté4)
for din, dout, rank in [(8, 6, 2), (4096, 4096, 8)1]:

full = din * dout

adapter = rank * (din + dout)

print("shape:", (dout, din), "full:", full,

"LoRA:", adapter, "ty le:", round(adapter / full, 6))

KET QUA

shape: (6, 8) full: 48 LoRA: 28 ty le: 0.583333
shape: (4096, 4096) full: 16777216 LoRA: 65536 ty le: 0.003906

Ti1é 0.583333 & 16p nho va 0.003906 (dting 1/256) & 16p 16n cho thay LoRA lgi nhat & ma
tran 16n, khi r rat nho so véi d;, va d,,;. Hinh dudi vé s6 tham s6 theo r cho 16p 6 x 8:
duong 14r vugt muc 48 cta full update gitta r = 3 va r = 4, nén tu r = 4 adapter da l6n

hon chinh ma tran no stra.

tham sé hoc
0

70 LoRA 14r
0 56
full 48

40 -

0 28

14
0
1 2 3 4 5
rank r

L6p 6x8: LoRA hoc 14r tham s6, vugt 48 ctia full update tur = 4.

Phan tiét kiém ndm & gradient va trang thai optimizer, von ti 1& v6i sd tham s6 hoc; voi

Adam, m6i tham s hoc kém hai trang thai. Trong s6 géc van ndm trong bd nhé dé
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forward, activation van dugc gitt d€ backward di t6i adapter, nén bé nhé téng khong

gidm theo dung ti 1€ tham so.

Nén trong s6 goc xudng 4-bit (quantization, nhu trong QLoRA) la mdt ki thuat khac,
dung kém dugc nhung khong c6 san trong LoRA.

HOI NHANH
DistilBERT c6 6 block, méi block ¢6 hai l6p q_1in va v_1lin, cung la Linear 768 —
768. Chen LoRA rank 4 vao ca hai 16p 6 moi block. Khong tinh head, adapter cé bao

nhiéu tham s0?

A 6144

B 36864

c 73728

p 7077888

Tu cai mot 16p LoRA

Dé co dap an biét trudce, ta dung mot bai hoi quy tuyén tinh. Wy dong vai trong s6
pretrained; dir liéu dugc sinh tir W, cong mot phan sira ¢é rank téi da 2, va adapter phai
hoc lai phan stra dy. Vi biét truéc muc tiéu, moi két qua déu cé phép ddi chiéu doc 1ap.
Code dung floaté4 d€ sai phan s6 6 muc sau dt chinh xac; train model 16n thuong dung

float32 hodc mixed precision (bai 3.7).

Python

class TinyLoRA(nn.Module):
def __init__(self, base_weight, rank, alpha):
super().__init__Q)
dout, din = base_weight.shape
self.base = nn.Parameter(base_weight.clone(), requires_grad=False)

self.A = nn.Parameter(torch.randn(rank, din) % 0.1)
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self.B = nn.Parameter(torch.zeros(dout, rank))

self.scale = alpha / rank

def forward(self, X):
original = X @ self.base.T
update = (X @ self.A.T) @ self.B.T

return original + self.scale * update

WO = torch.randn(6, 8) * 0.1
true_A = torch.randn(2, 8) * 0.2
true_B = torch.randn(6, 2) * 0.2
W_target = WO + true_B @ true_A
X_train = torch.randn(64, 8)
X_valid = torch.randn(64, 8)
y_train = X_train @ W_target.T
y_valid = X_valid @ W_target.T
adapter = TinyLoRA(WO, rank=2, alpha=4)
with torch.no_grad():
unchanged = torch.allclose(adapter(X_train), X_train @ WO.T)
print("ban dau dung model goc:", unchanged)

print("tham so hoc:", sum(p.numel() for p in adapter.parameters() if p.requires_grad))

KET QUA

ban dau dung model goc: True
tham so hoc: 28

Hai dong output xac nhan hai y: output ban dau trung model géc, va chi c¢6 28 tham s6
dugc hoc, dung 2 - (8 + 6). B=6 lam nhanh stra bang 0 lac bat dau, nén output gitt nguyén

model nguon. A ngau nhién dé gradient ctia B ¢6 dudng di.

O batch hang, PyTorch dung X @ W.T: chuyén vi ndy chi do ta xé€p méi mau mot hang,
con cdng thirc vector & dau bai dung mau cot. Diing ddi shape ctia A chi dé code tinh ¢d

chay.
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HOI NHANH
L6p LoRA khéi tao A ngau nhién va B = 0. Vi sao output ban dau dung bang output

ctia l6p goc?
A BA = 0nén nhanh stta chua dong gop gi
B Wy bi freeze nén chua tham gia forward
¢ Rank thap 1am phan stia nho, xap xi bang 0

D Scale a/r bang 0 khi chua train

Gradient dau tién di vao dau?

Ta dung MSE trung binh trén ca Nd,,; phan tt. Goi G = dL/0Y 6 shape (N, d,y;) voi
batch hang, Y = XW,| +sXA'B' va s = a/r. Theo chain rule:

oL oL

— =sG'XA' — =sB'G"X.

6B ° 94 °
Khi B = 0, gradient ctia A bing 0 & budc dau; gradient ctia B ¢6 thé khac 0 vi A da ngau
nhién. Sau khi B dugc cap nhat, A c6 thé bat dau hoc. “A khong co6 gradient khac 0 &
budc dau” khong phai 16i trong trudng hgp ndy. Nhung néu dat ca A va B bang 0, ca hai
gradient déu bang 0: nhanh khong thoat dugc diém khai tao chi bing gradient descent
thong thuong.
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HOI NHANH
V6i N = 64, dip, = 8, dout = 6,7 = 2, tich G' X A" trong cong thitc gradient ctia B

c6 shape gi?
(6,2)
(2,6)
(6,8)

(64, 2)

Ta kiém véi cong thitc NumPy va sai phan trung tdm cho mdt phan ti ctia B. Ba cach
phai thdng nhat. Ban s6 hoc khong can tin cong thiic gradient, giong viét brute dé kiém

loi giai trong 14p trinh thi dau.

Python

loss = ((adapter(X_train) - y_train) % 2).mean()
loss.backward()

X_np = X_train.numpy()

A_np = adapter.A.detach().numpy()

B_np = adapter.B.detach().numpy()

W_np = WO.numpy()

y_np = y_train.numpy()

s = adapter.scale

prediction_np = X_np @ W_np.T + s * (X_np @ A_np.T) @ B_np.T
G_np = 2 % (prediction_np - y_np) / y_np.size

grad_B_np = s * G_np.T @ X_np @ A_np.T

grad_A_np = s * B_np.T @ G_np.T @ X_np

def numpy_loss(B_value):
prediction = X_np @ W_np.T + s * (X_np @ A_np.T) @ B_value.T

return np.mean((prediction - y_np) #*% 2)

h = 1le-5

B_plus, B_minus = B_np.copy(), B_np.copy()

B_plus[0, 0] += h

B_minus[0, 0] -= h

finite_difference = (numpy_loss(B_plus) - numpy_loss(B_minus)) / (2 * h)
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print("A grad bang 0:", torch.count_nonzero(adapter.A.grad).item() == 0)

print("B grad khac 0:", adapter.B.grad.norm().item() > 0)

print("W0 grad None:", adapter.base.grad is None)

print("khop cong thuc A/B:", np.allclose(adapter.A.grad.numpy(), grad_A_np),
np.allclose(adapter.B.grad.numpy(), grad_B_np))

print("khop sai phan BBO:", np.isclose(finite_difference, adapter.B.grad[0, 0].item(),

atol=1e-8))

KET QUA

A grad bang 0: True

B grad khac 0: True

WO grad None: True

khop cong thuc A/B: True True
khop sai phan B0O: True

Cac dong boolean tach ro ba phan: trong sé nguon khéng hoc, adapter c6 dusng
gradient ding, ban tinh doc 1ap khép. Trong mot model that, can kiém tat ca module
dugc chen adapter va head méi; s6 tham s6 trainable khdng chibing cong thirc ctia

mot 16p néu con bias hoac head duge hoc.

Gradient A bang 0 & khéi tao chua kiém dugc cong thirc ctia A trong trudng hop téng

quat. Ta dung gradient dang c6 dé di mdt bude, lam B khac 0, roi kiém lai A bang NumPy

va sai phan. Bu6c nay chi dGi adapter; thi nghiém & muc sau tao model méi cho ting

cach.

Python

one_step = torch.optim.SGD([adapter.A, adapter.B], 1r=0.1)
one_step.step()

one_step.zero_grad(set_to_none=True)

second_loss = ((adapter(X_train) - y_train) %% 2).mean()
second_loss.backward()

A_after = adapter.A.detach().numpy()

B_after = adapter.B.detach().numpy()

pred_after = X_np @ W_np.T + s * (X_np @ A_after.T) @ B_after.T
G_after = 2 * (pred_after - y_np) / y_np.size

expected_A = s % B_after.T @ G_after.T @ X_np

def loss_after(A_value):
pred = X_np @ W_np.T + s * (X_np @ A_value.T) @ B_after.T

return np.mean((pred - y_np) **x 2)

A_plus, A_minus = A_after.copy(), A_after.copy()

Al Canuc80k - Bai 4.4 - LoRA

9/25



A_plus[0, 8] += h

A_minus[0, 0] -= h

numeric_AGO = (loss_after(A_plus) - loss_after(A_minus)) / (2 * h)

print("A grad sau buoc khac 0:", adapter.A.grad.norm().item() > 0)

print("A khop NumPy:", np.allclose(adapter.A.grad.numpy(), expected_A))

print("AGO khop sai phan:", np.isclose(numeric_AGQ, adapter.A.grad[0, 0].item(), atol=1e-8))

KET QUA

A grad sau buoc khac 0: True
A Khop NumPy: True
ABGO khop sai phan: True

Nhin dong dau dé biét da kiém & mot trang thai A thuc su c6 dudng hoc, rdi doc hai
dong doi chiéu. Néu chi kiém tai B = 0, mot ban gradient A lu6n tra vé 0 cling vugt

phép kiém dau; trang thai thi hai bat dugc 16i &y.

budc dau:B=0 sau mot budc

oL/oA oL/oB oL/oA oL/oB

dung béng 0 . cg10™ .
] ]

cd 102 c61072

Buéc dau, B = 0 nén gradient ctia A bing 0; tir bu6c sau A m6i hoc.

HOI NHANH
O budc dau, véi B = 0 va A ngdu nhién, autograd b4o gradient ctia A bing 0. Nén

két luan gi?
A CO616i, vi A chua dudc dua vao optimizer
B LoRA sé khéng bao gi hoc dugc ma tran A
¢ Phaidat A = B = 0 dé hai ma tran can bang

D Bung nhu chain rule, vi gradient cta A chia B =0
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So v6i hoc toan bd trén cung mot bai nho

Ta cho full update, LoRA rank 1 va LoRA rank 2 cung hoc tu trong sé goc Wy, trén cung
train va validation, cung 250 buéc Adam véi learning rate 0.03; khong cach nao duge do

learning rate riéng. Adapter diat a = 2r, giong script 6 cudi bai.

Dy doan trudc: di liéu khong nhiéu va phan stra ¢6 rank téi da 2, nén full va rank 2 biéu
dién dugc muc tiéu, con rank 1 thi khong. Code chay thém rank 1 véi 2500 buée dé tach

hai nguyén nhan c6 th€ ctia sai so: thi€u budc t6i uu hay thi€u kha nang bi€u dién.

Python

def train_small(kind, rank=2, steps=250):
torch.manual_seed(20)
if kind == "full":
candidate = nn.Linear(8, 6, bias=False)
with torch.no_grad():
candidate.weight.copy_(W0)
else:
candidate = TinyLoRA(WO®, rank=rank, alpha=2 * rank)
learned = [p for p in candidate.parameters() if p.requires_grad]
optimizer = torch.optim.Adam(learned, 1r=0.03)
for _ in range(steps):
optimizer.zero_grad(set_to_none=True)
train_loss = ((candidate(X_train) - y_train) ** 2).mean()
train_loss.backward()
optimizer.step()
with torch.no_grad():
valid_loss = ((candidate(X_valid) - y_valid) #** 2).mean().item()
count = sum(p.numel() for p in learned)

return candidate, valid_loss, count

full_net, full_mse, full_count = train_small("full")
rankl_net, rankl_mse, rankl_count = train_small("lora", rank=1)
rank2_net, rank2_mse, rank2_count = train_small("lora", rank=2)
for name, error, count in [

("full", full_mse, full_count),

("rank 1", rankl_mse, rankl_count),

("rank 2", rank2_mse, rank2_count),

print(name, "trainable =", count, "valid MSE =", format(error, ".3g"))
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_, rankl_long, _ = train_small("lora", rank=1, steps=2500)
print("rank 1, 2500 buoc: valid MSE =", format(rankl_long, ".3g9"))
singular = np.linalg.svd((true_B @ true_A).numpy(), compute_uv=False)

print("gia tri ky di cua phan suva:", np.round(singular[:3], 4))

KET QUA

full trainable = 48 valid MSE = 2.93e-14

rank 1 trainable = 14 valid MSE = 0.00204

rank 2 trainable = 28 valid MSE = 5.04e-06

rank 1, 2500 buoc: valid MSE = 0.00204

gia tri ky di cua phan sua: [0.1668 0.108 0. 1

DPoc ca hai cot. S6 tham s6 1a phép dém; MSE la s6 do trén validation.

o Full dat khoang 2.93 - 10—, titc vé 0 trong sai s6 s6 thuc.

o Rank 2 dat 5.04 - 1075 & bu6c cudi: biéu dién duge muc tiéu, nhung dudng validation
ctia n6 khong giadm déu nhu full ma dao dong, c6 ltc xuéng dudi 10~%, nén con s6 &
budc 250 phu thudc lac dung.

o Rank 1dung 6 0.00204, va chay gdp mudi l1an s6 bu6c van la 0.00204: day 1a san ciia
kha nang biéu dién, khong phai do thiéu budc.

validation MSE

1072
rank 1
0.00204
rank 2

10°®

10710

101 full

0 50 100 150 200 250
budc Adam

Rank 1 ding 6 mot mirc san; rank 2 va full update xudng gan O.
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phan sia that full rank 1 rank 2 phan stia that full rank 1 rank 2

- - TR | PR

budc 0: validation MSE full 0.0054, rank 1 0.0054, rank 2 0.0054 budc 20: validation MSE full 0.00043, rank 10.0021, rank 2
0.00022
phan sia that full rank 1 rank 2 phan sia that full rank 1 rank 2
HEN HE N HE N HEN HEN HE N HE E H |

H = | | I | H = H = I
|| ﬂ | | [ | H BN ﬂ || ﬂ ﬂ [ | H B ‘
budc 70: validation MSE full 3.3e-06, rank 10.002, rank 2 1.7e-06  budc 250: validation MSE full 2.9e-14, rank 1 0.002, rank 2 5e-06

Phan stra AW ma full update, LoRA rank 1va rank 2 hoc dugc qua ting budc.

Dong cudi giai thich do cao ctia san. Phan sira that c6 hai gia tri ky di khac 0 1a 0.1668 va
0.108 (SVD, bai 2.9). Rank 1 gitr dugc tot nhat huéng th nhat; hudng th hai bi bo. Vi cac
chiéu input doc 1ap, phuong sai 1, phan bi bé gop 0.1082 vao téng binh phuong sai s6 ctia
mdi mau, titc MSE khoang 0.108%/6 ~ 0.0019 sau khi 1dy trung binh trén 6 output, gan
dlang muc do dugc. Sai s6 ctia adapter rank r vi vay do cac gia tri ky di tu thttr + 1 tré di
quyét dinh.

Trén model that, phd ctia phan stra can thiét khong biét tru6e, nén rank la
hyperparameter chon bang validation, va thi tu chat lugng c6 thé ddi khi d6i di liéu, 16p
dugce chen hodc ngan sach toi uu.

0.1668
015
0.108 rank 1gilt o4, bo o,
0.1
0.2/ 6 =0.108% / 6

0.05 % 0.0019

0

[oF} (o} O3 Oy Os Os

Phan sira that c6 hai gia tri ky di khac 0; rank 1 chi gitr dugc mot.
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HOI NHANH
Code didt a = 2r, va script cia chuong cling vay. Tang rank tir 4 1én 16 thi hé so

scale a/r thay d6i thé nao?
Tang 4 1an, vi a tdng 4 lan
Giam 4 1an, vi chia cho r 16n hon
Phu thuéc vao d;,, va d,,; cua Iép

Gilt nguyén bang 2 vSi moi rank

HOI NHANH
Dung lai thi nghiém, cting input, nhung phan stta ¢6 hai gia tri ky di la 0.1668 va
0.01, cac gia tri khac bang 0. Train rank 1 dd 1au thi validation MSE khoang bao

nhiéu?
Van ¢& 0.002, vi phan stia van c6 hang 2
C32-107%, vi san gidm ti 1& v&i o9
C82-1075, vi san giam theo o3

Bang 0, vi rank 1da gilf dudc hudng manh nhat

Merge dé kiém tinh tuong duong

Khi adapter da hoc, c6 thé gop W = W, + sBA dé suy ludn qua mot ma tran. Véi 16p
tuyén tinh don gian ctia bai, khong dropout va khong quantization, hai cach phai cho két
qua khép trong sai s6 s6 thuc. Néu dung quantization hodc bién thé adapter, phai kiém

lai diéu kién merge ctia thu vién.
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Python

with torch.no_grad():
merged_weight = rank2_net.base + rank2_net.scale * rank2_net.B @ rank2_net.A
separate = rank2_net(X_valid)
merged = X_valid @ merged_weight.T
print("merge khop:", torch.allclose(separate, merged, atol=1e-10))
print("rank delta:", int(torch.linalg.matrix_rank(merged_weight - W8)))
torch.set_default_dtype(torch.float32) # khoi phuc mac dinh sau phép tinh floaté4

KET QUA

merge khop: True
rank delta: 2

rank delta: 2 xac nhan phan da gop vao ma tran cé ding hang 2, nhu cau tric BA cho

phép.

Luu adapter riéng thi phai luu ca ciu hinh va ghi ré6 model nguon dang revision: chi tép
A, B khong tai tao dugc model néu thiéu Wy. Merge vao mdt model nguon khac du ciing
shape c6 thé cho output sai ma khong bao 16i. Khi thr merge, dung ghi de ban model

goc duy nhat.

Git base riéng con c¢6 lgi: mot base di duge v6i nhiéu adapter cho nhiéu nhiém vuy; moi

adapter chi la vai ma tran nho, va déi adapter la déi nhiém vu.

adapter X chu dé
A, B va head X
base W,
gill nguyén
adapter Y d6 kho
A, BvaheadY

Mot model géc, moi nhiém vu mot adapter riéng.
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HOI NHANH
Doi c6 mdt base va hai adapter hoc riéng trén base dy: X d€ phan loai chit dé dé bai,

Y dé gdn nhdn d6 khé. Can phuc vu ca hai nhiém vy. Lam thé nao cho dung?
A Gilt nguyén W,, gan X ho&c Y tuy nhiém vu
B Merge ca X va Y vao cung W, rdi dung chung

t Cong Bx + By va Ax + Ay thanh mét adapter

o

Chi gilt adapter c¢ validation t6t han, ding cho ca hai

Chen LoRA vao mot model Transformer

Trong model thét, LoRA khong thay cd model ma boc mdt so6 16p Linear duge chon theo
tén. DistilBERT c6 6 block Transformer; mdi block c6 bon Linear 768 — 768 trong
attention la q_lin, k_1in, v_lin, out_1lin (query, key, value, output; bai 3.9), cung hai
Linear cia MLP. Bai bao LoRA chli yéu chén adapter vao query va value; script ctia
chuong ciling lam vay. Head phan loai pre_classifier va classifier khong c6 trong

checkpoint goc, dugc khéi tao méi, nén phai hoc cuing adapter.

Code du6i dung DistilBERT tir cau hinh mac dinh ctia transformers vi trong s6 ngau
nhién. Kién trtc va tén module giong checkpoint thét, nén dém tham s6 va kiém viéc
chén adapter dugc ma khong can tai gi. L6p LoRALinear la TinyLoRA viét lai dé boc mdt
nn.Linear c6 san, gilr ca bias géc. Ta dong bang moi tham sd ¢, boc mdi q_lin, v_lin

bang LoRA rank 4 v6i o = 8, r6i mé lai head.

Python

from transformers import DistilBertConfig, DistilBertForSequenceClassification

class LoRALinear(nn.Module):
def __init__(self, base, rank, alpha):
super().__init__(Q)

self.base = base # nn.Linear gdc, ké cd bias
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self.A
self.B

nn.Parameter(torch.randn(rank, base.in_features) * 0.01)

nn.Parameter(torch.zeros(base.out_features, rank))

self.scale =

alpha / rank

def forward(self, x):
return self.base(x) + self.scale * (x @ self.A.T) @ self.B.T

torch.manual_seed(4)

model = DistilBertForSequenceClassification(DistilBertConfig(num_labels=2)).eval()

token_ids = torch.randint(0, model.config.vocab_size, (2, 16))

with torch.no_grad():

logits_before =

model(input_ids=token_ids).logits

model.requires_grad_(False)

targets = [name for name, module in model.named_modules()

if name.endswith(("g_1in", "v_1in")) and isinstance(module, nn.Linear)]

for name in targets:

parent_name, child_name =

name.rsplit(".", 1)

parent = model.get_submodule(parent_name)

base = getattr(parent, child_name)

setattr(parent, child_name, LoRALinear(base, rank=4, alpha=8))

model.pre_classifier.requires_grad_(True)

model.classifier.requires_grad_(True)

with torch.no_grad():

logits_after

adapter_count =

".B")))

= model(input_ids=token_ids).logits

sum(p.numel() for n, p in model.named_parameters() if n.endswith((".A",

trainable = sum(p.numel() for p in model.parameters() if p.requires_grad)

total = sum(p.numel() for p in model.parameters())

print("module duoc chen:", len(targets))

print("adapter:", adapter_count, "head:", trainable - adapter_count)

print("trainable:", trainable, "/", total, "=", f"{trainable / total:.2%}")

print("logits giu nguyen:", torch.allclose(logits_before, logits_after))

KET QUA

module duoc chen:

12

adapter: 73728 head: 592130
trainable: 665858 / 67028738 = 0.99%

logits giu nguyen: True

12 module dung bing 6 block nhén 2 16p, va 73 728 tham s6 adapter khép phép tinh tay

12 -4 - (768 4 768). Head gom pre_classifier (768 x 768 cOng bias) va classifier (
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768 x 2 cOng bias), téng 592 130 tham s6, gap tam lan adapter. Phan dugc hoc that vi vy
la 665 858 trén khoang 67 triéu, chung 1%; néu chi dém A, B thi con s6 1a 0.11%.

Logits gitt nguyén vi moi B bang 0 va model & ché€ do eval (dropout tit), nén day la phép

kiém rang viéc boc khong lam hong forward.

DistilBERT + LoRA rank 4 - 67 028 738 tham s6

dong bang - 66 362 880 I 0.99%

- head mgi - 592 130

adapter A, B
73728

LoRA trén DistilBERT chi hoc khoang 1% tham so.

HOI NHANH
Mot bao cao ghi: “LoRA rank 4 trén DistilBERT chi hoc 0.11% tham s6.” Vé6i cau hinh

nhu code trén, head phan loai mdéi cting dugc hoc. Nhan dinh nao dung?
A Bung, vi head da cé san trong checkpoint pretrained
8 Bung, vi head chi c6 1538 tham s6 cla classifier
¢ Thiéu head, that ra khoang 0.99%, vi head gap 8 1an adapter

D Sai, phai tinh ca 67 triéu vi déu ndm trén dudng backward

Script ctia chuong lam dang cac budc trén véi checkpoint DistilBERT thét, dung thu vién
PEFT thay cho 16p tu viét. Script text_experiment.py:

 kiém hash ting tép model, ghi model ID va revision vao két qua;

o kiém ring tén q_lin, v_lin ton tai truéc khi chén, dit Lora_alpha bang 2r va

lora_dropout bang 0.05, luu head méi qua modules_to_save;
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https://github.com/Canuc80k/ai-canuc80k/blob/main/course/content/phase-4/recipes/README.md

» chay bon mode trén cung tép CSV train/validation, m6i mode mot tién trinh:
features (trich embedding roi hoc logistic regression), head (chi hoc head), full va

lora;

o ghi RESULT. json véi s6 tham s6 hoc, macro-F1 validation, thdi gian chay va, khi chay
trén CUDA, dinh b0 nhé.

May thi€u PEFT thi mode lora ding truéce khi nap model. Doc két quéa bang cach dat
bén dong canh nhau: LoRA dang giir khi vugt head-only ro rét va gan full vé macro-F1,

trong khi thoi gian va bo nhé thap hon.

Mot so sanh dung duge can ghi ro batch size, dd dai token, precision, optimizer, s6 budc
va thié€t bi. Bém riéng s6 tham s6 hoc khong thay dugc do peak memory. V6i CUDA, do
thoi gian phai dong bd trudce/sau vung tinh; néu khong, dong ho CPU c¢6 thé chi do thoi

gian x€p viéc vao hang doi.

HOI NHANH
LoRA lam s6 tham s6 hoc ctia mdt 16p chi con 1/256. Pinh bd nhé GPU khi train co6
gidm con 1/256 khong?

A C&, Vi bd nhé khi train chu yéu 13 gradient
8 Khéng, vi van con trong s6 gdc va activation
¢ Khéng, vi LoRA ludn tén bd nhé hon hoc toan bd

D Co, mién la rank 1a mét I0y thira cua 2

Khi di thi

» Chay mot batch: in s6 tham s6 hoc, so véi tinh tay; trong s6 goc khong duge ¢

gradient.

« Gitr baseline head-only; LoRA chi dang gitr khi thing n6 trén metric cta dé.
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Bat dau v6i rank nhé nhu r = 4, chi tang khi validation con kém ro rét.

Toém tit
LoRA hoc AW = sBA trong khi gitt W c6 dinh: 7(d;,, + d,y;) tham s6, hang toi da r.

Rank qua nho thi sai s6 do cac gia tri ky di bi bo ctia phan stta quyét dinh; rank chon

béng validation.
A ngau nhién, B bang 0: output ban dau trung model g6c nhung van cé dudng hoc.

Trong model that, adapter dugc chén theo tén module; head méi c6 thé chi€ém phan

16n so tham sé hoc.

LoRA tiét kiém gradient va trang thai optimizer, khong ti€t kiém dung theo ti 1¢ tham

s0; phai do bo nhé that.

Kiém tra cudi bai
CAU1
LoRA co ban: W, da freeze, con A va B trainable va nim trong optimizer. Sau 100
budc train, so véi ltc khéi tao, tham s6 nao da déi gia tri?
Khoéng tham s6 nao, vi ca I8p da bi freeze
Chi B, vi gradient ctia A luén bang 0

A va B, con W, gilt nguyén

Ca Wy, A lan B, vi déu tham gia forward

Al Canuc80k - Bai 4.4 - LoRA 20/25



CAU 2
Mot 16p Linear 50 — 100, tic Wy c6 shape 100 x 50. Mot ban ddt LoRA r = 64 “cho

chac”. Nhan dinh nao dung?

AW ¢6 hang t6i da 50, va adapter cé 9600 tham sé, nhiéu han 5000 cua hoc toan
bo

AW c6 hang t6i da 64, va adapter cé 9600 tham s&, nhiéu han 5000 cua hoc toan
bo

AW c6 hang téi da 50, va adapter van it tham sé hon hoc toan bd

AW c6 hang téi da 64, va adapter van it tham sé hon hoc toan bd

PHONG THEO ) NOAI 2026 Singapore - Vong sg loai - Cau 30

CAU 3
Doi can thich nghi mot model ngdn ngir 16n cho bai thi, chi v6i mot GPU. Mot ban
dé xuat LoRA, va 1ap luin thém: “Model nop sé du doan nhanh hon, vi chi ¢6 vai

tram nghin tham s6” Nhan dinh nao dang?
Pung, vi ltc du doan chi can A va B nén nhanh han base nhiéu
LoRA 1am fine-tune ré han, nhung luc du dodan input van di qua toan bo base
LoRA cho phép dung base I16n hén ma khéng tén thém bd nhé khi suy luan

LoRA tao thém du liéu train nén bt cdng gan nhan

PHONG THEO ) NOAI 2026 Singapore - Vong sd loai - Cau 246
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https://aisingapore.org/wp-content/uploads/2026/04/NOAI-2026-Preliminary-Round-Assessment-300-MCQs-Google-Forms.pdf#page=14
https://aisingapore.org/wp-content/uploads/2026/04/NOAI-2026-Preliminary-Round-Assessment-300-MCQs-Google-Forms.pdf#page=88

CAu 4

Mot bién thé khdi tao ngugce lai: A = 0, B ngau nhién. O bu6c dau, diéu gi dang?
Output déi ngay, gradient clia A bang 0
Output déi ngay, gradient ctia B bang 0
Output gilf nguyén, gradient clia A bang 0

Output gilf nguyén, gradient cia B bang 0

CAuU 5
Sau khi train, AW = 2 BA ctia mot 16p 4096 x 4096 v6i r = 8. Nhan dinh nao ding
ve AW vaW =Wy + AW?

AW kha nghich khi A, B tébng quat, va W cling kha nghich

AW kha nghich khi A, B téng quat, con W c6 thé suy bién

AW luén suy bién, con W van c6 thé kha nghich

AW luén suy bién, vi vy W ciing suy bién

PHONG THEO ) NOAI 2026 Singapore - Vong sd loai - Cau 26
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CAU 6
Vi sao mot adapter hang thap thuong da dé thich nghi model pretrained cho mét

nhiém vu méi?
Ta gia dinh phan sfa cho nhiém vu mai chi can it hudng
Moi ma tran trong sé pretrained vén da cé hang thap
Tich BA gom cac output thanh vai nhém xU ly nhu nhau

Tich BA tinh tuong quan gilta cac trong sé nhanh hon

PHONG THEO ) CMU 10-601 - Exam 3 Practice - Q7.3

CAuU 7
W, ¢6 shape (6, 8), A cé shape (2,8), B c6 shape (6,2), a = 4, r = 2. Ma tran

merge dung dé suy luin, khong cé dropout, la gi?
Wy + 0.5 BA
W, +2BA
Wy +2AB

W, + BA
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https://www.cs.cmu.edu/~mgormley/courses/10601/handout/exam3_practice_problems.pdf#page=38

CAuU 8
Cé tép adapter da train, nhung chua c6 base model. Muoén tai tao dang du doan,

can thém gi?
Poi tén adapter thanh model.safetensors dé nap nhu mdt model doc 1ap
Mot base bat ky cé cung kién tric va cung s6 tham sé
Chi can tokenizer cé cuing kich thudc vocabulary

Pung base va revision da dung khi train, ciing cau hinh va tokenizer

CAU 9
boi da full fine-tune mot 16p 768 x 768, va c6 AW = Wy, — W, Mudn thay bang

mot adapter rank 8 dé luu gon, sao cho |AW — BA||r nho nhat. Lam thé nao?
Gilt 8 hang c6 doé dai I6n nhat cua AW, cac hang khac bang 0
Lay 8 cot dau cia AW lam B, va 8 hang dau lam A
Phan tich SVD clia AW, réi gilt 8 gia tri ky di nhd nhat cling vector cla ching

Phan tich SVD cla AW, rdi gilt 8 gia tri ky di I6n nhat cling vector cla ching

PHONG THEO ) USA-NA-AIO 2026 - Vong 1- Part 5.14
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https://www.usaaio.org/attachments/past-problems/2026/usaaio-2026-round-1-problems.pdf#page=14

CAu 10

Wy da freeze. Code train adapter dat ca phép tinh WO x + scale * B(A x) trong
torch.no_grad(). Sita thé nao dé€ gilt dugc gradient cho viéc hoc A, B?

A Gilt no_grad, thém A, B vao optimizer thém lan nita
B B0 no_grad khoi nhanh adapter, van gitt Wy déng bang
¢ Gilf no_grad, goi requires_grad_() cho output sau khoi

D Gill no_grad, tang scale cho gradient du Ién

Poc thém

Hu va cong su — LoRA: Low-Rank Adaptation of Large Language Models: doc cong thic

nhanh stra va giéi han ctia cac két qua thuc nghiém trong paper.
PEFT — LoRA guide: kiém khdi tao A /B, scale, target modules va cac bién thé.

PEFT — adapter checkpoint format: hiéu vi sao adapter can model ngudn cung cdu hinh.

PyTorch — autograd mechanics: hiéu gradient van can di qua trong sé bi freeze trong mot s6

do thi.

Tai goi recipe ctia chuong — gom cac module phu va huéng dan chuan bi asset.
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https://arxiv.org/abs/2106.09685
https://huggingface.co/docs/peft/developer_guides/lora
https://huggingface.co/docs/peft/developer_guides/checkpoint
https://docs.pytorch.org/docs/stable/notes/autograd.html
http://127.0.0.1:56872/giao_trinh/assets/phase-4/recipes.zip

