Fine-tuning

Trac nghiém 19 & Thuc hanh 2 (3 Chay trén Kaggle ¥ PDF bai

Khi dit liéu méi khac nhiéu so véi dit liéu model ting hoc, vector 1ay tu feature
extraction c6 thé chua da tot. Fine-tuning la huan luyén ti€p chinh model
pretrained trén dir liéu moi. Bai nay lam theo hai bu6c: dau tién gitt nguyén
than model, chi hudn luyén 16p cudi méi thém vao; sau d6 mé thém cac 16p ctia
than véi learning rate nhé. Méi buée duge chon bang diém validation, va cudi

bai kiém xem tham s6 nao thuc su da thay déi.

MUC TIEU

« Thay 16p cudi va chon phan nao ctia model dugc huan luyén.
» Phan biét requires_grad, train() /eval() va no_grad().
« Dbat learning rate riéng cho than model va 16p cudi; chon checkpoint bang validation.

+ Biét BatchNorm van thay déi du trong s6 da bi khoa.

Chuyén kién thitc nao sang nhiém vu méi?

Model pretrained gom encoder va thuong c6 mot head phuc vu nhiém vu cti. Encoder
anh c6 thé hoc nét, ciu trac va nhirng t6 hgp hinh dang c6 ich cho nhiéu nhan khac.
Nhung head phan loai nhan ci khong c6 Iy do biét cac nhan méi ctia cau lac bd. Ta gitr
encoder va thay head c6 dang s6 16p K ciia bai méi. Cach lam nay goi la hoc chuyén giao

(transfer learning).

N6 ¢6 ich nhit khi dr liéu ¢6 nhan it ma nhiém vu nguén da gan; ngay ca vé6i 500 anh X-

quang, bat dau tir trong s6 pretrained réi fine-tune van thudng tot hon hoc tir dau.

Viet z = fp(x) va logits £ = g,(z). 6 1a tham s6 encoder, ¢ 1a tham s6 head. Head-only
training chi cip nhat ¢. Fine-tuning m& mot phan hodc toan bo 6 cung véi ¢. Phan mé
nhiéu hon c6 thé thich nghi t6t hon nhung ciing c6 thé hoc thudc dir liéu nho hoidc lam

mat biéu dién co ich.
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head-only block 1 block 2 block 3 head

mé block cudi block 1 block 2 block 3 head
md toan bo block 1 block 2 block 3 head
dong bang dugc hoc

Ba mtic mdé tham so: chi head, thém block cudi, réi toan bo encoder.
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budc 0: ca hai head méi déu budc 10: accuracy validation budc 50: accuracy validation budc 150: accuracy validation
ngau nhién (400 anh) tir ImageNet 0.80, tr (400 anh) ti ImageNet 0.86, tr (400 anh) tif ImageNet 0.88, tU
ngau nhién 0.54 ngéu nhién 0.59 ngau nhién 0.68

Cung s6 budc, bt dau tir trong s6 ImageNet doan ding s6m hon han tir ngau
nhién.

HOI NHANH
Nhiém vu cii c6 1000 16p, bai méi cé 3 16p. Nap checkpoint xong, phan nao chic

chan phai thay hodc kiém truéc khi train?
A Batch size, vi dau ra 3 I8p can batch chia hét cho 3
8 Head cuéi, va bang déi ba nhan mdi sang chisé 0, 1, 2
¢ Seed, vi head ci dugc khai tao bang mot seed khac

D Learning rate cua encoder, vi 1000 I8p can budc nhé han

Trong mang 16n, cac block gan input thuéng bat dau hiéu chung nhu nét, canh, mang
mau; cac block sau mang dac trung sat nhiém vu ¢t hon. Vi vy tha tu thit thuc dung 1a
head truéc, ro6i mé thém block cudi, réi méi dén toan bd, ding ba hang cta hinh trén.

Khi mién dich khac han nguén, nhu dnh X-quang so véi anh doi thudng, dic trung & cac
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block dau ciing c6 thé can d6i; méi mirc mdé khi d6 la mot thi nghiém, va baseline head-

only la moc dé biét thay d6i co6 dang gia.

HOI NHANH
Dir liéu dich it va kha giong mién nguon, head-only da c6 diém validation. Ngan

sach chi d thir thém mdt cau hinh. Nén thir gi?
A Mdé toan b mang, véi cung learning rate cua head
8 Khditao lai encoder réi hoc tif dau trén di liéu dich
¢ M@ block dau gan input, vi d&c trung nén quan trong nhat

D M& thém block cubi, gili cac block dau déng bang

M6t mé hinh nguon tu pretrain

Dé thay moi buéc ma khong can tai trong sd, ta tu tao mot mo hinh ngudn ngay trong
notebook tir bd chir s6 8 x 8 chia scikit-learn. Nhiém vu nguon phan loai cac chir s6 0-7,
nhiém vu dich phan biét 8 va 9. Moi anh 8 hoac 9 déu bi loai khoi viéc hoc nguon, nén
encoder nguon dong dung vai mdt checkpoint pretrained: da hoc dic trung hitu ich trén

dir liéu khac va chua tung thay nhan dich.

Vé6i ResNet hay DistilBERT, cac budc phia sau giong hét; chi khac 6 cho trong s6 duge

nap tu tép checkpoint thay vi vira hoc xong.

Mot encoder 64 > 32 » RelU dit d€ thuc nghiém chay trong vai giay. Pixel ctia bo dir liéu
nay nam tir 0 dén 16, nén input dugc chia 16; moi budc sau, ké ca nhiém vu dich, phai
dung dung phép chia dy, giong nhu fine-tune mot checkpoint thit phai dung ding
processor ctia né (bai 4.1). Mot phan anh ngudn duge gitr lam validation dé kiém encoder

thuc su da hoc, thay vi goi trong s6 ngau nhién la “da hoc”

Python
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import copy

import numpy as np

import torch

from torch import nn

from sklearn.datasets import load_digits

from sklearn.model_selection import train_test_split

torch.set_num_threads(1)

torch.manuval_seed(3)

digits = load_digits()

source_ids = np.flatnonzero(digits.target < 8)
target_ids = np.flatnonzero(digits.target >= 8)
source_train, source_valid = train_test_split(

source_ids, test_size=0.25, stratify=digits.target[source_ids], random_state=3

def inputs(ids):
return torch.tensor(digits.datal[ids] / 16.0, dtype=torch.float32)

source_encoder = nn.Sequential(nn.Linear (64, 32), nn.ReLU())
source_head = nn.Linear(32, 8)

source_model = nn.Sequential(source_encoder, source_head)
source_optimizer = torch.optim.Adam(source_model.parameters(), 1r=0.01)

criterion = nn.CrossEntropyLoss()

source_x inputs(source_train)
source_y = torch.tensor(digits.target[source_train], dtype=torch.long)
for _ in range(80):

source_model.train()

source_optimizer.zero_grad(set_to_none=True)

loss = criterion(source_model(source_x), source_y)

loss.backward()

source_optimizer.step()

source_model.eval()
with torch.no_grad():

source_prediction = source_model(inputs(source_valid)).argmax(dim=1).numpy()
print("source train/valid:", len(source_train), len(source_valid))
print("source valid accuracy:", round(float((source_prediction ==
digits.target[source_valid]).mean()), 4))

print("source gap target:", len(set(source_ids) & set(target_ids)) == 0)

Accuracy 0.9806 trén 361 anh nguon gitr lai cho thay encoder da hoc dugc dac trung chir

s6 ¢6 ich. Dong thtr ba xac nhian khéng anh 8 hay 9 nao lot vao viéc hoc nguon; néu co,
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diém ctia nhiém vu dich sau nay sé do ca phan encoder da thudc long, khong chi phan

kién thitc dugc chuyén.

Split & day chia theo tung anh; v6i dit liéu ¢6 nhiéu anh ctia cung mdt ngusi hay cung

mot budi, split phai chia theo nhom ay (bai 1.3).

HOI NHANH
Mot doi pretrain encoder trén toan b 1797 anh chit s6 tir 0 dén 9 cung nhan ctia
chang, r6i bao accuracy ctia nhiém vu phan biét 8 v6i 9 trén validation 14y tir chinh

bé anh &y. Con s6 nay do gi?
Pung kha nang chuyén hoc, vi head dich van 13 head méi
Pung kha nang chuyén hoc, vi phan ngudn khéng dung head dich
Mot con sé qué lac quan, vi encoder d& hoc ca anh validation

M6t con s6 qua bi quan, vi nhan 0 dén 7 lam nhiéu encoder

Bat dau bang mot head méi

Ta danh 48 anh dich lam train c6 nhan; cac anh dich con lai lam validation. Nhan 8 déi
thanh 0, nhan 9 dGi thanh 1 d€ khép head hai 16p. Viéc dGi nhan phai luu lai d€ tra output

dang tén 16p sau khi du doan.

Python

target_train, target_valid = train_test_split(

target_ids, train_size=48, random_state=5, stratify=digits.target[target_ids]
)
target_x
target_y = torch.tensor(digits.target[target_train] - 8, dtype=torch.long)

inputs(target_train)

valid_x = inputs(target_valid)
valid_y = torch.tensor(digits.target[target_valid] - 8, dtype=torch.long)

torch.manual_seed(10)
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initial_head = nn.Linear(32, 2)
head_only = nn.Sequential(copy.deepcopy(source_encoder), copy.deepcopy(initial_head))
for parameter in head_only[0].parameters():
parameter.requires_grad_(False)
optimizer = torch.optim.SGD(head_only[1].parameters(), 1r=0.05)

before = {name: value.detach().clone() for name, value in head_only[0].named_parameters()}

head_only.train()

head_only[0].eval()

optimizer.zero_grad(set_to_none=True)

loss = criterion(head_only(target_x), target_y)

loss.backward()

print("encoder grad None:", all(p.grad is None for p in head_only[0].parameters()))
print("head co gradient:", head_only[1].weight.grad.norm().item() > 0)
optimizer.step()

print("encoder khong doi:", all(torch.equal(before[n], p) for n, p in
head_only[0].named_parameters()))

print("target train/valid:", len(target_train), len(target_valid))

O mang nay, encoder chi c6 Linear va ReLU; eval() chua déi phép tinh ciia n6. Ta van

goi dé tao thoi quen ding khi sau nay dung encoder cé Dropout hodc BatchNorm.

Dong encoder grad None kiém viéc khong tao gradient cho tham s6 da dong bang. Dong
thir ba so tung gia tri tensor trudc va sau mot budce, kiém viéc optimizer khong sira

encoder. Néu chi nhin loss giam, ta khdng biét phan nao da dugc cap nhat.

bong bang nghia la dat requires_grad_(False) cho tham s encoder: chiing khong
nhan gradient va optimizer khong sira. S6 tham s6 dugc hoc khi dé chi la ctia head, dém
bfing sum(p.numel() for p in model.parameters() if p.requires_grad): ResNet-18
dong bang hét roi thay fc bang Linear (512, 10) con 512 - 10 + 10 = 5130; ResNet-50
vOi head 2048 — K 1a 2048K + K.
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HOI NHANH

Mot tham s6 c6 requires_grad=False nhung van nam trong forward. Khi du doan,

no6 dong vai tro gi?
Van tinh forward nhu cd, chi khéng dugc hoc
Bi bd qua, nén output cua tang 4y bang 0
Bi thay bang gia trj trung binh cla né

Bi tach khéi mang cho tai khi goi lai train()

HOI NHANH
Head hai l6p dugc hoc v6i nhan digit - 8. Validation accuracy dat 0.94, nhung file
nop ghi thang argmax ctia logits va dugc cham 0 diém. Léi kha di nhat 1a gi?

Head hai I6p khéng du sutic cho dif liéu test
Validation bi rd, nén 0.94 |a con s6 ao
File ndp ghi chi s6 0, 1thay vi 8, 9

Encoder 6 ché dd eval() khi du doan test

Vi sao encoder dung buéc nhé hon

Xét mo hinh mét chiéu § = a(wz), encoder cé tham s6 w, head c6 tham s6 a, loss L =

(§—y)2.Véiz=1,w=2a=1y=3 tacody =2 phandu —1,nén

oL

da

20-1)-2=-4, Z=2(-1)1=-2
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Néu learning rate head la 0.1, encoder la 0.01, cidp nhat cho a = 1.4 va w = 2.02. Néu

encoder dong bang thi w van bang 2.

encoder head
wx = 2 N
w =2 a=1 y=2,y=3
<
x a r=-1
oL/ow = -2, n 0.01 > w = 2.02 oL/da = -4, n 0.1 > a = 1.4

Learning rate 0.1 cho head, 0.01 cho encoder: a 1én 1.4, w chi nhich téi 2.02.

Python

X, W, a, y 1.0, 2.0, 1.0, 3.0

residual = a * w * X -y

grad_a = 2 % residual * w * X
grad_w = 2 % residual * a * Xx
print("gradient:", grad_a, grad_w)

print("sau buoc:", a - 0.1 * grad_a, w - 0.01 * grad_w)

bé y 0L /0w chira a: gradient vé encoder phai di qua head. Head m&i khdi tao ngau
nhién, nén trong nhiing buéc dau, huéng gradient ma encoder nhan dugc cling mang
theo su ngau nhién d6. Néu encoder di buée 16n nhu head, né cé thé bi kéo xa chi dé bu
cho mot head con sai, lam hdng nhiing dac trung tét da hoc. Viéc mo hinh mat dan kién
thitc nguon khi duge huén luyén ti€p cho nhiém vu méi goi la quén tham khéc

(catastrophic forgetting); bu6c 16n & phan pretrained lam hién tugng nay dén nhanh hon.

Hai cach han ché: learning rate nho cho encoder, hodc hoc head-only vai epoch roi méi
ma& encoder. Ti 1€ 10 1an & vi du 1a mdt lua chon, khdng phai hing s6. V6i BERT, bai bao
goc fine-tune toan bd mo hinh véi learning rate tir2 - 107> dé€n 5 - 10° trong 2-4 epoch,
nho hon mttc 10~* dung khi pretrain chinh BERT.
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HOI NHANH
Van vi du 4y, v6i z = 1, w = 2, y = 3, nhung head méi duge khéi tao a = —1.

Gradient theo w bang bao nhiéu, va gradient descent day w theo huéng nao?
—2,nénwtang, nhuviducoa =1
—10, nén w tang dé 4 18n 1én
0, nén w dung yén chd head hoc xong

10, nén w giam

So sanh head-only va mé encoder

Hai thuc nghiém bat dau tir cung encoder nguon va cung head méi, nén khac biét chi

nam & viéc mé encoder. Ta chay 60 epoch full-batch, chdm validation sau méi epoch va

gitr checkpoint c6 validation loss thap nhat. Head dung learning rate 0.05; khi md,

encoder c6 nhom riéng v6i 0.003, nhé hon khoang 17 1an. Vi validation vira dung dé chon

epoch vira dé so hai mode, con s6 bao cao cudi cung nén lay tir mot test git kin.

Python

def run_transfer(open_encoder):

transferred = nn.Sequential(copy.deepcopy(source_encoder), copy.deepcopy(initial_head))

for parameter in transferred[0].parameters():
parameter.requires_grad_(open_encoder)
groups = [{"params": transferred[1].parameters(), "lr": 0.05}]
if open_encoder:
groups.append({"params": transferred[0].parameters(), "lr": 0.003})
optimizer = torch.optim.Adam(groups)
best_loss = float("inf")
best_state, best_epoch = None, None
history = []
for epoch in range(1, 61):
transferred.train()
if not open_encoder:

transferred[0].eval()

Al Canuc80k - Bai 4.3 - Fine-tuning

9/21



optimizer.zero_grad(set_to_none=True)
train_loss = criterion(transferred(target_x), target_y)
train_loss.backward()
optimizer.step()
transferred.eval()
with torch.no_grad():
val_loss = criterion(transferred(valid_x), valid_y).item()
history.append((train_loss.item(), val_loss))
if val_loss < best_loss:
best_loss = val_loss
best_epoch = epoch
best_state = copy.deepcopy(transferred.state_dict())
transferred.load_state_dict(best_state)
with torch.no_grad():
accuracy = (transferred(valid_x).argmax(dim=1) == valid_y).float().mean().item()
trainable = sum(p.numel() for p in transferred.parameters() if p.requires_grad)

return transferred, history, best_epoch, best_loss, accuracy, trainable

for opened in [False, Truel:
net, history, epoch, val_loss, accuracy, count = run_transfer(opened)
print("open encoder =", opened, "| trainable =", count, "| best epoch =", epoch)
print("best val loss =", round(val_loss, 4),
"| epoch 60 val loss =", round(Chistory[-11[1], 4),

"| val accuracy =", round(accuracy, 4))

Poc loss va accuracy & checkpoint dugc chon, khong chi 6 epoch cuoi:

» Head-only hoc 66 tham s6 (32 - 2 + 2); validation loss thap nhat 0.2247 & epoch 36,
dén epoch 60 la 0.2366 trong khi train loss van giam. Gitt checkpoint epoch 36 nghia
1a khong phai tra gia cho 24 epoch hoc thém vo ich.

» M4 encoder hoc 2146 tham s6 (thém 64 - 32 + 32 = 2080 ctia encoder), loss 0.1570 va
accuracy 0.9379, so v6i 0.9020 ctia head-only: dung thém 11 trong 306 anh validation.
Checkpoint t6t nhat ctia né roi dting epoch cudi, tic validation con dang giam; ngan
sach 60 epoch c6 thé chua da, va doé la tin hiéu dé chay dai hon, khéng phéi bang
chiing da hoi tu.

Trén mot split nhd, chénh l1éch 11 anh 1a bang chimg c6 ich, chua phai dinh luit “m&
encoder luon thang” Loss va accuracy cling c6 thé chon hai epoch khac nhau: cross-

entropy con phat su tu tin sai, con accuracy chi nhin argmax.
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O day encoder chi c6 mot tang Linear nén mé né la mé toan bo; véi ResNet, “md block
cu6i” la mot tap tham s6 riéng, c6 so6 lugng va bd nhé riéng phai do lai. M6i tham s6 dugce
md kéo theo mdt gradient va, véi Adam, hai moment m, v: thém ba s6 float32 cho moi
tham s@, chua ké activation phai gitr d€ backward qua phan md (bai 3.7). Vi 66 tham so0,

phan nay khong dang ké; v6i hang chuc triéu tham sd, no6 1én téi hang tram MB.

head-only ' 66 tham sé - val acc 0.902

m& encoder _ 2146 tham sd - val acc 0.938

dung thém 11 trén 306 anh validation; mbi tham s6 m& kém gradient va hai moment Adam

Mé encoder: tham s6 hoc tir 66 1én 2146, accuracy tir 0.902 1én 0.938.

loss

validation

0 1 0.2247 train
1 20 36 60
epoch

Chi hoc head: validation loss thiap nhat 6 epoch 36, nén luu checkpoint & do.

validation loss

1.5
1
0.5
head-only
0 O ma& encoder
1 20 40 60

epoch

M4 encoder véi learning rate nho cho validation loss thap hon chi hoc head.
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HOI NHANH
Mot lan fine-tune 20 epoch c6 checkpoint t6t nhat & epoch 20, va validation loss

van dang giam. Hiéu két qua nay thé nao?
A Co thé chua du epoch, nén chay thém roi xem tiép
B Bahditu dung & epoch 20, nén dung tai do
¢ DPa overfit, vi diém t6t nhat rai vao epoch cubi

D Chon lai theo train loss, vi validation chua 6n

Script ctia chuong dua diung thi nghiém nay 1én DistilBERT v6i model va dit liéu luu san
trén may. Mode head dong bang backbone va giir né & eval; mode full hoc backbone véi
learning rate 10~° va head v6i 1073, Ca hai chon checkpoint theo macro-F1 validation va
ghi sd tham s6 hoc, lich sir validation, thai gian vao RESULT. json; so hai tép ay giong nhu

so hai cdp dong output trén.

Freeze, eval va BatchNorm la ba chuyén

BatchNorm (bai 3.6) c6 tham sé affine nhu weight va bias, dong thoi cé buffer
running_mean, running_var. Trong train mode, batch méi co thé cip nhiat buffer du
khong tinh gradient; chuyén sang eval thi dung buffer da tich liy. V6i encoder can gitr co

dinh, ta gilr ca buffer bang eval.

Khi batch fine-tune nho, nhu vai anh d6 phan giai cao méi batch, thdng ké batch rat
nhiéu, nén nhiéu hé thong phat hién vat thé gitr BatchNorm ctia backbone cd dinh ngay

ca khi cac trong so6 khac dugc hoc.

Thi nghiém sau dit moi tham s6 BatchNorm thanh khong hoc, nhung van cho mét batch
qua train mode. Trung binh batch la (3, 6), momentum=0.5, trung binh cti la (0, 0), nén
trung binh méi la (1.5, 3). Trong BatchNorm, momentum nay la hé s6 cap nhat thong ké,

khac nghia v6i momentum ctia optimizer.
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Python

bn = nn.BatchNorm1d(2, momentum=0.5)
for parameter in bn.parameters():
parameter.requires_grad_(False)
batch = torch.tensor([[2., 4.1, [4., 8.11)
bn.train()
with torch.no_grad():
bn(batch)
after_train = bn.running_mean.clone()
bn.eval()
with torch.no_grad():
bn(batch + 100)
print("running mean sau train:", after_train.tolist())
print("eval giu buffer:", torch.equal(after_train, bn.running_mean))
print("khop tinh tay:", torch.allclose(after_train, batch.mean(dim=0) * 0.5))

batch running_mean
train() eval()
2 4 0 06 ———> 1.5 3 ——> gil nguyén
4 8 trudc sau 0.5-(3, 6)
mean (3, 6)

moi tham sé da requires_grad=False, dang trong no_grad(), ma buffer van ddi

bong bang tham sd nhung & train(), BatchNorm van cip nhit running_mean.

Dong dau tryuc ti€p phan bac hiéu lam “khong c6 gradient thi khong co gi thay d6i”

Dropout lai khdng c6 running mean; eval lam n6 bd thao tac che ngau nhién. Khi goi

model.train() & dau epoch, cac module con cling chuyén train; néu encoder phai ding

yén, goi encoder.eval() sau do. Con no_grad() khéng dugc boc phan dang hoc (head,

adapter): autograd phai ghi lai cac phép tinh ay thi backward mdéi téi duge tham s6 ciia

chung.
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HOI NHANH
bong bang weight va bias ctia BatchNorm, réi cho mot batch méi di qua & ché do

train(), bén trong no_grad(). Running mean c6 d6i khong?
Khdéng, vi moi tham s6 déu cé requires_grad=False
Khéng, vi no_grad() chdn moi thay déi trong forward
C¢, vi buffer tu cap nhat ngay trong forward

Co, nhung chi khi goi optimizer.step() sau do

HOI NHANH
model = nn.Sequential(encoder, head), va encoder c6 BatchNorm can giit

nguyén. Boan sau c6 gitr dugc running mean ctia encoder khong?

encoder.eval() # goi mdt 1an trudc vong lap
for epoch in range(10):
model.train()
for x, y in loader:
# forward, backward, step cho head

Co, vi encoder.eval() da dugc goi tu truéc
Khéng, vi model.train() lan xuéng ca encoder

Cd, néu tham s6 clia encoder da requires_grad=False

Khong, vi optimizer cap nhat buffer 8 mdi step()

Khi di thi

Hoc head trén encoder dong bang truée, dé c6 mdc so sanh va mot bai nép hop 1é.
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Phan pretrained dung learning rate nho; model ¢& BERT thudng tir2 - 10> dén 5 -
107°.

Dung dung processor ctia checkpoint: kich thu6c anh, mean /std, tokenizer.

Tom tat
Fine-tuning hoc ti€p model pretrained trén nhiém vu méi, v6i head méi dang so 16p.

Bit dau bing head-only trén encoder dong bang; r6i md thém encoder v6i learning

rate nho hon head, chon checkpoint bang validation.

bong bang tham s6, ché do train/eval, no_grad () va tap tham s6 ctia optimizer la bon

cong tac khac nhau; BatchNorm con ¢6 buffer déi ngay trong forward & ché do train.

Trén vi du chi¥ s6, mé encoder nang validation accuracy tir 0.9020 1én 0.9379.

Kiém tra cudi bai
CAU1
Mot doi c6 3000 binh luan ti€éng Anh gan ba nhan cam xtc, va mot GPU dung trong
hai gio. Nén xuat phat tir dau?
BERT pretrained, thay head ba I8p réi fine-tune nhe
Transformer ¢ BERT khdi tao ngdu nhién, hoc ti dau trén 3000 cau

ResNet-50 pretrained trén ImageNet, thay head ba I8p roi fine-tune

AlexNet hoc tif dau trén vector dém tU cua 3000 binh lun

PHONG THEO ) NOAI 2025 Singapore - Phan 1- Cau 17
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https://learn.aisingapore.org/wp-content/uploads/2025/10/NOAI-2025-MCQ-Assessment-Questions.pdf#page=3

CAU 2
Ta mudn gitt c6 dinh encoder khi hoc head, dong thdi tiét kiém bd nhé va thdi gian

ctia backward. Cach nao dat dugc ca hai?
P&t learning rate 0 cho nhom tham sé cla encoder
Goi requires_grad_(False) cho cac tham s6 cua encoder
Goi encoder.eval() trudc méi epoch train

Goi model.freeze() mdt lan trudc vong 1ap train

PHONG THEO ) NOAI 2026 Singapore - Vong sd loai - Cau 132

CAU 3

Ba doi cung dung mot BERT pretrained cho bai phan loai. Doi A viét prompt kém 5
vi du c6 nhan. boi B dong bang BERT, hoc mot head mdi trén vector [CLS]. Poi C
cap nhat ca trong s6 BERT lan head trén 2000 cau c6 nhan. Ddi nao da lam thay ddi

trong so pretrained?
Ca ba ddi, vi déu dung di liéu cé nhan cua bai
Chi @éi C
Poi B va doi C, vi ca hai déu huan luyén

Poi A va doi C, vi ca hai déu dua vi du vao mé hinh

PHONG THEO ) NOAI 2026 Singapore - Vong sd loai - Cau 245
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https://aisingapore.org/wp-content/uploads/2026/04/NOAI-2026-Preliminary-Round-Assessment-300-MCQs-Google-Forms.pdf#page=50
https://aisingapore.org/wp-content/uploads/2026/04/NOAI-2026-Preliminary-Round-Assessment-300-MCQs-Google-Forms.pdf#page=88

CAu 4

Fine-tune ResNet-50 pretrained cho 10 16p:

model = resnet50(weights="IMAGENET1K_V2")
for p in model.parameters():
p.requires_grad = False
optimizer = torch.optim.Adam(model.parameters(), lr=1e-3)
model.fc = nn.Linear (2048, 10)

# vong train: zero_grad, forward, loss.backward(), optimizer.step()

Sau khi train, validation accuracy chi khodng 10%, va model.fc.weight giong hét

lic khéi tao. Loi 6 dau?
A Optimizer dugc tao trudc khi thay fc, nén khéng chua fc mdi
B Backbone dong bang chan gradient, khéng cho di t&i fc
¢ Learning rate 1e-3 qua nhd cho mét head khai tao ngau nhién

D Optimizer nhan tham sé déng bang nén bd qua ca nhém

PHONG THEO ) NOAI 2026 Singapore - Chung két - Cau 15
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https://aisingapore.org/wp-content/uploads/2026/04/NOAI-2026-Final-Assessment-Section-1-MCQs-Google-Forms.pdf#page=22

CAU5

Fine-tune BERT-base phan loai 5 16p trén vai nghin cau: batch 32, max_length=128,
AdamW véi learning rate 10~ cho toan b mo hinh, 3 epoch. Validation loss giam
sau epoch 1r6i tang manh, con train loss van giam déu. Nguyén nhan kha di nhit la

gi?
Batch 32 quéa nho, can gradient accumulation 1&n 256
max_length=128 ct mat chil, can tang 1&n 512 token
Thiéu warmup, thém warmup 1a du, giit learning rate ci

Learning rate qua I8n déi véi trong s6 pretrained

PHONG THEO ) NOAI 2026 Singapore - Chung két - Cau 21

CAU 6

Tl head-only, d6i mé thém layers ctia ResNet-50, khoang 15 triéu tham s, roi
train bing Adam & float32. Phan bo nhé tang thém cho gradient va trang thai
optimizer ctia nhitng tham s6 vira md, chua tinh activation, 1a khoadng bao nhiéu
MB, v6i 1 MB béing 10° byte?

60
120
180

240
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https://aisingapore.org/wp-content/uploads/2026/04/NOAI-2026-Final-Assessment-Section-1-MCQs-Google-Forms.pdf#page=34

CAu 7
BatchNorm c¢6 running mean cii la 2, batch mean la 8, va momentum=0.25 theo quy

u6c ctia PyTorch. Running mean méi biang bao nhiéu?

3.5

6.5

CAu 8
Hai checkpoint A va B ¢o validation loss 1an lugt 1a 0.30 va 0.35, accuracy la 0.88 va
0.90. Quy trinh da dinh ti truée 1a chon theo loss nho nhat. Chon checkpoint nao,

va bao accuracy nao?
Chon A, bao accuracy 0.90 cua B
Chon A, bao accuracy 0.88
Chon B, bao accuracy 0.90

Trén trong sé clia A va B, bao 0.90
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CAU 9
Hoc head, con encoder dugc giir ¢6 dinh chi bang cach khéng dua vao optimizer;
tham sd ctia n6 van requires_grad=True. Mudn khoi tn bd nhé cho graph ctia

encoder bang torch.no_grad(). Dat khdi ay 6 dau?
A Boc cd dong loss = criterion(head(encoder(x)), y) trong khéi
B Chiboc head(z), con z = encoder(x) tinh bén ngoai khoi
¢ Khéng can khéi, goi encoder.eval() 1a du tiét kiém

D Chiboc z = encoder(x), con head va loss tinh bén ngoai khoi

CAU 10
Head-only dat accuracy 0.86 trén train va 0.84 trén validation. M& toan bd encoder

thi dat 0.99 va 0.79, trén cung cach chia. Bu6c ti€p theo hgp ly 1a gi?
A Chon full fine-tuning, vi né hoc dugc nhiéu tham sé hon
B M3 thém tham sé, vi train accuracy van chua bang 1
¢ M3 it hon hodc giam learning rate cla encoder, réi so lai véi head-only

D Chon full fine-tuning, néu test cédng khai cho diém cao hon

Poc thém
« PyTorch — transfer learning tutorial: hai nhanh fixed feature extractor va fine-tuning cung
vong train/validation.

« Dive into Deep Learning — fine-tuning: cach thay head va dung buéc cap nhat khac nhau cho

trong s6 cli/moi.
e PyTorch — BatchNormld: running statistics, affine parameters va nghia ctia momentum.

« PyTorch — autograd mechanics: quan hé gitra freeze, grad mode va eval mode.
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https://docs.pytorch.org/tutorials/beginner/transfer_learning_tutorial.html
https://d2l.ai/chapter_computer-vision/fine-tuning.html
https://docs.pytorch.org/docs/stable/generated/torch.nn.BatchNorm1d.html
https://docs.pytorch.org/docs/stable/notes/autograd.html

» Transformers — sequence classification: cung quy trinh v6i model van ban: tokenizer, head

phan loai mdi, learning rate nhé va cham validation.
« Devlin va cong su — BERT, phu luc A.3: dai learning rate, batch size va sé epoch khi fine-tune.

o Howard, Ruder — ULMFiT: m& dan tiing tang va learning rate khac nhau theo tang khi fine-

tune model ngon ngtr.

Tai gbi recipe ctia chuong — gom cac module phu va huéng dan chuin bj asset.
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https://huggingface.co/docs/transformers/tasks/sequence_classification
https://arxiv.org/abs/1810.04805
https://arxiv.org/abs/1801.06146
http://127.0.0.1:56872/giao_trinh/assets/phase-4/recipes.zip

