Feature extraction

Trac nghiém 12 & Thuc hanh 2 (3 Chay trén Kaggle ¥ PDF bai

Phan than ctia mdt model pretrained bi€n moi &nh thanh mot vector, goi la
embedding hay feature. Anh giong nhau cho vector gan nhau, nén chi can
vector la lam dugc nhiéu viéc: tim anh giong mot anh cho truée, hodc huan
luyén logistic regression, kNN & chuong 2 trén cac vector dé. Cach lam nay goi

la feature extraction: khong huin luyén lai model, chi dung n6 dé 1ay vector.

N6 nhanh va 1a baseline nén thir dau tién.

MUC TIEU

+ Lay embedding tir model pretrained.
- Dung embedding véi logistic regression, kNN va tim dnh giong nhau.
 Tinh cosine similarity va pooling c6 mask.

« Tranh leakage khi chon encoder va xt ly dit liéu.

Vi sao can mot biéu dién khac?

Hai anh ctuing chiéc ban c6 thé 1éch vi tri vai pixel. Khoang cach gitra hai mang pixel lic
dy 16n, du ta coi chiing cting ndi dung. Tuong ty, “tim dudng ngan nhat” va “shortest
path” khong c6 nhiéu ky tu chung, nhung gan nhau vé cht dé. Ta mudn biéu dién gilr

nhitng khac biét c6 ich va gidm nhiing khac biét it lién quan.
Encoder 1a mot ham fy nhan dau vao x va tra vé vector z c6 d thanh phan:
_ d
Z = fg(X) € R

6 1a trong s6 encoder. Feature extraction gitr § c6 dinh. Embedding la tén thuéng dung

cho vector biéu dién nay; mot s6 tai liéu goi chung la feature.

Khong c6 quy dinh rang toa d6 thi 7 phai nghia la “c6 ban”. Cac toa d ciing nhau tao ra

hinh hoc; viéc gan xa c6 ich dén dau con phu thudc muc tiéu ma encoder da hoc.
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Mot encoder diing yén cho embedding; dung lai cho phan loai, kNN, tim
ki€m, phan cum.

Model c6 head phan loai tra vé logits ctia nhan ct. b€ 1ay dac trung, ta thuong dung biéu
dién truéc head hoac API feature ctia model. Logits cling 1a mot bi€u dién, nhung bi
budc vao cac nhan ci va khong mac nhién la lya chon t6t nhat. V6i model ¢6 nhiéu
token, can mot quy tic pooling dé gop cac vector token thanh mot vector cho ca mau

(muc cudi bai).

V6i ResNet-50 ctia torchvision, thay model.fc = torch.nn.Identity() roi goi features

= model(x) la dugc vector 2048 chiéu trudce head.

Trudc hoc sau, ngudi ta tu thiét ké dac trung nhu ti 1€ mau, canh, két cau; encoder hoc

sau tu hoc chung tir dit liéu. Co encoder tot, nhiéu viéc chi con la so vector:

» Tim san phdm giong anh chup doi gidy la tim embedding gan nhat trong kho.
o Mo khoa bang khuon mat véi dang mét anh dang ky 1a so embedding anh méi véi
embedding da luu theo mot ngudng.

Khi méi 16p chi c6 vai anh, 1dy trung binh embedding ctia chting thanh mot tam

(prototype) cho méi 16p réi gan anh mai vao tdm gan nhat.
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HOI NHANH
Encoder cho mdi anh mot vector 512 s6, va c6 100 anh. Ma tran embedding xép moi

mau mot hang c6 shape gi?
(512, 100)
(100, 512)
(100,)

(1, 51200)

HOI NHANH
ResNet-50 hoc trén ImageNet c6 head tra vé 1000 logits, va ngay truéc head 1a mot
vector 2048 s6. Cau lac bo can phan loai anh thanh 5 loai linh kién may tinh, khong

loai nao trang tén 16p ImageNet. Nén 1y dic trung nao cho linear probe?
1000 logits, vi d6 |4 tdng cé y nghia ré nhat
Xac suét softmax cua 1000 I8p, vi da chuan héa téng bang 1
Vector 2048 s6 trudc head, réi hoc mét head 5 I8p mdi

Pixel thd, vi nhan mdi khéng cé trong ImageNet

Thtr offline: encoder hoc tir dir li€u train

bé moi bude chay trén CPU trong vai giay, bai dung load_digits c6 san trong scikit-
learn: anh chi s6 8 x 8, moi dnh trai thanh 64 pixel. Encoder la PCA (bai 2.9) gidm con 16
toa do. N6 dugc hoc mot lan trén tap train roi ding yén, dung vai tro ctia mot model

pretrained, chi khac la nho va hoc ngay tai ché thay vi tai ve.

Al Canuc80k - Bai 4.2 - Feature extraction 3/21



Cac budc phia sau (chia dit liéu, trich, hoc head, tim ki€m, phan cum) git nguyén khi thay
PCA bang mot CNN hay Transformer; script ctia chuong di dung quy trinh &y véi
DistilBERT cho van ban.

Chia dir liéu truée khi hoc PCA. PCA khong dung nhan, nhung hoc cac huéng bién thién
tr input; néu cho né nhin validation thi validation da gép vao cach biéu dién. Trong bai,
tap gitr lai goi la validation vi ta dung né doc va so sanh cach lam. Khong bao n6é nhu mot

test cudi doc 1ap sau khi da thi nhiéu phuong an.

Python

import numpy as np
from sklearn.datasets import load_digits
from sklearn.decomposition import PCA

from sklearn.model_selection import train_test_split

digits = load_digits()
indices = np.arange(len(digits.target))
train_id, valid_id = train_test_split(
indices, test_size=0.3, random_state=7, stratify=digits.target
)
X_train = digits.data[train_id] / 16.0
X_valid = digits.data[valid_id] / 16.0
y_train = digits.target[train_id]

y_valid = digits.target[valid_id]

encoder = PCA(n_components=16, svd_solver="full")
Z_train = encoder.fit_transform(X_train)

Z_valid
print("pixel:", X_train.shape, X_valid.shape)

encoder.transform(X_valid)

print("embedding:", Z_train.shape, Z_valid.shape)
print("id tach roi:", len(set(train_id) & set(valid_id)) == 0)

Dong cu6i kiém rang khong ID nao nidm & ca hai tip. biéu d6 chua da dé noéi hai tap doc
14p: load_digits khong kem thong tin ngudi viét, nén chir cia cing mot ngudi co thé

ndm & ca hai phia. V6i kho anh céau lac bd, nhiéu anh chup lién ti€p trong mdt budi hoat
dong gan nhu tring nhau; néu muc tiéu la du doan cho mot budi méi thi phai chia theo

budi hodc theo nguon.
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PCA cua pixel thd (3072 s6 mdi chuyén tif khéng gian pixel PCA cla vector ResNet-18 (512 linear probe trén vector
anh): bén 16p tron vao nhau sang khong gian dac trung s6 mdi anh): cuing 16p tu lai ResNet-18: accuracy 5-fold
0.90

Anh CIFAR-10 theo PCA cta pixel tho, roi theo PCA ctia vector dic trung
ResNet-18.

Ma trin Z dugc tao mot 1an. Khi dung encoder neural that, ta dit encoder & eval() va
tit gradient, chay theo batch, luu id ciing embedding. Néu dau vao c6 augmentation
ngiu nhién, embedding cling ngau nhién; can chon ré mot phép bién ddi cd dinh, hodc

mot tip bién d6i cd dinh roi 1ay trung binh, va kiém cach dé trén validation.

Al Canuc80k - Bai 4.2 - Feature extraction 5/21



HOI NHANH

Kho anh cau lac bd ¢6 40 budi hoat dong, mbi budi khoang 50 anh chup lién tiép.
Chia ngau nhién theo tung anh thi kNN trén embedding dat 0.99 trén validation,
nhung dung cho mét budi méi thi kém han. Nguyén nhéan hgp 1y nhat 1a gi?

Encoder da qua khép véi anh cua cau lac bd
Nhiing anh gan nhu triing nhau cla cuing mét budi nam & ca hai tap
kNN can & I8n hon khi kho ¢ hon 1000 anh

Embedding chua dugc chuén hoéa L2 trudc khi tim lang giéng

Linear probe hoi bi€u dién c6 dé phan loai khong

Ta thit mot head don gian: logistic regression. N6 hoc ma tran W va bias b tur Z, gitt

encoder dung yén:

L=Wz+Db, Pr =

Néud = 16 va c6 K = 10 16p, head c6 Kd + K = 170 tham s6. Goi 1a linear probe vi n6

tham do xem nhan méi c6 thé doc ra bang mot phép tuyén tinh hay khong.

Probe kém chua chiing minh encoder vd dung: nhan méi ¢6 thé can mot ranh gii phi
tuyén, head c6 thé chua dugc chinh, hoac split c6 van dé. Probe t6t ciing chi néi vé nhan
va dit liéu dang thir. it dir liéu ma anh lai giong ImageNet 1a trudng hop hop nhat dé gitr

encoder dang yén va chi hoc head.

Python

from sklearn.linear_model import LogisticRegression
from sklearn.metrics import accuracy_score

from sklearn.neighbors import KNeighborsClassifier
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probe = LogisticRegression(C=1.0, max_iter=1000)
probe.fit(Z_train, y_train)
knn = KNeighborsClassifier(n_neighbors=5)
knn.fit(Z_train, y_train)
raw_knn = KNeighborsClassifier(n_neighbors=5)
raw_knn.fit(X_train, y_train)
for name, classifier, features in [

("linear probe", probe, Z_valid),

("KNN embedding", knn, Z_valid),

("KNN pixel", raw_knn, X_valid),

prediction = classifier.predict(features)
print(name, "accuracy =", round(accuracy_score(y_valid, prediction), 4))

print("tham so head:", probe.coef_.size + probe.intercept_.size)

Ba dong accuracy do trén cung 540 anh validation. kNN trén 16 toa do PCA dat 0.9870,
gan bang kNN trén du 64 pixel (0.9889): chénh 0.0019, dung médt anh. B6 48 trong 64
chiéu ma accuracy ctia kNN gan nhu gitr nguyén. Feature extraction can dang diéu do:

mot vector ngan hon, ré hon dé luu va tim, van gilr quan hé gan xa c6 ich.

Linear probe thap hon (0.9574) du diing cing embedding: cac chir s6 gom thanh cum cuc
bo tot, nhung cac siéu phang tuyén tinh trong 16 chiéu chua tach chiing gon nhu cach

lang giéng lam.
Vai diéu can nhé khi doc cac con so:

e Chénh mot anh trén mét split khong di dé€ xép hang hai cach 1am; mudn so chic can

cross-validation hodc nhiéu split.

» 170 la tham s6 c@a head, chua tinh 16 x 64 hé s6 va 64 gia tri trung binh ma PCA da

hoc.

¢ Néu chinh s6 thanh phan PCA theo chinh validation nay thi diém ctia n6 khong con la

phép do doc lap.
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linear probe (embedding 16) 0.9574

kNN (embedding 16) 0.9870

KNN (pixel 64) 0.9889

truc bat dau tir 0.94; 0.0019 ~ dung mdt anh trén 540

kNN trén 16 toa dé6 PCA gan bing kNN trén da 64 pixel.

HOI NHANH

Trong linear probe, nhitng tham s6 nao dugc hoc biang nhan ctia bai m&i?
A Chi W va b cua head, encoder gitf nguyén
B Caencoder lan head, encoder véi learning rate nho
¢ Chiencoder, con head I3 logistic regression cé dinh

D Khéng tham sé ndo, vi probe chi do khoang cach

HOI NHANH
Mot ban doc bang trén va két ludn: “kNN trén pixel dat 0.9889, cao hon kNN trén
embedding la 0.9870, vay trich dac trung lam hai, nén bo encoder”. Phan bién nao

diung nhat?
A Két luan dung, vi cling validation thi s6 16n hon la cach tét hon
B K&t luan sai, vi embedding ludn tét han pixel khi cé encoder
¢ Hai cach chi chénh ding mét anh trén 540, mot cach chia chua du dé két luan

D K&t luan sai, vi phai so linear probe vai kNN trén pixel méi cédng bang
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Tim kiém tuong dong: d6 dai va huéng

Tim ki€m tuong dong can chon khoang cach. Hai vector (3,4) va (6, 8) chi cing mét
huéng nhung khac do dai. Tich vo huéng bing 3 - 6 + 4 - 8 = 50. D6 dai lan lugt bing 5 va
10. Cosine similarity chia di &nh huéng do dai:

a'b

=22
[all2[bll2

cos(a,b
Khoang cach Euclid gitta chting bang 5. Vi vay hai cach do tra 16i hai cau hoi khac nhau.
Cosine thuong c6 ich khi huéng la diéu ta muon so; Euclid c6 thé cé ich khi ca d6 dai
mang thong tin. Khong chuan hoa theo thdi quen néu model hoac validation cho thay do
dai htu ich.

cung hudng, khac do dai sau chuan hoéa: truing nhau

(6, 8) (6.6, 0.8)

cos =1

(3, 4) Euclid = 5

(3, 4) va (6, 8) cing huéng nén cosine bang 1, du khoang cach Euclid 1a 5.

Python

a = np.array([3., 4.1)

b = np.array([6., 8.1)

cosine = (a @ b) / (np.linalg.norm(a) * np.linalg.norm(b))
print("dot:", a @ b)

print("cosine:", cosine)

print("Euclid:", np.linalg.norm(a - b))

Cosine nam tir —1 dén 1 véi vector khac 0. N6 khong phai xac suit: cosine 0.8 khong

nghia 1a 80% chéc chan cung chiit dé. Vector 0 khdng c6 huéng nén phéi xir 1y riéng.
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Sau khi chudn hoa moi hang vé do dai 1, x€p hang cosine chi can tich vd huéng, con binh
phuong khoang cach Euclid bang 2 — 2 cos. Hai cach xép hang ltc do tuong duong.
Chuan hoéa moi hang bing V / np.sqrt((V ** 2).sum(axis=1, keepdims=True));sau

dow @ W.T la ma tran cosine, dudng chéo toan 1.

Tich v6 huéng tho uu ai vector dai: voi w = (1,1,0), A = (3,3, 3) c6 tich vd hudng 6, 16n
hon B = (1,1.2,0) v6i 2.2, nhung cosine ctia B la 0.996, cao hon 0.816 cta A.

HOI NHANH
Moi vector da dugce chuan hoa vé do dai 1. Hang A c6 cosine 0.9 véi truy van, hang
B c6 cosine 0. Binh phuong khoang cach Euclid tur truy van téi A va téi B 1an luot 1a

bao nhiéu?

A 01valo
B 1.8va0

c 09vao
p 0.2va20

Ta dung mét anh validation lam truy van va tim trong tép train. Chon mdt hang truy van

khong dung nhan dé xép hang; nhan chi giap doc két qua sau do.

Python

def normalize_rows(matrix):
norms = np.linalg.norm(matrix, axis=1, keepdims=True)

return matrix / np.maximum(norms, le-12)

database = normalize_rows(Z_train)

query = normalize_rows(Z_valid[:1])

similarity = (query @ database.T)[0]

nearest = np.argsort(-similarity, kind="stable")[:5]
print("nhan truy van:", int(y_valid[0]))

print("nhan 5 hang gan:", y_train[nearest].tolist())
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print("cosine:", similarity[nearest].round(3).tolist())

print("id database:", train_id[nearest].tolist())

Nhin nhan ctia ndm hang gan nhat cung cosine dé xem phép do dang tra vé gi. Mot truy
van thanh cong khong da do ca bo tim ki€ém. Khi ¢6 nhan lién quan cho nhiéu truy van,

duing metric nhu recall@k hoic MAP@k theo yéu cau bai.

Chi phi tim tuyén tinh cho mot truy van la O(nd) v6i n vector trong kho, méi vector c6 d

s6; kho 16n can xem lai thoi gian va b nhé truée khi dung chi muc gan dang.

truy van 5 anh train gan nhat theo cosine
0.972 0.934 0.931 0.915 0.905

déulachisé0

Nam anh train gan nhat v6i mot chir s6 0 theo cosine: cd nam déu la 0.

HOI NHANH
similarity = np.array([0.2, 0.9, -0.4, 0.7]) la cosine giira truy van va bon

hang ctia kho. np.argsort(-similarity)[:2] tra vé gi?

A [1, 3]
B [2, 0]
c [0.9, 0.7]
b [3, 1]
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Pooling van ban phai ton trong padding

Da4i tir anh sang chit, encoder c6 thé tra last_hidden_state shape (B, L, D): mot
vector D sd cho mdi token. Mudn 14y mot vector cau bang trung binh, chi cong cac
token hgp 1é. V6i mask m; bang 1 & token that va 0 6 padding:

” i1 mihy
= - ,
D i1
O vi du tay, cAu dau c6 hai vector (1, 3) va (3,1) nén trung binh 1a (2, 2). Vi tri padding c6
gia tri bat ky; né khong duge lam léch trung binh. Code du6i day dung tay mot hidden
nhd, dat 999 & vi tri padding dé 16i 16 rd. Voi model that, hidden 1a last_hidden_state va

mask la attention_mask ma tokenizer tra vé.

Python

import torch

hidden = torch.tensor([
[[1., 3.1, [3., 1.1, [999., 999.11,
[[2., 0.1, [0., 2.1, [2., 2.]1,
D
mask = torch.tensor([[1, 1, 0], [1, 1, 111)
weights = mask.unsqueeze(-1).float()
pooled = (hidden * weights).sum(dim=1) / weights.sum(dim=1)
reference = []
for row, valid_tokens in zip(hidden.numpy(), mask.numpy()):
reference.append(row[valid_tokens == 1].mean(axis=0))
print("shape:", tuple(pooled.shape))
print("masked mean:", pooled.numpy().round(3))
print("mean sai:", hidden.mean(dim=1).numpy().round(3))

print("doi chieu:", np.allclose(pooled.numpy(), np.array(reference)))
Hang dau cta mean sai bj padding kéo di rat xa. Dong déi chi€u dung cach loc token roi
trung binh, doc lap v6i broadcasting ctia ban tensor.

V6i model that, con phai quyét dinh special token nhu [CLS], [SEP] cé dugc pooling hay
khong. Mean pooling trén DistilBERT cho mét baseline; model dugce huan luyén riéng

cho tuong dong cau thuéng hop véi tim ki€m hon. Chon cai nao thi do trén validation.
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HOI NHANH
Mask ctia mot caula (1, 1, 1, 0, 0),vatong ba vector cta cac token thatla (6,

3). Masked mean bing bao nhiéu?
(1.2, 0.6)
(6, 3)
Con tuy gia tri cua hai vector PAD

(2, 1

HOI NHANH
hidden co shape (32, 20, 768), mask cO shape (32, 20). Dong (hidden *

mask) .sum(dim=1) lam gi?
Chay dung, cho tdng cac token that vSi shape (32, 768)
Bao 16i shape, phai dung mask.unsqueeze(-1)
Chay dudc, nhung cdng ca padding vao téng

Cho shape (32, 20), vi nhan theo tung token

Phan cum va doc gi6i han ctia n6

Néu nhiéu tai liéu chua c6 nhan, ta c6 thé phan cum embedding dé xem cac nhom.
KMeans hoc tdm cum trén train, con validation dugc gan vao tam gan nhat. Chi s6 cum
khong phai tén cht dé; déi s6 thit tu cac cum khong déi chit lugng. Dit liéu ctia bai cd
nhan chir s6 nén dung adjusted Rand index, mot phép do khong phu thudc viéc hoan vi

tén cum.
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Python

from sklearn.cluster import KMeans

from sklearn.metrics import adjusted_rand_score

clusterer = KMeans(n_clusters=10, n_init=10, random_state=0)
clusterer.fit(Z_train)

valid_clusters = clusterer.predict(Z_valid)

print("ARI validation:", round(adjusted_rand_score(y_valid, valid_clusters), 4))

print("accuracy so cum voi nhan:", round(accuracy_score(y_valid, valid_clusters), 4))

ARI 0.6364 cho thidy cum khép nhan chir s6 kha tét nhung con xa muc 1. Dong thi hai so
thang s6 thir tu cum v6i nhan va chi duge 0.1074, gan muc doan bira gitra 10 16p: KMeans
danh s6 cum tuy y, cum 0 khong cé Iy do gi trung chit s6 0. Accuracy ctia classifier va

ARI ctia clustering c6 dinh nghia khac nhau nén khong xép chung méot cot diém.

Vi tai liéu cau lac bd, phai doc vai mau méi cum va kiém nhiing cum lan nhiéu chii dé;
mot hinh scatter hai chiéu dep khong chimg minh phan cum t6t trong toan bd khong

gian.

B ARI 0.636

. s6 cum # chif sé:

) so thang chi 0.107
chii s6 that

O 0 N9 o0 O N NN R o

cum KMeans (da xép lai)

Chir s that x cum KMeans: phan 16n nam trén dudng chéo, vai chir s6 bi tach
hoac gop.
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HOI NHANH
Muén biét mbi cum g v6i chit s6 nao dé tinh mdt accuracy dé doc cho phép phan

cum & trén, ta lam thé€ nao cho ding?
Gan cho méi cum nhan chiém da s trén train, roi ap 1én validation
Gan cho méi cum nhan chiém da sé trén chinh validation réi cham
Chay lai KMeans vai random_state khac t&i khi accuracy cao

Khéng lam dugc, vi KMeans khéng nhan nhan khi hoc

Khi di thi
Trich embedding mot lan, luu kém ID; hoc logistic regression hoac kNN trén do lam
baseline truéc khi fine-tune.
PCA, scaler hay head déu fit trén phan train cta tung fold.

Doc luat vé model pretrained: c6 dé cdm hén, khi d6 encoder phai tu hoc tir dit liéu

dugc cap.

Tom tat
Encoder bién méi mau thanh mot vector; feature extraction gitr encoder cd dinh, chi
hoc phan phia trén.
Linear probe, kNN, tim ki€ém va phan cum dung lai cung ma tran embedding.
Cosine so huéng, khong phai xac suit; pooling van ban phai bd PAD bang mask.
Chia dit liéu trude khi hoc encoder; anh gan tring nhau phai ndm ctng mot phia.
Thay PCA bing CNN hay Transformer pretrained thi quy trinh khong déi; chat lugng

van do trén validation.

Al Canuc80k - Bai 4.2 - Feature extraction 15/21



Kiém tra cudi bai

CAU1

Linear probe hai 16p 1a logistic regression trén z = fy(x), v6i fy la mot CNN
pretrained da bi dong bang, va du doan 16p 1khi p > 0.5. Ranh gi¢i quyét dinh c6
dang gi?

Siéu phang trong khéng gian pixel, vi logistic regression 14 tuyén tinh
Siéu phang theo embedding, con theo pixel thi c6 thé cong tuy y
Khong la siéu phang & dau ca, vi sigmoid 1a ham phi tuyén

Siéu phang theo ca embedding 1an pixel, vi encoder da bi déng bang

PHONG THEO ) CMU 10-601 - Exam 2 Practice - Q2.3(b)

CAU 2
Muén thém mot buéc PCA truéce linear probe trén embedding ctia train, va chon s6
thanh phan bing 5-fold cross-validation. Lam thé nao dé gitr dung ranh giGi gitra

cac fold?
Fit PCA moét 1an trén toan bd train, vi encoder da bj déng bang
3 méi fold, fit PCA trén phan validation rdi chiéu phan train
3 méi fold, fit PCA riéng cho phan train va cho phan validation

3 méi fold, fit PCA trén phan train roi chiéu phan validation
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CAuU 3
Trong vi du ctia bai, thay n_components=16 bang n_components=64, tlrc gitr d moi
thanh phan, roi chay lai kNN 5 lang giéng trén cung cach chia. Accuracy trén

validation so v6i cac so trong bang sé thé nao?
Cao han 0.9889, vi PCA loc bét nhiéu khai pixel
Bang 0.9870, vi van 13 embedding PCA nhu trudc
Pung bang 0.9889 clia kNN trén pixel

Thap hon 0.9870, vi 64 chiéu nhiéu hon 16 chiéu

PHONG THEO ) CMU 10-601 - Exam 3 Practice - Q9.2(ii)

CAuU 4

Trong vi du ctia bai, W1a Z_train sau khi chudn hoa ting hang vé dé dai 1, co6 shape
(1257, 16).Ma tran cosine gitta moi cdp anh train S = W @ W.T c6 shape (1257,
1257). Hang (rank) cta S 16n nhat 1a bao nhiéu?

16
1257
1241

256

PHONG THEO ) USA-NA-AIO 2026 - Vong 1- Part 5.10
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https://www.cs.cmu.edu/~mgormley/courses/10601/handout/exam3_practice_problems.pdf#page=48
https://www.usaaio.org/attachments/past-problems/2026/usaaio-2026-round-1-problems.pdf#page=13

CAuU S5
Kho tim kiém c6 50 000 vector, mdi vector 100 s6 float32. Luu sdn ma tran cosine S

cho moi cap thi tén bao nhiéu bd nhé, so v6i chinh ma tran embedding W?
S khoang 20 MB, bang W
S khoang 20 GB, gap 1000 lan W
S khoang 10 GB, gap 500 lan W

S khoang 2.5 GB, gap 125 lan w

PHONG THEO ) USA-NA-AIO 2026 - Vong 1- Part 5.14

CAu 6

Matrix factorization trong hé goi y hoc vector cho ngudi dung va vector cho phim,
roi so chiing truc ti€p bang tich vé huéng. Mot doi mudn lam tuong tu: 1y
embedding anh tt mdt ResNet va embedding mo ta tir DistilBERT, dung PCA dua ca

hai vé 128 chiéu, rdi tim anh bang cosine v6i mo ta. Cau nao dang?
Lam dudc, vi sau PCA hai loai vector cling cé 128 chiéu
Lam dugc, néu chuan hoéa L2 ca hai loai vector trudc
Khéng dudc, vi tim lang giéng chi dung Euclid, khéng dung cosine

Khéng dudgc, vi hai encoder khong hoc chung mot khéng gian

PHONG THEO ) CMU 10-601 - Exam 3 Practice - Q7.4
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https://www.usaaio.org/attachments/past-problems/2026/usaaio-2026-round-1-problems.pdf#page=14
https://www.cs.cmu.edu/~mgormley/courses/10601/handout/exam3_practice_problems.pdf#page=38

CAu 7
Mot doi ddi processor tir “resize 224" sang “resize 256 roi cit gitta 224", nhung van
dung cache embedding ctia tip train tao bang processor ci, con tap test thi trich

bang processor méi. Ca hai déu c6 shape (n, 2048). Hé qua la gi?
Hai tap khéng con dung cung mét ham trich, phai trich lai train
Khéng sao, vi cing model va cling 2048 chiéu nén van so dudc
Chi can chuan hoa L2 lai ca hai phia |a hét 1éch

Chi can d6i tén cache dé ghi nhan processor mdi

CAu 8
Mot déi trich embedding bing dung transform dung khi train: RandomResizedCrop
va 14t ngang ngau nhién. Chay lai toan b, accuracy kNN trén validation déi tir 0.91

sang 0.89, du khong stra dong nao. Stra thé nao la hgp 1y nhat?
Tang k cua KNN dé trung binh bét dao déng
Trich bdng mét transform c6 dinh, nhu resize réi cat gilia
P&t requires_grad=False cho moi tham sé cla encoder

Chuan héa L2 embedding trudc khi tim lang giéng
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CAU 9

Trich embedding cho 20 000 anh mat 12 phut, con hoc mdt logistic regression trén
embedding mat 20 gidy. Can thir 6 cidu hinh head. Cach thir nhat trich lai
embedding truée méi 1an thit. Cach thi hai trich mot 1an réi dung cache. Téng thoi

gian cta hai cach la bao nhiéu?
A Trich lai mat 72 phuat, dung cache méat 14 phat
8 Trich lai mat 74 phut, dung cache mét 12 phut
¢ Trich lai mat 74 phut, dung cache mat 14 phut

D Trich lai mat 74 phut, dung cache mat 2 phut

cAu 10

Trén cung embedding 16 chiéu, linear probe dat 0.9574, con kNN dat 0.9870. Gia
thuyét: cac chir s6 gom cum t6t, nhung kho tach bing siéu phang. Thi nghiém nao
kiém tryc ti€p gia thuyét nay?

A Thay PCA bang mét encoder pretrained 18n, réi chay lai probe

B Tang n_neighbors clia kNN tdi khi diém bang probe

¢ Chay lai probe véi max_iter I6n hon trén cung Z

D Thi mét head phi tuyén, nhu SVM RBF, trén cung Z va cung cach chia

Poc thém

scikit-learn — PCA: kiém bién ddi hoc trén train va s6 thanh phan.

scikit-learn — nearest neighbors: khoang cach va chi phi truy van trén embedding.

DistilBERT model card: xem nhiém vu hoc truéc, ngoén ng, license va cach lay hidden state.

Torchvision — feature extraction: 18y output & cac tang khac nhau thay vi nham véi logits.
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https://scikit-learn.org/stable/modules/generated/sklearn.decomposition.PCA.html
https://scikit-learn.org/stable/modules/neighbors.html
https://huggingface.co/distilbert/distilbert-base-uncased
https://docs.pytorch.org/vision/stable/feature_extraction.html

« Dive into Deep Learning — fine-tuning: ndi viéc gitr encoder véi viéc hoc hodc cap nhat head.

Tai goi recipe ctia chuong — gom cac module phu va huéng dan chuan bi asset.

Al Canuc80k - Bai 4.2 - Feature extraction 21/21


https://d2l.ai/chapter_computer-vision/fine-tuning.html
http://127.0.0.1:56872/giao_trinh/assets/phase-4/recipes.zip

