St dung model pretrained

Trac nghiém 16 (4 Chay trén Kaggle ¥ PDF bai

Model pretrained la model ngudi khac da hudn luyén san trén dit liéu 16n va
cong bo trong s0, vi du ResNet huan luyén trén ImageNet. Muon dung duge
can hai thir: trong s6, va ding cach xir Iy dau vao liic model duge hudn luyén
(kich thuéc dnh, cach chudn héa mau). X 1y sai thi code van chay nhung két
qua sai. Bai nay nap mét model, chay du doan trén mot batch anh va kiém két

qua, truée khi nghi t6i huan luyén thém.

MUC TIEU

+ Phan biét kién truc, trong sd, bo xtr Iy dau vao va tip nhan ctia mét model.
« Nap model tir may, chay du doan theo batch va kiém két qua.
« Ubc lugng bo nhé cho trong so.

+ Chuin bi file model dé chay khi khdng c6 Internet.

Mo hinh ¢6 sdn gom nhiing gi?

Lap trinh thi dau co kiéu 16i gidi “danh bang”: chuong trinh chi tra mét bang da tinh san
& nha, con phan kho ndm trong bang. Thi€u bang, code van bién dich nhung khong tra
161 ding duge cau nao. V6i mang neural, ki€n trac la phan code, mo ta cac phép toan;
trong so la cai bang, tirc két qua da hoc. nn.Linear(2, 3) vira tao ra ba phép cong cod

trong so tu hai dau vao, nhung nhiing trong sé ngau nhién ay chua biét phan loai gi.

Model pretrained la m6 hinh c6é trong s6 da dugc hoc tr mot nhiém vu truée dé. Nhiém
vu truée co6 thé 1a phan loai anh, du doan token bi che hoac ghép anh véi mo ta. No
khong nhat thiét trung v6i nhiém vu cta ta. Khong co pretrained thi trong s6 bat dau

ngiu nhién nhu bai 3.3; c6 thi bat dau tir ché da hoc.

Vi sao trong s6 hoc cho nhiém vu khac lai c6 ich? D€ phan biét hon mot triéu anh thudc
1000 16p ctia ImageNet, mang budc phai hoc nhitng dac trung ma dnh nao ciing c6: canh,

két cdu, hinh dang, bo phan cta vat thé. Cac tang sau dan ghép dic trung don gian
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thanh dic trung phtc tap, va phan I6n chiing khong gin véi mot 16p cu thé nao.
ImageNet khong co6 16p “thi ddu” hay “bai giang”, nhung dnh céau lac bo van c6 canh, két

cdu, ban ghé, man hinh, may chi€u. Chi tang cudi, goi 1a head, gan chat v6i 1000 16p ci.

tdng ndng - tang sau

canh két cau hinh dang b6 phan e
1000 16p ImageNet
dung lai dudc cho anh cau lac bo phai thay

Cac tang dau hoc dic trung chung dung lai dugc; chi head cudi gan véi 1000
16p ci.

Mot gbi co thé dung lai can nhiéu tha di cing nhau:

» Trong so: két qua da hoc.

 Cau hinh: sd 16p va kich thuéce cac tang.

» Processor: cach xtr Iy dau vao nhu resize, thir tu kénh mau, chuin hoa, hoidc
tokenizer vGi cht.

» Bang nhan: chiso6 0, 1, 2... nghia la gi.

» Revision: dung phién ban da tai.

Néu dung trong s6 ctia phién ban nay véi tokenizer ctia phién ban khac, chuong trinh co

thé van chay nhung dau vao da déi y nghia.

V6i anh, dau vao thudng co6 shape (B, C, H, W): Blasd anh trong batch, C'1a s6 kénh,
H va W la chiéu cao va rong. Véi chit, tokenizer thudng tao input_ids va
attention_mask c6 shape (B, L), trong dé6 L la do dai da padding. Cung la float32
khong c6 nghia cung thang do.

Processor ctia cac model dnh huén luyén trén ImageNet thuong chia pixel cho 255, roi
chuin hoéa tiing kénh bang mean (0.485, 0.456, 0.406) va std (0.229, 0.224, 0.225) cta tap
ay. Co processor nhin pixel tir 0 dén 255 va tu chia, c6 processor nhan anh da chia san.

Lam mot budce hai 1an, hodc bd sot mot lan, déu déi dit liéu ma khdng gay 16i nao.
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Trong torchvision, transforms.ToTensor () doi anh PIL (H, W, 3) gia tri 0-255 thanh
tensor float (3, H, W) trong [0, 1]; Normalize lam viéc trén tensor nén ding sau nd, nhu

Compose([Resize(...), ToTensor(), Normalize(mean, std)]).

RGB dung doc bang cv2 (BGR) chia 255 hai lan

moi gid tri < 1/255

shape, dtype déu dung: khéng cé 16i nao bao ra

Doc bang cv2 thi do va lam bj ddo; chia 255 hai 1an thi &nh gan nhu mdt mau.

anh gbc 300 x 451 x 3, gia tri cét gilta mot 6 224 x 224 chia 255, trif mean, chia std ResNet-18 tra 1000 xac suat; 5
0-255 tling k&nh R, G, B: s6 nam I8p cao nhat cong lai 1.000
quanh O

Anh méo qua dtng tién xtr Iy ctia ResNet-18: ba 16p méo ding dau.

HOI NHANH
Co kién truc ResNet, va trong s6 dugc khéi tao ngau nhién. M6 hinh nay da la méot

model pretrained chua?
R&i, Vi tén kién truc trung véi model d& céng b6
R&i, sau khi goi model.eval() dé suy luan
Chua, vi chua nap trong sé da hoc

Chua, vi phai fine-tune trén dir liéu mdi trudc
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HOI NHANH
Processor ctia checkpoint nhan pixel tir 0 dén 255, tu chia cho 255, réi trir mean va
chia std. Code ctia ddi lai da chia cho 255 truéce khi goi processor. Chuyén gi xay

ra?
Bao 16i kiéu dir liéu, vi input khéng con 1a s6 nguyén
Chay binh thudng, nhung anh ndo ciing gan nhu mét mau
K&t qua y hét, vi chia hai 1an van gii th tu cac pixel

Chi cham hon mét chut, con du doan khéng dbi

Thit co ché bang mdt goi nhod chay offline

Truéce khi dung t6i mot checkpoint ¢d hang chuc dén hang tram MiB, ta di hét dudng dir
liéu trén mot goéi dit nho dé€ tinh tay. M6i mau ¢6 hai dic trung thay cho mét anh, mang
lann.Linear(2, 3) véitrong s6 dat sdn, dau ra la ba nhan hoat dong. Goi nay dong vai

checkpoint ma mot nhom khac da cong bo.

Cac bu6c luu, nap, tién xt Iy va suy luin giong hét véi model that, chi khac kich thuéc; vi
moi s6 déu tinh tay dugc, sai 6 budc nao sé 16 ngay & budce ay.

state_dict la anh xa tir tén tham s6 hoac buffer dén tensor. Ta luu thém cac so ctia
processor va bang nhan trong cung goi. BytesI0 dong vai mot tép trong bo nhé; véi tép

that, chi can thay bing dudng dan .pt.
Python
import io
import numpy as np

import torch

from torch import nn

torch.set_num_threads(1)

torch.manual_seed(0)
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source = nn.Linear(2, 3)
with torch.no_grad():
source.weight.copy_(torch.tensor([[1., -21.1, [-21., 1.1, [.5, .511))

source.bias.copy_(torch.tensor([0., 0., .25]1))

package = {
"state_dict": source.state_dict(),
"mean": torch.tensor([10., 10.]1),
"scale": torch.tensor([2., 2.1),

"labels": ["hoat_dong_A", "hoat_dong_B", "chua_ro"],

}

buffer = io.BytesIO0()
torch.save(package, buffer)
buffer.seek(0)

loaded = torch.load(buffer, map_location="cpu", weights_only=True)

model = nn.Linear(2, 3)
model.load_state_dict(loaded["state_dict"], strict=True)
model.eval()

print("shape W:", tuple(model.weight.shape))
print("nhan:", loaded["labels"])

Ba tham s6 khi nap:

o strict=True phat hién tén hodc shape tham sd khong khép, thay vi am tham bo mot
tang.
e map_location="cpu" md tensor da dugc luu & thiét bi khac 1én CPU.

e weights_only=True, mic dinh tir PyTorch 2.6, chi m& tensor va ki€u dir liéu don gian
nhu s6, chudi, list, dict; n6 khong chay code tly ¥ ¢6 thé nam trong file pickle. Vi vay

gbi nén chira state_dict cuing cac s6 va chudi, khong chira ca do6i tugng model.

Nap dugc ciing chua c6 nghia la ding tép: nguon va hash van phai kiém, nhu 6 muc cudi

bai.
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HOI NHANH
Checkpoint dugc luu tir mot model boc trong DataParallel, nén cac khoa la
module.weight va module.bias, trong khi model méi cho weight va bias. Boi goi

load_state_dict(sd, strict=False).Két qud la gi?
A PyTorch tu bo tién t6 module. rdi nap du
B B&o 16i ngay khi nap, vi tén khéa khéng khdp
¢ Nap dugc bias, con weight van ngau nhién

D Khéng 16i gi, nhung model van gii trong s6 khai tao

Ta viét processor thanh ham riéng. Véi x = (12, 8), trir (10, 10) r6i chia (2,2) cho z =
(1,—1). Mang tinh

L=Wz+b=(2-2025).

£ la vector logits, chua phai xac suat. Softmax khong ddi thi tu cac logits, nén argmax
truée hay sau softmax nhu nhau; softmax chi can khi mudn xac suat, ching han dé nop
xac suat hoac dit ngudng. Logit 16n nhat nam & chi s6 0, va bang nhan ddi chi s6 ay

thanh tén.

processor state_dict labels

x = (12, 8) z = (1, -1) e = (2, -2, 0.25) hoat_dong_A

(x - mean) / scale Wz+b argmax = 0

thiéu hay 1&éch mét phan ndo, chuong trinh van chay ma tra I5i sai

Mot mau qua ba phan ctia goi: processor, trong sd, bang nhan.

Python

def process(raw):

raw_tensor = torch.as_tensor(raw, dtype=torch.float32)
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return (raw_tensor - loaded["mean"]) / loaded["scale"]

raw = np.array([[12., 8.1, [8., 12.]1, [16., 10.], [14., 6.1, [9., 11.1D)
with torch.inference_mode():
logits = model(process(raw))
predicted = logits.argmax(dim=1)
print(logits.numpy().round(2))
print([loaded["labels"][i] for i in predicted.tolist()])

Hang dau dung bang (2, —2,0.25) nhu tinh tay. Hang thir ba c6 hai dic trung bang trung
binh nén thanh (0, 0) sau processor; chi con bias, va 16p chua_ro thang. Vi checkpoint
that khong ai tinh tay dugce toan bd logits, nhung cach kiém van nhu viy: shape phai la
(s6 mau, s6 16p), vai mau da biét dap an phai ra ding, va mét duong tinh doc 1ap phai

khép (muc sau).
HOI NHANH
logits c6 shape (5, 3). Muon mbi mau c6 mot nhan, ta dung gi?
A Tlogits.argmax(dim=1)
B logits.argmax(dim=0)
C Tlogits.argmax()

D Tlogits.max(dim=1).values

Batch phai gilt nguyén y nghia va thi tu

Mot batch la nhiéu mau dugc tinh chung dé tdn dung phép toan ma tran. N6 khong phai
mot miu méi duge tao bang cach tron cac anh. Batch size ddi lugng cong viéc mdi lan

goi, con thi tu dau ra phai khép véi thit tu dau vao.
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input 101 102 103 104 105

batch 1 batch 2 batch 3
kétqué 101 102 103 104 105

batch 2, 2, 1néi lai dung th tu; gil id theo tiing hang

Nam mau chia batch 2, 2, 1; két qua ndi lai theo ding thi tu id.

O ché do suy luan, mang tuyén tinh nay cho ciing dap an véi moi cach chia batch. Ta
kiém véi ca két qua chay mét 1an va mot ban NumPy doc 1ap; kiém thir hai gitip bat 16i

chuyén vi ma tran, khong chi 16i ghép batch.

Python

def infer_batches(raw, batch_size):
rows = []
with torch.inference_mode():
for start in range(0, len(raw), batch_size):
rows.append(model(process(raw[start:start + batch_sizel)))

return torch.cat(rows, dim=0)

batched = infer_batches(raw, batch_size=2)

(raw - np.array([10., 10.1)) / np.array([2., 2.1)
np.array([[1., -1.1, [-1., 1.1, [.5, .511)
expected = z_numpy @ W_numpy.T + np.array([0., 0., .25])
print("batch khop:", torch.allclose(batched, logits))
print("NumPy khop:", np.allclose(batched.numpy(), expected))

Z_numpy

W_numpy

print("so mau:", len(batched))

Ba dong can lan lugt xac nhan cach chia batch, phép toan va s6 mau. Véi dit liéu that,
con phai gitr id cing mo6i hang. Néu Datal.oader shuffle roi ghi két qua theo thir tu CSV

ban dau, moi tensor déu dung shape ma file ndp van sai.
model.eval() va torch.inference_mode() gidi quyét hai viéc:

o eval() dit cac tang nhu Dropout va BatchNorm vao ché do danh gia; n6 khong tat

autograd.
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» inference_mode() bd theo doi gradient dé€ suy luan gon hon, giong no_grad() nhung

chdt hon; n6 khong tu goi eval().

Tensor tao trong inference_mode () khong dung duge cho phép tinh can backward; néu
sau d6 muon hoc moét head trén embedding (bai 4.2), luu embedding thanh mang NumPy
hoac .clone() ra tensor thuong trudc.

Mang 4nh pretrained thudng c6 BatchNorm, va dé la thém moét Iy do dé goi eval(). O
ché d6 train, BatchNorm chuan h6a méi mau biang mean va variance ctia chinh batch
chtta n6, nén dau ra ctia moét anh phu thudc nhitng anh di cting. O ché do eval, n6 dung
running statistics da luu trong checkpoint, va moi cach chia batch lai cho cung két qua

nhu mang tuyén tinh & trén.

HOI NHANH
CNN pretrained c6 BatchNorm. Bdi quén goi eval(), nhung c6 inference_mode().
Chay cuing tap test v6i batch 32 réi v6i batch 8, hai file ndp khac nhau 6 vai dong. Vi

sao?
A inference_mode() ldam phép tinh khéng con tat dinh
8 O ché do train, BatchNorm duing théng ké cla tiing batch
¢ Batch cu6i thiéu mau nén cac dong bi léch hang

D Batch nhé lam trong s6 dudc cap nhat nhiéu Ian hon
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HOI NHANH
Model da goi eval(), nhung vong du doan khong boc trong inference_mode () hay
no_grad(). Tham s6 van c6 requires_grad=True, con input thi khong. Cau nao

dang?
A Khéng ghi graph, vi eval() da tat autograd
8 Khéng ghi graph, vi input khéng can gradient
¢ Van ghi graph, nhung chi khi chay trén GPU

D Van ghi graph, vi eval() khéng dung téi autograd

Ud6c lugng bo nha trude khi chay

Néu mo hinh ¢6 P tham s6, m6i tham s6 chi€m s byte, bd nhé tho ciia trong s 1a Ps.
float32 dung 4 byte, float1é dung 2 byte. MiB la 2%° byte; diing 1an véi MB 1a 10° byte.
Mot md hinh 100 triéu tham sé cé phan trong s6 float32 khoang 381.47 MiB, hoac
float16 khoang 190.73 MiB.

Kich thuéc anh ciing déi ra s6 duge. Anh 1920 x 1080 c6 1920 diém anh theo chiéu
ngang, 1080 theo chiéu doc. Anh RGB 32 x 32 c6 32 - 32 - 3 = 3072 s6; anh 100 x 100 luu
1 byte m6i kénh 1a 30 000 byte. S6 di€ém anh tang theo binh phuong canh: thu 4000 x
3000 vé 400 x 300 bt 100 lan sd pixel, giam 640 x 640 vé 320 x 320 b6t khoang 4 1an

khoi tinh ctia mang tich chép.

Python

P = 100_000_000

print("FP32 MiB:", round(P * 4 / 2%%20, 2))

print("FP16 MiB:", round(P * 2 / 2%%20, 2))

input_bytes = 16 * 3 % 224 % 224 % 4

print("input batch MiB:", round(input_bytes / 2%%20, 2))

actual_bytes = sum(p.numel() * p.element_size() for p in model.parameters())

print("mang tuyen tinh bytes:", actual_bytes)
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Mang nho ¢6 3 - 2 + 3 = 9 tham s6, moi s6 4 byte, nén 36 byte. Input batch 16 &nh RGB
c3 224 x 224 1a mot phan khac: 16 - 3 - 224 - 224 - 4 byte, khoang 9.19 MiB. Khi chay con

c6 activation trung gian, buffer, ving lam viéc cta thu vién va bd nhé du tri.

Input va phan 16n activation cia mang tich chap tang ti 1€ v6i B - H - W, nén gap doi
canh anh ton ngang gap bon batch. Khi training con c6 gradient va trang thai optimizer.
Vi vay “trong s6 vira bd nhg” chua da dé két luan “batch nay chay dugc”. Cach chic chan

la do mét batch nhé trén dung thiét bi rdi tang dan.

trong s6 100 triéu, FP32 381.47 MiB

trong s6 100 triéu, FP16 190.73 MiB

input 16 x 3 x 2242 ' 9.19 MiB

input 32 x 3 x 4482 73.5 MiB

chua tinh activation, gradient, optimizer va bé nhé du tri

Gap doi batch va gap ddi canh anh thi input gap 8 lan.

HOI NHANH
Mot batch 16 anh RGB 224 x 224 kiéu float32 chiém 9.19 MiB. Déi sang batch 32 va

anh 448 x 448 thi tensor input chi€m bao nhiéu?

A 18.38 MiB
B 36.75 MiB
c 73.50 MiB
D 147.00 MiB

Al Canuc80k - Bai 4.1 - S& dung model pretrained 11/19



Dung model pretrained that

V6i bo tim ki€m ctia cau lac b, viéc dau tién 1a doc model card: model hoc trén dit liéu
gi, nhan input nao, xuat ra nhan nao, license cho phép dung ra sao. Model chi hoc tiéng
Anh sé y€u v6i cht thich tiéng Viét. Head phan loai ImageNet chi chon trong 1000 16p
cti, khong tu bién thanh head “sinh hoat”, “thi dau”, “bai gidang” ctia cau lac bd. Phan dung

lai dugc 1a cac tang bén dudi: bai 4.2 18y dac trung tir do, bai 4.3 hoc head méi.

HOI NHANH
Doi dua anh cau lac bd vao mot ResNet hoc trén ImageNet, con nguyén head, roi

lay argmax trén 1000 logits. Két qua la gi?
A Nhan cla cau lac bd, néu anh du ré va ding cd
B Mot I8p cua ImageNet, khéng phai nhan cau lac bo
¢ Ba&o 16i shape, vi 1000 I8p khéng khdp ba nhan mdi

D M®&t nhan ngau nhién, vi model chua thay anh nay

Script ctia chuong lam viéc nay theo hai lugt:

1. Lugt c6 mang (download_assets.py --download) tai ding mot revision, tic mot
commit 40 ky tu hex cht khong phai nhanh main c6 thé déi, roi ghi model ID, license

da doc, kich thu6c va SHA-256 cia tung tép vao ASSET. json.

2. Lugt offline kiém lai moi hash, dit HF_HUB_OFFLINE=1, nap model cung tokenizer
hoac processor tur duong dan local véi Local_files_only=True, chay dit liéu nho ctia

minh va ghi moéi truong cung két qua vao RESULT. json.

boc két qua theo th tu: hash khép thi tép ding; shape va ID khép thi duong di liéu

dung; chi khi d6 diém validation méi néi vé chat lugng ctia model trén bai.
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HOI NHANH
Hai tuan sau, doi tai lai cing model ID tir nhanh main, chay ndm anh kiém & ché do6

eval, va thdy logits khac lan trudc ngay tur chit s6 dau. Nén kiém gi dau tién?
Commit va SHA-256, so vGi ASSET. json cl
Seed cua NumPy va PyTorch trong notebook
Batch size, vi déi batch 1a déi logits

Phién ban CUDA, vi GPU khac cho s6 khac

Khi di thi
DPoc quy dinh vé model, Internet va thu vién truée khi chuan bi.
Dau gid, nap model tir dudng dan local, chay mot batch va tao mot file nop thtr.

Resize, mean/std hay tokenizer phai giong hét gitra validation va test; luu ching canh

trong so.

To6m tat
Model pretrained gom trong sé da hoc, kién trtc, processor va bang nhan; thi€u hay
léch mot phan thi code van chay nhung két qua sai.
Suy ludn: goi eval(), tit gradient, gitr id qua batch roi ddi chi€u shape va vai két qua
da biét.
B nhé trong s6 la Ps byte; tong bo nhé khi chay phai do.

Model that can dang revision, license, processor, hash va thir chay offline; chat lugng

trén bai méi chi bi€t dugc qua validation.
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Kiém tra cuoi bai

CAU 1
Cau lac bd ¢6 300 anh gan nhan “sinh hoat”, “thi dau”, “bai giang”, va ImageNet
khong c6 16p nao nhu vay. Vi sao backbone hoc trén ImageNet van thuong tét hon

khdi tao ngau nhién?
DU liéu I6n va da dang day mang nhiing dac trung anh dung chung dugc
ImageNet da chita sdn anh hoat ddng clia cau lac bd
Model pretrained luén cho két qua t6t nhat 8 moi bai

Head 1000 I8p tu déi dugc sang ba nhan mdi

PHONG THEO ) NOAI 2026 Singapore - Vong sd loai - Cau 213

CAU 2

ResNet-50 nhén input (B, 3, 224, 224).Phan dau, gdm conv stride 2 roi max-
pool stride 2, dua anh vé 56 x 56. layerl gilr 56 x 56 va cho ra 256 kénh. Khdi dau
clia layer2 c6 conv 3 x 3 stride 2 trén 128 kénh, rdi conv 1 x 1 md ra 512 kénh. Pau

ra cda layer2 co shape gi?
(B, 128, 28, 28)
(B, 512, 28, 28)
(B, 512, 56, 56)

(B, 28, 28, 512)

PHONG THEO ) USA-NA-AIO 2026 - Vong 1- Part 8.2
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CAU 3
V6imodel = resnet50(weights=None), biéu thiic nao cho ding s6 tham s6 hoc
duoc?

nl = len(list(model.parameters()))
n2 = sum(t.numel() for t in model.state_dict().values())
n3 = sum(p.numel() for p in model.parameters())
n4 = sum(p.numel() * p.element_size() for p in model.parameters())
nl
n2
n3
n4

PHONG THEO ) USA-NA-AIO 2026 - Vong 1- Part 8.1

CAuU 4
Processor ImageNet chia pixel cho 255, roi v6i kénh R thi trir mean 0.485 va chia

std 0.229. Mot pixel kénh R bang 128 tré thanh bao nhiéu, 1am tron 3 chir s6?
—2.118
0.074
0.502

556.834
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cAu s

Config ctia checkpoint ghi id2label = {8: "cat", 1: "dog", 2: "bird"}. Logits
ctia mot anh 1a (—1,2,0.5). Doi lai tu tao danh sach nhan bang
sorted(set(train_labels)), tirc ["bird", "cat", "dog"], dé ghi file ndp. Nhan
dung va nhan doi ghi lan lugt la gi?

bird va cat
cat va bird
dog va dog

dog va cat

CAU 6
Dboi chuyén model da eval sang float16 trén GPU d€ suy luan nhanh hon, git

input_ids & ki€u s6 nguyén. Nén ky vong gi, va kiém gi?
Trong sé chi con ntta bd nhd, va phai cham lai validation
Accuracy chac chan giam, khéng dang dé doi
Logits giéng hét dén tiing bit, khéng can cham lai

Chi c6 Igi trén CPU, con GPU khdng nhanh hdn

PHONG THEO ) NOAI 2026 Singapore - Vong sd loai - Cau 300
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https://aisingapore.org/wp-content/uploads/2026/04/NOAI-2026-Preliminary-Round-Assessment-300-MCQs-Google-Forms.pdf#page=115

CAu 7
ResNet-50 c6 25 557 032 tham s6. O float16, phan trong s6 chiém khoang bao

nhiéu?
24.37 MiB
48.75 MiB
5111 MiB

97.49 MiB

CAu 8
Trong s6 chi€m 2 GiB trén GPU 4 GiB. Suy luédn véi batch 1 thi chay dugc, batch 128
thi bao out-of-memory. Giai thich nao phtt hgp nhat?

S6 tham s6 clia weights tu tdng theo batch size

3 ché dd eval van gilt hai moment cta Adam cho méi lan forward

Checkpoint 2 GiB thi téng VRAM luén dung bang 2 GiB

Input va activation tang theo batch, con weights thi ¢6 dinh
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CAuU 9
Hai ham suy luén PyTorch, mdt chay ca tap, mot chia batch, cung goi mot ham

process tu viét, va cho logits bang nhau. Viét lai cong thirc tir dau bing NumPy thi
thém dugc gi?

A Chung minh checkpoint da hoc dung moi I&p
8 B&o dam output trén GPU giéng hét CPU dén tung bit
¢ Bé&t dudc 16i nam trong phan ma hai ham dung chung

D Tang accuracy, vi cé thém mdt framework dé kiém

CAu 10

Trén Colab, doi luu torch.save(model, "m.pt"), tc luu ca doi tugng model. May

cham dung PyTorch mdi, va torch.load("m.pt") bao 16i “Weights only load failed”.
Lan sau nén luu thé nao cho bén?

A Luu state_dict() kém config, réi dung model va nap vao
B Goimodel.save("m.pt") nhu trong Keras
¢ Van dung torch.save(model), va nap v8i weights_only=False

D Chiluu dy doan trén validation thay cho model

PHONG THEO ) NOAI 2026 Singapore - Vong sd loai - Cau 134

Poc thém

« PyTorch — serialization notes: doc state_dict, weights_only va viéc nap checkpoint.
e PyTorch — autograd mechanics: phan biét ché do danh gia v6i ché do theo doi gradient.
o Transformers — offline mode: chuan bi cache, HF_HUB_OFFLINE va local_files_only.

« Hugging Face Hub — download guide: tai theo revision va chon ding cac tép asset.
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https://aisingapore.org/wp-content/uploads/2026/04/NOAI-2026-Preliminary-Round-Assessment-300-MCQs-Google-Forms.pdf#page=51
https://docs.pytorch.org/docs/stable/notes/serialization.html
https://docs.pytorch.org/docs/stable/notes/autograd.html
https://huggingface.co/docs/transformers/installation#offline-mode
https://huggingface.co/docs/huggingface_hub/guides/download

« Torchvision — ResNet18 weights: xem processor, metadata va khac biét gitra kién tric voi
trong s6 da hoc.

Tai goi recipe clia chuong — gom cac module phu va huéng dan chuan bi asset.
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https://docs.pytorch.org/vision/stable/models/generated/torchvision.models.resnet18.html
http://127.0.0.1:56872/giao_trinh/assets/phase-4/recipes.zip

