Attention va Transformer

Trac nghiém (7 Chay trén Kaggle ¥ PDF bai

Trong cau “Con meo khong nhay 1én ban vi né qua cao”, tir “n6” chi cai ban; déi
“cao” thanh “mét” thi “n6” chi con meo. Nghia ctia mdt tu phu thudc vao cac tu
khac trong cau, va tir nao quan trong thi thay déi theo ting cau. Mean pooling
¢ bai trude 18y trung binh déu moi tir; attention cho méi tu ty chon 14y thong
tin tir nhitng tur nao, véi ti 1€ bao nhiéu. Bai nay tinh attention bang tay trén vi

du nho, roi cai mot khoi encoder ctia Transformer.

MUC TIEU

Tinh attention bing tay va bang NumPy.
Ghi shape ctia Q, K, V va dau ra.

Ghép multi-head attention, residual, LayerNorm va feed-forward thanh mot khoi

encoder.

Dung padding mask, causal mask va thong tin vi tri.

Tt trung binh ¢6 dinh t6i trung binh theo cau hoi

Attention nhan query (cau hoi), key (thong tin dung dé so khép) va value (thong tin muon
1ay). biém giong nhau gitta query va key quyét dinh trong sé ctia value tuong (ng. Hinh
dung truy van trong CP: key dung dé tim, value 1a di liéu can trd. Khac hash map,

attention thuong tra t6 hgp mém ctia nhiéu value thay vi chon mot dia chi chinh xac.
bat @ shape (Lq, dk), K (Lk, dk),V (Lk, dv).Tinh

S=QK'/\dy, A = softmax(5), O =AV.
Softmax theo chiéu key: méi hang A cé téng 1, n6i mdt query phan phoi trong luong cho
cac key ra sao. Query va key can cung dj, dé nhan vo hudng; value co6 thé c6 do rong d,

khac. Hé s6 1/4/dj, gilt thang score khi d6 rong tang; muc riéng ngay sau vi du tinh tay

giai thich con sé nay.
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HOI NHANH
Trong mot cau, moi key giong hét nhau, con cac value thi khac nhau. Output ctia

mot query bat ky la gi?
A Value dau tién, vi softmax pha hoa theo chi s6
8 Trung binh déu cla céac value
¢ Vector 0, vi cac score triét tiéu nhau

D Khéng xac dinh, vi softmax can cac score khac nhau

Mot attention trén hai key

Lay mot query ¢ = [1], hai key k; = [1], ko = [0], nén dj, = 1 va score la [1, 0]. Softmax
choai =e/(e+1)~0.731,a2 = 1/(e + 1) =~ 0.269. V6i v1 = [2,0], v2 = [0, 4], k€t qua 1a
[2a1,4as] ~ [1.462,1.076]. Key quyét dinh hé s6, value cung cap ndi dung.

Khi trong sd da c6, dau ra chi la trung binh cé trong sd: (0.5,0.3,0.2) trén cac value 2, 4,
10 cho 1 + 1.2 + 2 = 4.2. Néu moi key giong hét nhau thi moi score biang nhau, va dau ra

la trung binh cong cac value, query la gi cling vay.

q=11] softmax
ki = [1] score 1 _ 0.731 x v = [2, 0]
k. = [0] score 0 - 0.269 x v = [0, 4]

output = [1.462, 1.076]

Score (1, 0) qua softmax thanh (0.731, 0.269), réi tron hai value.

Python
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import numpy as np
import torch

from torch import nn

torch.set_num_threads(1)

torch.manual_seed(41)

Q = np.array([[1.1])
K = np.array([[1.]1, [6.11)
V = np.array([[2., 0.1, [0., 4.11)

scores = Q @ K.T / np.sqrt(Q.shape[-1])

shifted = scores - scores.max(axis=-1, keepdims=True)

weights = np.exp(shifted)

weights /= weights.sum(axis=-1, keepdims=True)

output = weights @ V

print('weights:', np.round(weights, 6).tolist())

print('output:', np.round(output, 6).tolist())

tq, tk, tv = [torch.tensor(a) for a in [Q, K, VI]

torch_output = (tq @ tk.T / np.sqrt(Q.shape[-1])).softmax(dim=-1) @ tv
print('match:', np.allclose(output, torch_output.numpy()))

KET QUA

weights: [[0.731059, 0.268941]]
output: [[1.462117, 1.075766]]

match: True
Tru max trude exp khong doi softmax vi moi s6 mii cung chia mot hé s6; n6 tranh exp

ctia s6 qua 16n. bay la cung tu duy phép s 6n dinh nhu loss bai 3.3. Dong match xac

nhan phép tu cai trung v6i phép tensor ctia PyTorch.
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HOI NHANH
scores cO shape (B, Lqg, Lk).Trongweights = scores.softmax(dim=...), phai

chon dim nao dé€ mdi query phan trong s6 cho cac key?

A dim=0
B dim=1
c dim=-1

D Chiéu nao cing dugc, vi shape gilf nguyén

Score qua 16n lam softmax bao hoa

Score q'k = Zfi 1 gik; 1a tdng cta dy, tich. Néu cac thanh phan ctia g va k doc lap, trung
binh 0, phuong sai 1, mdi tich c6 phuong sai 1, nén score cé phuong sai dj, va do léch
chuan 4/d}. Score cang chénh nhau, softmax cang don trong s6 vao mot key. Khi phan
phdi gan one-hot, softmax bao hoa: gradient t6i cac key con lai gan bang 0, giong tanh
bao hoa & bai 3.3. Chia cho v/d}, dua do léch chuin vé khoang 1 & moi do rong.

Thi nghiém duéi 14y 2000 query ngau nhién, médi query 8 key, do do 1éch chuan ctia

score va trung binh trong s6 16n nhat trong méi hang:

Python

rng = np.random.default_rng(0)

def mean_top_weight(scores):
shifted = scores - scores.max(axis=-1, keepdims=True)
weights = np.exp(shifted)
weights /= weights.sum(axis=-1, keepdims=True)

return weights.max(axis=-1).mean()

for d_k in [4, 64, 1024]:
g = rng.standard_normal((2000, 1, d_k)) # 2000 query
k = rng.standard_normal((2000, 8, d_k)) # 8 key cho mdi query

raw = (q * k).sum(axis=-1) # score chua chia, shape (2000, 8)
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scaled = raw / np.sqrt(d_k)
print(f'd_k={d_k:<4} std {raw.std():5.2f} -> {scaled.std():4.2f} !
f'max weight {mean_top_weight(raw):.3f} -> {mean_top_weight(scaled):.3f}"')

KET QUA

d_k=4 std 2.00 -> 1.00 max weight 0.524 -> 0.342
d_k=64 std 7.96 -> 0.99 max weight 0.878 -> 0.360
d_k=1024 std 31.83 -> 0.99 max weight 0.968 -> 0.358

Khéng chia, do 1éch chuin tang dang nhu 1/d}, (2, 8, 32) va key manh nhat chi€m trung
binh 0.524, 0.878 r6i 0.968 trong sd, trong khi chia déu cho 8 key chi la 0.125. C6 chia, do
1éch chuan ¢ quanh 1va trong s6 16n nhat gitr quanh 0.35 & ca ba dd rong: thang score

khong con phu thudc kich thuéc model.

Lap ludn dua trén gia dinh doc 1ap lac khéi tao; trong qua trinh hoc, model van c6 thé
lam score 16n khi that sy can mdt phan phdi nhon. Pdy t6i cung, nhan moi score v6i ¢ —

oo thi softmax thanh one-hot va dau ra chi con value ctia key c6 score 16n nht.

1trc.)ng s6 16n nhéat (TB)

0.97
0.88 khong chia
0.52
0.5
0.34 0.36 0.36
chia vd_k
0.125 l chia déu: 1/8
0
d_k = 4 d_k = 64 d_k = 1024

Khong chia V d_k, mét key chiém gan hét trong s6 khi d_k 16n.
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HOI NHANH
Cac thanh phan ctia q va k doc lap, trung binh 0, phuong sai 1, véi di, = 256. Do 1éch

chuin ctia score trudc va sau khi chia cho +/dj, 1a bao nhiéu?
A 256 trudc, 16 sau
B 256 trudc, 1sau
¢ 1trudc, 1/16 sau

D 16 trudc, 1sau

Self-attention hoc cach tao cau hoi

Trong self-attention, @, K, V déu dugc tao tir cung chudi X nhung qua ba phép chiéu
hoc dugc: Q = XWyo, K = XWkg, V = XWy. Cung token c6 ba vai tro khac nhau.
Query ctia mot vi tri hoi nén lay thong tin gi; key ctia cac vi tri giap so khép; value mang
dir liéu dugce tron. Ba ma tran dugce hoc tir loss, nén tiing phan tir ctia chiing khéng mang

mot quy tac ngl nghia dat san.

Pai lugng mét head Shape c6 batch Y nghia

X (B,L,d) Vector token dau vao

QK (B,L,dk) Dung so khdp

1%4 (B,L,dv) Noi dung can trén

score, weights (B,L,L) Mbi query nhin moi key

o (B,L,dv) Biéu dién da nhan ngl canh

Multi-head attention dung nhiéu b6 chiéu, tao nhiéu cach tron song song, ghép cac két
qua roi chi€u lai. M6i head c6 softmax riéng, nén mdt query cd6 H phan phdi trong s
cung lac: mét head c6 thé don vao chti ngilt, head khac vao tir dang ké. Nhiéu head
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khong bdo ddm moi head Gng v6i mot khai niém con ngudi dat tén duge; ching chi la

thém cach tuong tac dé model hoc.

V6i embed_dim d va s6 head H ctia 16p PyTorch trong bai, can d chia hét cho H, m6i head
rong d/H. Ba phép chiéu Wg, Wi, Wy va phép chiéu ra Wy déulad x d, nén 16p co

4d? + 4d tham s6 ké ca bias, khong phu thudc H: v6id = 512144 - 5122 +4.512 =
1050624 cho ca 8 1an 16 head.

HOI NHANH
Bo hai phép chiéu Wy, W, dung thing Q = K = X. Ma tran score XX ' bi rang

budc gi?
A D6i xting: score tu i téi j bang score tu j téi ¢
B Moi score bang nhau, nén attention thanh mean
¢ Céc score ngoai dudng chéo ludn bang 0

D Khéng bi rang budc gi, vi Wy, van dugc hoc

Mask bo vi tri nao?

C6 hai loai mask, giai quyét hai Iy do khac nhau va c6 thé dung cting ltc:

» Padding mask bo cac key PAD.

 Causal mask bo key tuong lai dé vi tri t khong nhin ¢ + 1 tré di, can khi mo hinh du
doan token ti€p theo. Encoder doc toan cau thuong khong dung causal mask;

decoder sinh tiing token (tu hoi quy) can no.

BERT la encoder, moéi token nhin ca hai phia; GPT la decoder, moi token chi nhin bén
trai. Causal mask viét bang torch.tril(torch.ones(T, T)).bool() hay
~torch.triu(torch.ones(T, T), diagonal=1).bool() déu nhu nhau: vi tri< nhin j khi

J <
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padding mask causal mask ca hai

1 2 3 PAD 1 2 3 4

hang: query - cot: key - 6 t6: dugc doc

Padding mask bé cot PAD, causal mask bo tuong lai.

Ta dua score ctia vi tri cdm vé —oo trude softmax, nén trong s6 dé bang 0. Néu mot
hang bi cam moi key, softmax khéng con phan phdéi hgp 1€; tranh cau rong hodc chon
quy tic ro cho truong hop dy. Néu mask sau softmax ma khong chudn hoa lai, téng

weights khong con 1va khong con cung phép attention.

Vi du score [1, 2, 3] v6i key thir ba la PAD: softmax chi con trén [1, 2], cho (0.269,0.731, 0)
. V6i mask ding, thém bao nhiéu PAD thi bi€u dién ctia token that ciing khong déi.

Quy u6c True/False ctia mask khac nhau gitra cac ham:

e Trong nn.MultiheadAttention, key_padding_mask=True nghia la bo key;
attn_mask=True nghia la cAm cap query-key. Causal mask vi viy thudng viét
torch.triu(torch.ones(L, L, dtype=torch.bool), diagonal=1), True & cac O trén
dudng chéo, tic key tuong lai. Code bai 3.8 c6 valid_mask True & token that, nén

truyén key_padding_mask=~valid_mask.

o F.scaled_dot_product_attention dung quy uéc ngugc lai: True nghia la dugc tham

gia attention.

boc tai liéu ctia ding ham dang goi; khong chuyén mask nguyén xi chi vi tén tham sd

giong nhau.
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score sau mask softmax

1 1 0.731
0 —_— 0 E—— 0.269
key 3 2 -0 0

cam trudc softmax: hai key con lai tu chia lai téng 1

Score —o truéc softmax cho trong sé 0; téng van bang 1.

HOI NHANH
Causal mask cho MHA dugc viét torch.triu(torch.ones(L, L,

dtype=torch.bool), diagonal=0) thay vi diagonal=1. Chuyén gi xay ra?
Khéng déi gi, vi dudng chéo khéng anh hudng softmax
Méi query nhin thém dugc mot token tuong lai
Query 0 bi cA&m moi key, nén output c6 thé ra NaN

Chi chdm hon mét chut, vi phai cdm thém L 6

HOI NHANH
Mot hang weights 1a [0.5, 0.3, 0.2], trong do key thtt ba la PAD. Code dit weight
ctia PAD vé 0 sau softmax. D€ khép véi cach dit score bang —oo trude softmax,

weight ctia key dau phai bing bao nhiéu?
0.5
0.7
0.8

0.625

Al Canuc80k - Bai 3.9 - Attention va Transformer 9/25



Mot encoder block nhé

Mot encoder block ghép bon thanh phan:

» Attention tron thong tin giita cac token, cho output cung shape v6i input.

 Residual (két noi tat) cong input vao output, gitt mdt dudng théng tin va gradient di
thang.

» LayerNorm (bai 3.6) chuan hoa theo feature trong tiing token.

» Feed-forward network (FFN) la mdt MLP nho ap riéng cho ting vi tri, bién déi

feature sau khi da tron ng canh.

Ta cai kiéu post-norm: norm(x + attention(x)), roi norm(x + FFN(x)). Nhiéu model
dung pre-norm, x + attention(norm(x)): dudng residual di thang khdng qua norm nao,
nén mang rat sau hoc 6n dinh hon va it phu thuéc warmup. Vi tri norm la mot lya chon

kién trac, phai gitr dang khi nap checkpoint.

residual

X attention + X LayerNorm FEN + LayerNorm

residual

post-norm: norm(x + attention(x)) réi norm(x + FFN(x)); shape (B, L, d) gitt nguyén

Encoder block: attention, cOng residual, LayerNorm; FFN, cong residual,
LayerNorm.

Python

class TinyEncoder(nn.Module):
def __init__(self, width=4, heads=2):
super().__init__(Q)
self.attention = nn.MultiheadAttention(width, heads, batch_first=True, dropout=0.)
self.norml = nn.LayerNorm(width)
self.ffn = nn.Sequential(nn.Linear(width, 8), nn.ReLU(), nn.Linear(8, width))

self.norm2 = nn.LayerNorm(width)

def forward(self, x, padding_mask=None, causal_mask=None):
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attended, weights = self.attention(x, x, X,
key_padding_mask=padding_mask, attn_mask=causal_mask,
need_weights=True, average_attn_weights=False)

x = self.norml(x + attended)

x = self.norm2(x + self.ffn(x))

return x, weights

block = TinyEncoder()
block.eval()
x = torch.randn(2, 3, 4)
padding_mask = torch.tensor([[False, False, Truel, [False, False, Falsell)
with torch.no_grad():
encoded, attn = block(x, padding_mask=padding_mask)
print('output:', tuple(encoded.shape))
print('weights:', tuple(attn.shape))
print('PAD key max weight:', round(attn[G, :, :, 2].abs().max().item(), 6))

print('weight row sums:', torch.allclose(attn.sum(dim=-1), torch.ones(2, 2, 3), atol=le-6))

KET QUA

output: (2, 3, 4)
weights: (2, 2, 3, 3)
PAD key max weight: 0.0

weight row sums: True

DPaura (2,3, 4) gilr batch, do dai va do rong; weights (2,2, 3,3) gom batch, head, query,
key vi khong 1dy mean qua head. Cét PAD ctia mau dau bang 0 cho ca hai head. Hang
query tai PAD van c6 thé sinh vector: key padding mask chi bo key. Khi gop thanh vector
cau hodc tinh token loss, con phai dung valid mask d€ bé query PAD & buéc do.

head 1 head 2

t1 0.21 . 0.00 tl 0.44 | 0.56 0.00

. 0.22 0.00 t2 0.25 . 0.00
PAD . 0.26 0.00 PAD ~0.45 ' 0.55 0.00
tl

t2 PAD tl t2 PAD

t2

hang: query - cot: key - cdt PAD béng 0 & ca hai head

Hai head c6 phan phdi riéng; cdt PAD bang 0.

Al Canuc80k - Bai 3.9 - Attention va Transformer 11/25



PN
IS

¢
\Q\‘;—"\ @-\\

P

-

X
00

¢ (S
‘o“’c" 7 &E A
g S

g

S O O
R S
o AR

query "animal: trong s6 16n nhat 6 “[CLS]" (0.83)

SN
SRS
< s

&

O S & &
B P TR F
R, & P

query “.": trong s6 I6n nhat & “the” (0.34)

RN
@33

. _
XS

> X
&C’\f"\ 0‘6{5\'\\‘4‘7’ & &

S <O

@

< Y
& < \A‘Z‘%

& & o >
QO (4 o <@
S G}l@ & SSIEN

query "cross": trong s6 I6n nhat & “street” (0.65)

N & @
870 L
© &

¢ %
&
Vad

>

DX S e X o 1
O & F Xt L D O L
ISR &9 RS c}’@ I R SR

N
\%«3

RN
@8

query "it": trong s6 16n nhat & “animal” (0.69); “animal” nhan 0.69

Mot head ctia MiniLM: mdi khung 1a mdt query, ¢t la trong so 1€n tiung
token.

HOI NHANH

Goi self.attention(x, x, x, key_padding_mask=padding_mask) v6i mac dinh

average_attn_weights=True, cung x c6 shape (2, 3, 4) va 2 head. weights co

shape gi?
Ao(2, 2,3, 3)
B (2, 3, 3)
c (2, 3, 4)
D (3, 3)

Thir causal mask bang perturbation

Mot phép ki€m cé y nghia hon chi nhin ma tran mask la thay token tuong lai va xem qua

khir c6 déi khong. Vi ba vi tri, cdAm phan tam giac trén. Ta stra token cudi réi so dau ra

hai token dau, gitr eval va dropout=0:
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Python

causal = torch.triu(torch.ones(3, 3, dtype=torch.bool), diagonal=1)
one_sequence = x[1:2].clone()
changed = one_sequence.clone()
changed[:, 2, :] += torch.tensor([10., -3., 7., 2.1)
with torch.no_grad():
before, _ = block(one_sequence, causal_mask=causal)
after, _ = block(changed, causal_mask=causal)
print('past unchanged:', torch.allclose(before[:, :2], after[:, :2], atol=1e-6))
print('last position changed:', not torch.allclose(before[:, 2], after[:, 2], atol=1le-6))

KET QUA

past unchanged: True

last position changed: True

Dong dau xac nhan hai vi tri dau khong dung token cudi. Dong thi hai 1a ddi ching: vi tri
cudi phai ddi, néu khong thi dong dau cé thé True chi vi block b qua phan input bi stra.
Cach kiém nay co6 cung tinh than tao input ddi khang nhé trong CP: thay phan bi cdm rdi
xem output c6 chiu anh hudng. Vi model nhiéu layer, chay cung test trén toan model, vi
chi mdt khau tron ca chudi (pooling, chuan hoa theo chiéu do dai) cting dt lam tuong lai

lot vao.

HOI NHANH
Van block c6 causal mask &y, nhung 1an nay stra token & vi tri O thay vi token cudi.

Output & nhitng vi tri nao duge phép thay dgi?
A Chivitri0
B VitriTva 2, con vitri 0 gitt nguyén
¢t Khéng vi tri nao, vi causal mask da chan

D CabavitriO,1va 2
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Thir tu can thong tin vi tri

Phép kiém sau dung block khong c6 thong tin vi tri va khong mask, & ché do eval voi
dropout=0. Khi dy self-attention va FFN c6 tinh equivariant theo hoan vi: dao thir tu
token dau vao thi cac vector dau ra dao theo ding cach d6. Mot mean pooling dat sau
block con bat bién (invariant): ddo token khong ddi vector cau. Block van tao vector

riéng & mai vi tri, nhung khong tu biét token nao ding th hai.

Néu c6 mask, phai hoan vi mask cung hang query va cot key; mot causal mask git co

dinh da mang thong tin th ty nén pha tinh chat nay.

Python

permutation = torch.tensor([2, 0, 1])
with torch.no_grad():

original, _ = block(one_sequence)

permuted, _ = block(one_sequence[:, permutation])
print('equivariant without positions:', torch.allclose(

permuted, originall:, permutation], atol=1e-6))

KET QUA

equivariant without positions: True

True & day la tinh chat toan hoc, khong phai 16i thu vién. Positional encoding cdng vao

moi token mot vector cho biét noi né xuit hién. Ba cach thuong gip la bang vi tri hoc

dugc, sin/cos c6 dinh va relative position. Ban sin/cos dung PE, 2 = sin(p/10 000%/9),

PE, ;11 = cos(p/10000%/%); v6i d = 4, hai tan s la 1va 0.01. Doan sau kiém no:

Python

positions = torch.arange(3, dtype=torch.float32).unsqueeze(1)
frequencies = torch.exp(-np.log(10000.) * torch.arange(0, 4, 2) / 4)
pe = torch.zeros(3, 4)

pel[:, 0::2] = torch.sin(positions * frequencies)

pel:, 1::2]
with torch.no_grad():

torch.cos(positions * frequencies)

ordered, _ = block(one_sequence + pe)
swapped, _ = block(one_sequence[:, permutation] + pe)

print('position 0:', pel[0].tolist())
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print('equivariant with fixed slots:', torch.allclose(swapped, ordered[:, permutation],
atol=1e-6))

KET QUA

position 0: [0.0, 1.0, 0.0, 1.0]
equivariant with fixed slots: False

Khi dao token nhung gilt bang vi tri tai cac slot 0, 1, 2, ta d6i quan hé token-vi tri, nén
dong cudi thanh False: block gi¢ phan biét dugc thi tu. Sin/cos chi cung cap tin hiéu;

model dung tin hiéu 4y dén dau la do huan luyén.

tan s6 cao

xanh: duang

cam: am

tan so thap

vitrip=0..47

Positional encoding: chiéu dau dao dong nhanh, chiéu sau cham.

Relative position khong gan vi tri tuyét ddi vao token ma dua khoang cach cé huéng j —
i vao score, chéng han ¢; (k; + rj—i)/v/dk v6i rj_; 1a vector hoc duge. Moi cap cach nhau
cung mot khoang dung chung mot vector, hgp v6i dit li€u ma quan hé phu thudc khoang
cach hon vi tri tuyét doi, nhu chudi thoi gian. Bang vi tri hoc dugc thila mot
nn.Embedding(max_len, d), nén chudi dai hon max_len can quy tic rd tir truéc: bang 512

vi tri khong c6 hang cho token th 600.

V6i T token, khodng cach j — ¢ nhan 27" — 1 gia tri, tt — (7" — 1) t6i T — 1. Sin/cos tinh
dugc 6 moi vi tri, va dich mdt khoang c6 dinh la mdt phép quay trén tung cip chiéu, nén
model dé doc ra khoang cach tuong doi. Cuing cong thitc sin/cos con dung dé dua mot

con s6 nhu buéc khir nhiéu ¢ vao mang (bai 5.8).
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HOI NHANH

Bang vi tri hoc dugc 1a nn.Embedding (512, d). Tap test c6 mot cau dai 600 token.

Néu khong xt ly gi, chuyén gi xay ra?
Cac vi tri tu 512 t6i 599 tu ndi suy tu nhing vi tri da hoc
Cac vi tri tu 512 tr@ di dung chung vector cua vi tri 511
Tra vi tri tU 512 tré di sé bao 16i chi s6

Chay binh thudng, vi attention khong gidi han dé dai

Kiém graph va doc attention diing miic

bé bao dam encoder nho c6 duong gradient, ta n6i mot loss kiém véi muc tiéu ngau
nhién c6 shape dung. Khong dung chi binh phuong dau ra LayerNorm roi két luan

gradient 16n hay nhd, vi norm da c¢6 dinh mot s6 thong ké dau ra.

Python

block.train()

block.zero_grad(set_to_none=True)

encoded, _ = block(x, padding_mask=padding_mask)

target = torch.randn_like(encoded)

valid = ~padding_mask

loss = ((encoded - target).square().mean(dim=-1) * valid).sum() / valid.sum()
loss.backward()

print('finite loss:', torch.isfinite(loss).item())

print('all parameter gradients finite:', all(p.grad is not None and
torch.isfinite(p.grad).all()

for p in block.parameters()))

finite loss: True

all parameter gradients finite: True
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Hai True xac nhan loss hitu han va moi tham s6 déu nhan gradient hitu han, ké ca khi co

mask PAD: block san sang dé huén luyén.

Attention weights 1a hé so tron tai mot layer/head; ching khong tu 1a 16i giai thich nhan
qua cho du doan cudi, vi model con residual, FFN, nhiéu head va layer khac. Mudn biét
token anh hudng két qua thé nao, can perturbation hoac ablation: x6a hay thay token roi

do du doan déi bao nhiéu.

HOI NHANH
Trong model phan loai cdm xtc, mot head & 16p cudi don 0.9 trong sd vao tu

“khong”. Két luan nao c6 co s6?
A MGi chi biét hé s6 tron, phai thi bd hodc thay tir &y mai két luan dudc
B Tu "khéng"” Ia nguyén nhan chinh cua du doan
¢ Head nay chuyén xu ly pha dinh, cé thé bd cac head khac

D Head nay bi 16i, vi trong s6 tét phai trai déu

Chi phi cta attention

Attention moi cdp ton khoang O(BL2d) tinh toan & phan score va trén, cing O(BH L?)
b6 nhé cho score néu luu dt ma trin; cac phép chi€u thém O(BLd?). Tang L gap doi thi
phan score gap bon. Padding ciing tra theo L% mot cau rat dai kéo ca batch 1én do dai
ctia nd, nén x€p cac cau dai gan nhau vao cung batch (bucketing), cit hodc chia cira s6

van ban dai truée khi nghi téi phan cing 16n hon.
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L = 128 | 0.02 triéu 6
L = 256 l 0.07 tridu &

L = 512 . 0.26 tridu &

1024 _ 1.05 tridu b

s6 6 score L x L clia mdt head, mot cau: L gap doi thi gap bén

—
1

—
1

Do dai gip 16 thi s6 6 clia ma tran score gap 256.

Bac hai dén tur viée softmax budc tao dit ma tran L x L: exp(g; k;) khong viét dugc
thanh tich vo huéng ¢(g;) ' ¢(k;) v6i ¢ hitu han chiéu.

Linear attention thay han n6 bing ¢(g;) " ¢(k;) v6i mot feature map ¢ hiru han chiéuy; khi
do6 c6 thé d6i thir tu nhan ma tran nhu bai toan nhan chudi ma tran quen thudc trong
CP, va chi phi con tuyén tinh theo L, ¢cd O(Ld?). V6i mask nhan qua, chi can giit hai téng
chay S: = >, P(kj)v] va z = i<t #(k;), nén sinh mdi token tén bo nhé khong doi. ¢
phai duong, nhu 1 + ELU(z), dé trong s6 khong am va mau s6 khéng bing 0.

V6i dit liéu it, model phtc tap chua chic thing baseline masked mean; so trén cung

validation trudc khi chuyén sang model pretrained & chuong 4.

HOI NHANH
Mot batch 32 cau: 31 cau dai khoang 100 token, mot cau dai 2000 token. Ca batch
dugc pad 1én 2000. Cach ré nhat dé giam lang phi la gi?

A Xép nhiing ciu c6 dd dai gan nhau vao cung batch
B Tang s6 head dé chia nhé ma tran score
¢ Bo key_padding_mask dé khai phai tinh phan PAD

D Gidm embed_dim d& ma tran score nho lai
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Khi di thi

« In mot mask 3x3 va doc quy uéc ctia ding ham dang goi: c6 ham coi True la cam, co
ham coi True la dugc doc.

 Tinh bd nhé score B - H - L? tru6ce khi chon max_length; gdp doi L la gdp bén bo nhé.

 Shape ding chua da: kiém thém méi hang weights cong lai bang 1.

Tom tat
 Attention la trung binh c6 trong s6 ctia value, trong s 1ay tir softmax ctia score
query-key; chia 1/dj, gitr softmax khoi bao hoa.

« Self-attention hoc ba phép chi€u Q, K, V; multi-head tao nhiéu cach tron vé6i cing s

tham so.
» Encoder block: attention, residual, LayerNorm, FFN.
» Padding mask bé PAD, causal mask bd tuong lai; thong tin vi tri cho model biét thir tu.

» Chi phi bac hai theo do dai quyét dinh ngir cadnh dai dugc bao nhiéu.
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Kiém tra cuoi bai

CAU 1

MOt doi tu cai multi-head self-attention:

Q = self.qg_proj(x).view(B, T, self.num_heads, self.head_dim).transpose(l, 2)
K = self.k_proj(x).view(B, T, self.num_heads, self.head_dim).transpose(1l, 2)
scores = Q @ K.transpose(-2, -1) # dong A

attn = F.softmax(scores, dim=-1)

Khi chay, trong s6 attention rat nhon: mot vi tri nhan khoang 99% trong s6. Dong A

thi€u phép nao?
Chia cho self.head_dinm, tiic s6 chiéu dugc cdng
Chia cho math.sqrt(self.head_dim)
Chia cho math.sgrt(self.num_heads) dé can cac head

Thay bang cosine clia Q va K da chuan hoa

BE THI  NOAI 2026 Singapore - Chung két - Cau 17
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CAU 2
Hai cdu hinh self-attention cung embed_dim=512: mdt head rong 512, hoidc 8 head,

moi head rong 64. Loi ich chinh cta 8 head la gi?
it tham s6 han tam 1an, vi mdi head hep hon
Chi phi theo d6 dai giam ti bac hai vé tuyén tinh
Méi query c6 tam phan phéi trong sé cung luc

Méi head chéc chan hoc mét quan hé nglf phap riéng

PHONG THEO ) CMU 10-601 - Exam 3 Practice - Q2.5

CAu 3

Code ct dung nn.MultiheadAttention vGi causal = torch.triu(torch.ones(L,
L, dtype=torch.bool), diagonal=1).Doi chuyén sang
F.scaled_dot_product_attention, noi mask boolean True nghia la dugc tham gia
attention. Phai truyén gi dé gitr dang phép tinh?

attn_mask=causal, vi cung la mask boolean
attn_mask=~causal, hoac is_causal=True
attn_mask=causal.T, vi ham nay doc theo cét

attn_mask=causal.float(), dé thanh mask coéng
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CAu 4
Chubi 6 4 vi tri, dung left padding: vi tri 0 1a PAD, token that & cac vi tri 1, 2, 3.
Model dung cé causal mask lan key padding mask. Query & vi tri 2 dugc doc nhing

key nao?
0,12
1,2,3
Chi 2

1,2

CAU5
Key padding mask da bd cac key PAD, nhung output tai mét query PAD van khac 0.

Muén gop thanh vector ciia ca cau, ta phai lam gi?
P6i mask key thanh toan True dé moi output bang 0
Goi zero_grad dé xda output & vi tri PAD
B6 cac query PAD ra khoi budc gop, bang valid mask

Sua attention, vi mask phai x6a ca hang query
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CAU 6

Model phén loai cam xtic gom embedding, hai encoder block khong c6 mask, mean
pooling rdi linear, chay & ché€ do eval. D6i quén cong positional encoding. Hai cau
“phim hay , khong chan” va “phim chan , khong hay” c6 cung tap token. Logit cta

hai cau thé nao?
Giéng hét nhau
Khac nhau, nhg attention da nhin nglt canh
Khac nhau, vi softmax phu thudc thu tu cac key

Giéng nhau, nhung chi khi model cé mét head

PHONG THEO ) NOAI 2026 Singapore - Vong sd loai - Cau 225

CAu 7
Score c6 dang ¢, (k; + 7j—:)/+/d, trong d6 r;_; 1a vector hoc dugc theo khoang
cach c6 hudng tir token i téi token j. Chudi ¢ 128 token, danh s tir 0 téi 127. Can

hoc bao nhiéu vector r khac nhau?
128
255
256

16384

PHONG THEO ) USA-NA-AIO 2026 - Vong 2 - Ngay 1- Part 1.2.2
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CAuU 8
Q, K,V déu cé T hang, d cot, va da tinh xong. V6i self-attention chuian khong
mask, tinh O = softmax(QK " /+/d)V tén chi phi bac nao?

O(T?)
O(Td?)
O(T?d)

O(T4d)

PE THI  USA-NA-AIO 2026 - Vong 2 - Ngay 1 - Part 1.1.1

CAu 9

Linear attention thay exp(g; k;/v/d) bing ¢(q;) " ¢(k;), v6i ¢ : R? — R’ da tinh sén
cho moi token. B6 qua mau s6 chudn hoa, output 1a ¢(Q)¢(K) 'V, trong do ¢(Q),
¢(K) co shape T' x £va V c6 shape T' x d. Tinh theo thir ty nao thi chi phi tuyén
tinh theo T'?

Tinh ¢(K)TV trudc, roi nhan véi ¢(Q): tén O(T¢d)
Tinh ¢(Q)¢(K) " trudc, rdi nhan véi V: ton O(T?(£ + d))
Thu tu nao cling vay, vi nhan ma tran c6 tinh két hgp

Khong cé, van phaitao matran T x T

PHONG THEO ) USA-NA-AIO 2026 - Vong 2 - Ngay 1- Part 1.1.3-1.1.4
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CAu 10

Mot doi train encoder v6i batch 8, 12 head, float32, nglt canh 512 token. Ma tran
score ctia mot 16p chiém khoang 0.1 GB. D6i muon tang ngl canh 1én 4096 token,

gilr nguyén batch va model. Khi &y b6 nhé score ctia mét 16p khoang bao nhiéu?
A Khoéng dbi, vi s6 tham sé khéng phu thudc dd dai
8 Khoang 0.8 GB, tang 8 Ian nhu s6 token
¢ Khoang 51GB, tang 512 lan

D Khoang 6.4 GB, tdng 64 lan

PHONG THEO ) NOAI 2026 Singapore - Vong sd loai - Cau 247

Poc thém

Vaswani va cOng sy — Attention Is All You Need: nguon goc scaled dot-product, multi-head va

cdu trac Transformer.
D2L — Attention Scoring Functions: doc attention bang shape va masked softmax.
D2L — Self-Attention and Positional Encoding: ndi tinh hoan vi v6i thong tin vi tri.

Katharopoulos va cong su — Transformers are RNNs: Fast Autoregressive Transformers with
Linear Attention: linear attention qua feature map, nén ctia phép déi thir tu nhan dé chi phi

tuyén tinh.

PyTorch 2.9 — MultiheadAttention: tra batch_first, shape weights va quy uéc mask ctia 16p.
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