Embedding va dir liéu chuoi

Trac nghiém & Thuc hanh Y PDF bai

Cac céu c6 do dai khac nhau, trong khi tensor can moi dong dai bang nhau.
Cach thuong dung l1a thém token PAD vao cudi cau ngan cho du dé dai, roi
dung mask dé model bo qua cac vi tri PAD. Bai nay hoc embedding (bi€n moi ti
thanh mot vector), padding, mask, pooling (gdp cac vector ctia cau thanh mot
vector) va RNN, mang doc chudi lan lugt ting tir. Diéu can kiém nhat: thém

PAD khong dugc lam déi két qua ctia cau.

MUC TIEU

Dung embedding dé bién token thanh vector.
Dung padding va mask cho céac cau dai ngan khac nhau.
Tinh mean pooling boé qua PAD; lay dang trang thai RNN khi c6 PAD.

Biét vi sao RNN kho hoc chudi dai va LSTM stra thé nao.

ID la dia chi, khong phai do¢ 16n

Gia stt ma “do_thi” 1a 2 va “dp” 1a 3. Khong c6 nghia dp 16n hon do6 thi mot don vi vé kién
thirc. Pua ID thang vao 16p linear nhu mét s6 thuc sé tao mdt quan hé sd khong co6 co s6.
Embedding dung ID lam dia chi hang trong bang E shape (V,d), v6i V' 1a so token trong

vocabulary, d 1a s6 thanh phan vector.

One-hot uy, (s6 16 vi tri k, con lai 0) nhan bang cling chon ding hang k: u] E = E,.

Lookup truc ti€p cho cung két qua ma khong phai tao one-hot rong V' cot.

Cac hang ctia embedding la tham s0; gradient tur loss sira cac hang da dugc dung. Khi
khéi tao ngau nhién, vector chua c6 nghia ngdn ngit. Y nghia dén tir muc tiéu hoc trén

di liéu (muc backprop duéi day) hoidc tir mot bang pretrained da hoc san.

Ta quy u6c PAD=0, UNK=1, d6_thi=2, dp=3, toan=4. UNK la token thit d€ biéu dién token
chua biét; PAD la phan dién cho bang. Hai vai tro can hai ID khac nhau. Vocabulary va

Al Canuc80k - Bai 3.8 - Embedding va di liéu chudi 1/24


http://127.0.0.1:56872/giao_trinh/pdf/bai-3.8.pdf

mapping phai luu cung checkpoint: fit vocabulary trén train, token méi gdp & test anh xa

vé UNK (hoac do tokenizer da co xir Iy).

Bang c6 V - d tham s6: nn.Embedding (30000, 768) c6 23 040 000. Vocabulary 16n hon
thi chudi ngan di nhung bang embedding va 16p ra ciing to theo. Thém token mai vao
tokenizer thi bAng phai thém hang tuong Gng, véi Hugging Face la
model.resize_token_embeddings(len(tokenizer)); quén budc nay thi ID méi vugt khoi
bang.

HOI NHANH
Mot ban dua thang cot ID, v6i do_thi = 2, dp = 3, toan = 4, vao nn.Linear(1, 8)

nhu mot feature s6. Cau nao ding?
Linear tu hoc mét vector riéng cho tung ID, giébng Embedding
Pau ra 14 ham tuyén tinh cla ID, nén danh s6 lai la d6i model
Chuan hoa ID bang mean va std trudc thi thanh lookup ding nghia

Khoéng sao, néu ID dugc gan theo thi tu tan suat xuat hién

HOI NHANH
Vocabulary c6 50 000 token, embedding rong 300, batch token ID c6 shape (32,
128). Néu tao one-hot float32 roi nhan véi bang thay cho lookup, riéng tensor one-

hot chiém khoang bao nhiéu?
Khoang 4.9 MB, bang dau ra lookup (32, 128, 300)
Khoang 60 MB, bang bang embedding (56600, 300)
Khoang 819 MB, so véi 4.9 MB cla dau ra lookup

Khoang 16 KB, vi one-hot chi luu mét sé 1 cho mébi token
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Padding tao bang, mask giit y nghia

Trong CP, thuong luu d6 dai bén canh mang chira du. Mask ciing 1a thong tin ay nhung
biéu dién theo tung 6. pad_sequence tao do dai bang chudi dai nhit trong batch, khong
nhat thiét dé dai toan dataset. Néu gi6i han do dai bang truncation, ta dang bé thong tin

that va phai chon gi6i han theo bai toan.

Python

import torch
from torch import nn

from torch.nn.utils.rnn import pad_sequence

torch.set_num_threads(1)

torch.manval_seed(37)

PAD, UNK = 0, 1

sequences = [torch.tensor([2, 3]), torch.tensor([3]), torch.tensor([4, 2, 31)]
ids = pad_sequence(sequences, batch_first=True, padding_value=PAD)

valid_mask = ids.ne(PAD)

print(ids.tolist())

print(valid_mask.int().tolist())

print('lengths:', valid_mask.sum(dim=1).tolist())

KET QUA

[rz2, 3, el, [3, o, 01, [4, 2, 311
(1, 2, el, [1, 0, 01, [1, 1, 1]]
lengths: [2, 1, 3]

boc do dai 2,1, 3; chiéu bang 1a (3, 3) vi c6 ba mau va chudi dai nhit c6 ba token.
Tokenizer chi tiét 6 chuong 6; bai nay bat dau khi da co token ID. Index embedding phai

la s6 nguyén trong [0, V), khdng dugc chuin hoa ID bang mean/std nhu feature lién tuc.

V6i tokenizer ctia Hugging Face, padding=True dém t6i chudi dai nhat ctia batch, con
truncation=True, max_length=8 cit tru6c nhiing chudi dai hon 8: hai cau 5 va 11 token
déu thanh 8.
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ids (3, 3) mask = ids # PAD

do_thi dp PAD 1 1 0 dé dai 2
dp PAD PAD _— 1 0 0 doé dai1
toan d6_thi dp 1 1 1 do dai 3

bang rong bang cau dai nhat trong batch; 6 xam la PAD
Pad ba cau thanh bang (3, 3); tdng mdi hang ctia mask la d6 dai cau.
HOI NHANH
Mét batch gom ba cau dai 5, 12 va 7 token. Cau dai nhat ctia ca dataset c6 200

token. pad_sequence(..., batch_first=True) cho ra tensor shape gi, va c6 bao
nhiéu 6 PAD?

A (3, 12),12 6 PAD
B (12, 3),12 6 PAD
c (3, 12), khoéng luu 6 PAD nao

D (3, 200), 576 6 PAD

Mot bang embedding dat tay d€ nhin phép tinh

DPé moi phép tinh doc dugce bing mit, ta dat tay cac vector hai chiéu: do_thi [2, 0], dp
0, 4], toan [2, 2], UNK [1, 1], PAD [0, 0]. Trong model that, cac hang nay la tham s6 hoc tu
dir liéu. padding_idx=0 lam hai viéc: khai tao hang PAD bang 0 va chin gradient di vao
hang ay. Nhung n6 khong gitt hang PAD bang 0 mai: copy_ dudi day, hay nap mot
checkpoint, ghi de ca hang 0 bing ding gia tri dugc nap, nén sau khi nap can tu kiém
hang PAD.

Python
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table = torch.tensor([[0., 0.1, [1., 1.1, [2., 0.1, [0., 4.1, [2., 2.11)
embedding = nn.Embedding(5, 2, padding_idx=PAD)
with torch.no_grad():
embedding.weight.copy_(table)
vectors = embedding(ids)
print('shapes:', tuple(ids.shape), tuple(embedding.weight.shape), tuple(vectors.shape))
print(vectors[0].tolist())

KET QUA

shapes: (3, 3) (5, 2) (3, 3, 2)
[[2.0, 0.0], [0.0, 4.0], [0.0, 0.0]]

ids (B,L) tramdi 6 ra d s nén vectors la (B,L,d), & day (3,3,2). Cau dau gom hai
token va PAD; hang cudi vector 0 van la mét 6 trong tensor. Néu goi mean theo toan

chiéu L, phép chia sé tinh ca 6 d6 vao mau s6. D6 1a 16i du PAD vector da bang 0.

embedding.weight (5, 2) vectors[0] (3, 2)
0 PAD 0 0 2 0
1 UNK 1 1 ids0] = 2, 3, 0) 0 4
2 d6_thi 2 0 tra theo hang 0 0
3 dp 0 4
4 toan 2 2

ID la dia chi hang, khéng phai dé I16n

Mai token ID tra ra mét hang ctia bang embedding.

Pai lugng Shape Y nghia

ids (B,L) long ID tuing token

embedding.weight (v, d) float Bang tham sé

vectors (B,L,d) float Vector tung token

valid_mask (B,L) bool True la token that trong code bai nay
pooled (B, d) float Mot vector cho mbi chubi
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HOI NHANH

Input ID co6 shape (8, 12), embedding rong 16. Dau ra c6 shape gi?
(8, 16)
(12, 16)
(8, 16, 12)

(8, 12, 16)

HOI NHANH
Tao nn.Embedding(5, 2, padding_idx=0), roi nap mdt checkpoint c6 hang 0 bang
[0.3, -0.1]. Lookup mdt 6 PAD tra veé gi, va masked mean ciia bai con dang

khong?
[0, 6], masked mean van dung
[0, 8], masked mean sai theo
[0.3, -0.1], masked mean van dlng

[06.3, -0.1], masked mean sai theo

Masked mean giong dém phan tir hgp 1€

Muoén mdt vector cho ca chudi, cach baseline 1a trung binh cac token that. Goi m; ; bang

1 & token hogp 1€, 0 6 PAD, ta co

L
Dol M€

i
D i1 M

S;
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T s6 1a téng vector; mau s6 la s6 token that. Mask (B, L) can thém chiéu cudi thanh
(B,L,1) dé nhan véi vectors (B, L,d). Tong theo dim=1 gop do dai, gilt batch va dac
trung. K&t qua giong x ly truy van téng roi chia sé phan tir trong CP: mau s6 sai thi tdng

ding van cho dap an sai.

m vectors[0]

1 2 0 1 2 masked mean
S + 2 token that

1 0 4 _ 2 4

0 0 0 0.67 1.33 mean ngay tho

+ 30

Chia cho 2 token that ra (1, 2); chia cho ca 3 6 ra (0.67, 1.33).

Python

def masked_mean(vectors, valid_mask):
assert vectors.shape[:2] == valid_mask.shape
counts = valid_mask.sum(dim=1, keepdim=True)
if torch.any(counts == 0):
raise ValueError('M6i chubi cAn it nhat mdt token hgp 1&')
weighted = vectors * valid_mask.unsqueeze(-1)

return weighted.sum(dim=1) / counts

pooled = masked_mean(vectors, valid_mask)
print('masked:', [[round(v, 4) for v in row] for row in pooled.tolist()])

print('naive first:', [round(v, 4) for v in vectors.mean(dim=1)[0].tolist()])

KET QUA

masked: [[1.0, 2.0], [0.0, 4.0]1, [1.3333, 2.0]]
naive first: [0.6667, 1.3333]

Cau dau dung 1a ([2, 0] + [0,4])/2 = [1, 2], con mean ngay tho chia 3 cho [2/3,4/3]. Cau

chi dp van phai ra [0, 4] bat ké n6 dugc pad dai bao nhiéu. Cau thirba c6 ([2,2] + [2,0] +
0,4])/3 = [4/3,2]. Cac sd dy gitp kiém doc 1ap doan pooling.
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\
cau 1 (1, 2\ toan

\ cau 3 (1.33, 2)
\

mean ngay tha O \

Tinh ca PAD vao trung binh kéo diém vé phia goc.

HOI NHANH
Vector ctia PAD bang 0. Hai token thit c6 téng vector la (4, 6). Cau duge pad thém

hai PAD, va code lay mean trén ca bon vi tri, ra (1, 1.5). Sai & dau?
A O tu s6, vi hai PAD da cdng thém vao téng
8 O mau s6, vi chia cho 4 vi tri thay vi 2 token that
¢ G mask, vi mask chi can khi PAD mang ID am

D Khéng sai, vi PAD bang 0 nén mean nao ciing nhu nhau
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HOI NHANH
Trong masked_mean, mot ban bé keepdim=True, nén counts co shape (B, ). Chay v6i

hai cau dau cta bai, [2, 3]va [3], tiic B = d = 2, code khong bao 16i. Két qua 1a
gi?

counts = valid_mask.sum(dim=1) # shape (2,)
return weighted.sum(dim=1) / counts # (2,2) / (2,)

A [[2, 21, [0, 411, nhu ban dung
B [[1, 2], [0, 2]]

¢ Bao 16i broadcast, vi hai tensor khac s6 chiéu

o [[1, 41, [o, 4]]

Kiém bat bién khi thém PAD

Mot phép kiém co6 ¥ nghia la thém hai cot PAD va yéu cau vector pooling khong ddi. Pay
gidng kiém tinh bat bié€n ctia thuat toan khi thém phan tr ngoai mién truy van. Ta con
kiém dau vao réng: khong mudn chia 0, cting khong muén am tham tra vector 0 roi

nham thanh mot cau hgp 1€.

Python

extra_ids = torch.cat([ids, torch.zeros(len(ids), 2, dtype=torch.long)], dim=1)
extra_pooled = masked_mean(embedding(extra_ids), extra_ids.ne(PAD))
print('adding PAD changes nothing:', torch.allclose(pooled, extra_pooled))
try:
empty_ids = torch.zeros(1l, 3, dtype=torch.long)
masked_mean(embedding(empty_ids), empty_ids.ne(PAD))
except ValueError:

print('empty sequence rejected:', True)

KET QUA

adding PAD changes nothing: True

Al Canuc80k - Bai 3.8 - Embedding va di liéu chudi 9/24



empty sequence rejected: True

Hai dong True kiém hai diéu khac nhau: padding khong lam d6i két qua; chudi rong duge
x(r Iy rd rang. Bai that c6 thé quy dinh cau réng thanh mdt token dic biét EMPTY hoac
UNK, nhung quy tic phai ndm trong dataset va ap dung giong train/test. clamp_min(1)
c6 thé tranh chia 0 nhung khong tu giai thich y nghia cau réng.

HOI NHANH
Thay raise ValueError bing counts.clamp_min(1), roi chay trén mét cau toan

PAD. Chuyén gi xay ra?
A L&i chia cho 0, chuang trinh diing ngay & cau ay
8 Tra vé nan, loss thanh nan nén 16i 16 ra ngay
¢ Tra vé vector 0, roi tréi vao classifier nhu mét cau that

D Tra vé embedding cua UNK, vi cau réng |4 token la

Embedding ciing hoc biang backprop

Dé doc gradient bang mat, dit loss 1a téng moi thanh phan ctia cac vector lookup. Méi
lan token xuat hién, hang embedding cia n6 nhan gradient [1, 1]; cong qua céc vi tri ra

dung s6 lan dung. Hang PAD nhén 0 vi padding_idx.

Python

embedding.zero_grad(set_to_none=True)

embedding(ids).sum() .backward()

print('gradient rows:', embedding.weight.grad.tolist())

print('PAD has zero gradient:', embedding.weight.grad[PAD].eq(0).all().item())
classifier = nn.Linear(2, 2)

print('classifier logits shape:', tuple(classifier(pooled.detach()).shape))
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KET QUA

gradient rows: [[0.0, 0.0], [0.0, 0.0], [2.0, 2.0]1, [3.0, 3.0], [1.0, 1.0]]
PAD has zero gradient: True

classifier logits shape: (3, 2)

Token 2 xuat hién hai 1an, token 3 ba lan, token 4 mét 1an nén gradient cac hang tuong
tng la [2,2], 3, 3], [1, 1]. Hang UNK khong xudt hién nén nhan 0. Trong training that,
dung classifier(masked_mean(embedding(ids),mask)), loss nhan cau, backward va
optimizer; khong detach pooled néu muon embedding hoc cung classifier. Dong cudi &

day detach vi chi kiém shape va khong tiép tuc training.

Néu optimizer cé weight decay ap truc ti€p vao toan bang, hang PAD dugc nap khac 0 ¢
thé con doi theo decay du lookup khong tao gradient; hay kiém chinh sach weight va gitr
PAD bang 0 theo thiét k€. Khong danh dong “gradient PAD bang 0” v6i “moi co ché déu
khong bao gic thay PAD”.

Vay y nghia ciia vector dén tir dau? Tt muc tiéu hoc. Word2vec (skip-gram) la vi du kinh
dién: moi tir phai du doan cac tir ding quanh né trong van ban, khdong can nhan nao.
“BFS” va “DFS” thuong diing canh “duyét”, “dinh”, “d6_thi”, nén gradient day hai hang
embedding ctia chiing theo nhitng huéng giéng nhau va hai vector tré nén gan nhau, du
ID khong lién quan gi. Gan nhau & day nghia la duge dung trong ngir canh giong nhau,

chua chic la cung nghia.

Bang hoc cung classifier chi mang nhitng nét gitip phan loai; bang pretrained mang nét

chung ctia mét kho van ban 16n va thudng 1a diém khai dau tot khi di liéu train it.

Skip-gram véi clra s6 2 1dy moi cap (tu gitra, tir cach né khéng qua 2 vi tri): cau 5 tir co
24344+ 3+ 2 =14 cdp. Moi ttr chi c6 mdt vector, nén “bank” bé song va “bank” ngan
hang dung chung mot vector; embedding theo ngit canh & chuong 6 méi tach dugc hai

nghia.

Embedding tot c6 nhiing huéng gan nhu ¢ dinh: “vua” - “dan 6ng” + “phu nd” gan “nlt
hoang”; v6i gensim la wv.most_similar(positive=['vua', 'phy_n{'], negative=
['dan_dng']). Nhung gan nhau nghia la xuat hién trong ngi canh giéng nhau, nén

“néng” va “lanh” trai nghia van kha gan.
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HOI NHANH

V6i padding_idx=0 va loss 1a embedding(ids) .sum(), batch la ids = [[4, 4, 01,

[4, 2, 0]].Gradient cia hang 4 va ctia hang 0 1a gi?

A Hang 4 nhan [3, 3], hang O nhan [0,
8 Hang 4 nhédn [1, 11, hang O nhan [0,
t Hang 4 nhédn [2, 2], hang O nhan [0,
0 Hang 4 nhan [3, 31, hang O nhan [2,

Mean pooling mat thir tu

\

Mean ctia “d6_thi dp” va “dp d6_thi” bang nhau. Ta ddi vi tri va kiém:
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Python

pair = torch.tensor([[2, 3], [3, 211)
pair_vectors = masked_mean(embedding(pair), pair.ne(PAD))

print('same after swapping:', torch.allclose(pair_vectors[0], pair_vectors[1]))

KET QUA

same after swapping: True

Phép cong giao hoan nén mean pooling mat thi tu. N6 la baseline t6t khi nhan phu
thudc chi yéu vao tap tir (cht dé, tir khoa), nhung khong dia khi “A thang B” khac “B
thang A”.

Mudn phan biét, token phai tuong tac véi vi tri trude khi pooling: RNN & muc sau doc
lan lugt tiing token; self-attention kém thong tin vi tri & bai 3.9 cho moi token nhin
nhau. Chi cong vector vi tri (positional encoding) roi 1dy mean ngay van chua di: téng
vector token va téng vector vi tri déu khong déi khi hoan vi token trong cting cac slot.
Self-attention khong c¢6 tin hiéu vi tri réi mean cudi cling gilr tinh bat bién hoan vi.

Embedding riéng chi gan vector cho token, chua cho token biét ngir canh cau.

HOI NHANH
Cong mot vector vi tri p; vao embedding cta token & vi tri ¢, roi 1dy mean ngay. Hai

cau “A thang B” va “B thang A” cho ra biéu dién thé nao?
A Khéac nhau, vi gid méi token mang theo vi tri ctia n6
8 Gidéng nhau, vi tdng cac token va téng cac vi tri déu khéng doi
¢t Khac nhau, vi A va B mang hai ID khac nhau

D Giébng nhau, nhung chi khi vector clia A va B trung nhau
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RNN doc theo thir ty, nhung phai dung ding cho

Recurrent neural network (RNN) doc chudi nhu mét vong 1ap cé trang thai, giong duyét
mang va cip nhit mot bién tich lily trong CP. Vi vector token x; va trang thai an
(hidden state) h;_;:

ht = tanh (W;Ehxt + Whhht—l + b), h() = 0.

W, c6 shape (H,d), Wy, shape (H,H), dung chung cho moi bu6c nén mot RNN nhan
chudi dai bao nhiéu ciing dugc. Trang thai sau token cudi la mdt ban tom tat céd thir tu:
d6i chd hai token 1a ddi thir tu cap nhat, két qua khac. Vi vay RNN va LSTM khong can

ma hoa vi tri nhu Transformer & bai 3.9.

nn.RNN ctia PyTorch luu hai bias bias_ih, bias_hh (t6ng cia chting dong vai b), nén véi
d=2,H=3c63-2+3-3+ 3+ 3=21tham so.

Véi batch da pad, RNN van chay qua moi cot. O PAD cé vector 0 nhung budc cap nhat
van la tanh(Wpxrh:—1 + b), nén trang thai ti€p tuc déi. Poc cot cudi outputs[:, -1]la
doc trang thai sau cac PAD. Code dudi so cOt cudi v6i trang thai tai token that cudi cung
(chi sd lengths-1), va vGi pack_padded_sequence, cach PyTorch cho RNN bd han cac
buéce PAD.

Python

from torch.nn.utils.rnn import pack_padded_sequence

torch.manual_seed(38)

rnn = nn.RNN(input_size=2, hidden_size=3, batch_first=True)

print('RNN parameters:', sum(p.numel() for p in rnn.parameters()))

with torch.no_grad():
outputs, _ = rnn(vectors) # (B, L, H): trang thai sau tung cot
lengths = valid_mask.sum(dim=1)
last_column = outputs[:, -1] # cot cudi, c6 thé nam sau PAD
last_valid = outputs[torch.arange(len(ids)), lengths - 1]
packed = pack_padded_sequence(vectors, lengths, batch_first=True, enforce_sorted=False)
_, h_packed = rnn(packed) # (1, B, H): diung & token that cudi
swapped = rnn(embedding(pair))[0][:, -1]

print('outputs shape:', tuple(outputs.shape))

print('last column is last token:', torch.isclose(last_column,
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last_valid).all(dim=1).tolist())
print('gather matches packed:', torch.allclose(last_valid, h_packed[0]))
print('RNN same after swapping:', torch.allclose(swapped[0], swapped[1]))

KET QUA

RNN parameters: 21

outputs shape: (3, 3, 3)

last column is last token: [False, False, Truel
gather matches packed: True

RNN same after swapping: False
Dong [False, False, Truel cho thay chicau thirba, cdu khong c6 PAD, c6 cot cudi
dang 1a token that cudi. Hai cau kia néu doc cdt cudi sé nhan trang thai da di qua mot
hodac hai PAD; model van train dugc, nhung biéu dién phu thudc lugng PAD, ding 16i ma

masked mean da tranh. Lay theo lengths-1 khép véi ban packed. Dong cudi xac nhin

RNN phan biét “d6_thi dp” v6i “dp do_thi”, diéu mean pooling khong lam dugc.

lengths - 1 outputs[:, -1]

v v

he = 0 @ @ @ van déi qua PAD
! ! !
dp PAD PAD

CAu dai 1: can doc h;, con h; da bi hai buéc PAD lam ddéi.

Al Canuc80k - Bai 3.8 - Embedding va di liéu chudi 15/24



HOI NHANH
Phan loai cdu bang RNN véi batch_first=True, batch dugc pad bén phai. boi A 14y
outputs[:, -11, doi B 14y outputs[i, lengths[i]-1]. Validation ctia d6i A thip

hon, va con déi khi xao lai cac batch. Vi sao?
A A doc trang thai da chay qua PAD, ma lugng PAD dbi theo batch
B A doc trang thai & dau chubi, khi chua thay cac token sau
¢ B doc nham PAD, vi lengths dém ca token dac biét

D Hai cach nhu nhau, vi vector PAD bang 0 6 moi budc

Chubi dai: gradient tat dan va LSTM

RNN nhin dugc ca chubi vé ly thuyét, nhung c6 hoc dugc quan hé xa hay khong la
chuyén gradient. Trai theo L buéc, RNN la mot mang sau L 16p dung chung Wy, nén
gap dung hién tugng gradient tat dan ctia bai 3.3, chi la theo chiéu thai gian.

Pao ham ciia trang thai cudi hy theo token thtr ¢ di qua L — ¢ bu6c, mdi buéc nhan mot
ma trin Jacobian gom Wy, va dao ham tanh (khdng qua 1). Véi s6 vo huéng hy =

whi 1 + x4, ta cd Ohy /Ox; = wr~t: |w| < 1 thi tat theo cdp s6 nhan (vanishing gradient),
|w| > 1 thi bung nd (exploding gradient). Do trén RNN ctia muc truéc v6i mot chubi

ngau nhién dai 40:

Python

torch.manual_seed(0)
long_x = torch.randn(1l, 40, 2, requires_grad=True)
_, h_end = rnn(long_x)
h_end.sum() .backward()
grad_norm = long_x.grad[0].norm(dim=1) # d6 16n gradient theo tUng token
for t in [40, 30, 20, 10, 1]:
print(f'token {t:2d}: {grad_norm[t - 1].item():.le}")

Al Canuc80k - Bai 3.8 - Embedding va di liéu chudi 16/24



KET QUA

token 40: 4.5e-01
token 30: 1.3e-03
token 20: 8.4e-06
token 10: 1.9e-08
token 1: 1.9e-10

Token cudi nhan gradient ¢& 0.45, token thir 30 con 1.3 - 1073, token dau chi 1.9 - 10719
cr mudi budc, gradient gidm hai dé€n ba bac. Néu nhan phu thudc vai token & dau mot
chubi dai, tin hiéu stia trong sd theo cac token dy gan nhu bang 0. Pay la 1y do chinh
khién RNN “quén” dau chudi: trang thai cé thé da chd chira diéu can nhé, nhung
gradient qua nhd dé€ day model gitt lai n6. Tang hidden size khong bo dugc phép nhan
lap.

Chiéu ngugc lai, gradient bung nd, dugc chian bing gradient clipping (bai 3.7 dung no
cung GradScaler). Clip theo chuan gilt huéng: gradient (3, 4) c6 chuan 5, max_norm=1 cho
(0.6, 0.8); clip theo gia tri vé [—1, 1] cho (1, 1), dGi ca huéng.

Iahao/ax.|
10° 0.45
1072

107
107°
1078

10710

1 10 20 30 40
vi tri token t

Gradient vé cac token dau giam hai, ba baAc méi mudi buée.

LSTM (long short-term memory) stta ngay trén dudong di cta gradient. Ngoai h;, LSTM

gitt mot cell state cap nhat biang phép cdng c6 cong:
¢t =fOc1+1 O ¢,

v6i forget gate f; va input gate i; nam trong (0, 1), do mang tu hoc tur x; va hy_1; &; 1a ndi

dung méi dé xuit. Pudng truc tié€p tir ¢;_; téi ¢; chi nhén véi f;: khi cdng quén gan 1,
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gradient di qua nhiéu buéc ma khong bi nhan nho dan, cung ¥ véi két noi residual & bai

3.9. GRU la bién thé gon hon cung ¥ tudng.

LSTM c6 bon khoi (ba cong va ndi dung méi), moéi khoi H(d + H) trong s6 va hai bias H:
nn.LSTM(64, 128) c64-128-192 + 8- 128 = 99 328 tham s6. Trong PyTorch, nn.LSTM
goi giong hét nn.RNN, ké ca véi pack_padded_sequence; chi khac la trang thai cudi tra vé

dang cap (h_n, c_n).

C6ng gitip nhé xa hon nhung van di tuan tu tiing budc; attention & bai 3.9 ndi thang moi

cdp vi tri.
x f \/_\ x f - f = 1: gradient di qua
Ca > C:2 >| Cs —_— > A N
/! U /! gan nguyén ven
+1i0O¢ +1Q0O¢E

dudng cell state chi nhan véi céng quén, khéng nhan W_hh va tanh’ méi budc

Cell state chi nhéan v6i c6ng quén f, nén gradient di xa ma khong tat.
HOI NHANH

RNN mét chiéu s6 hy = w h;_1 + x;, chudi dai 30. Pao ham dhsy/dz; bang bao
nhiéu khi w = 0.5, va khi w = 1.5?

A 0.5-29=14.5val.5-29 =43.5
8 Bang 1va8i moi w, vi z; cdng thdng vao trang thai
¢ Khoang 9.3-10"va1.9-10°

D Khoang1.9-10°va1.3-10°
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Khi di thi

o Luu vocabulary, PAD, UNK va dé dai toi da cung checkpoint; ltac suy luan phai dung
dung cac quy udc ay.

» Chay baseline masked mean cOng linear trudc khi thit RNN hay Transformer.

o Thém vai cdt PAD vao mot batch: bi€u dién phai gilt nguyén.

Tém tit
» Embedding tra moéi ID ra mét vector hoc dugce: (B, L) thanh (B, L, d).

» Padding tao bang chir nhat; mask danh dau token thit dé pooling va attention bé qua
PAD.

» Masked mean chia cho s6 token that; thém PAD khong dugc lam déi két qua. Chudi

rong can mot quy tac ro.

» Mean pooling bé thit tu. RNN giir tht ty, nhung phai doc trang thai tai token that

cuoi; trén chudi dai gradient tat dan, LSTM gidm b6t bing cell state ¢6 cdng.
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Kiém tra cuoi bai

CAU 1
Vocabulary c¢6 20 000 tu. Néu mdi tir duge biéu dién biang one-hot, cosine
similarity gitra “gi6i” va “xudt_sac” bang bao nhiéu, va mot embedding dense da

hoc thi khac & ché nao?

Cosine bang 0 nhu moi cap tu, con embedding dense da hoc c6 thé dat hai tif gan
nhau

Cosine bang 1 vi hai tif cung nghia, con embedding dense chi gilp tiét kiém bd nhd

Cosine bang 0.5 vi hai vector cung dé dai, con embedding dense luén cho cosine
bang 1

Cosine tuy ID cua hai tif, con embedding dense bé dugc nhu ciu phai cé vocabulary

PHONG THEO ) NOAI 2026 Singapore - Vong sd loai - Cau 217

CAU 2
Train word2vec (skip-gram) tir mot bang ngau nhién, trén nhiéu bai tuéng thuit

bong da. Train xong, cosine gitta “thdng” va “thua” rat cao. Giai thich nao dung?
Train bi 16i, vi skip-gram phai day hai tU trai nghia ra xa nhau
Hai tif c6 ID ké nhau, nén khai tao da dat chung gan nhau
Muc tiéu 1 doan céc tU xung quanh, ma hai tif nay cé ngit canh rat giéng nhau

Skip-gram hoc theo nhan chi dé, va ca hai tif cing nhan thé thao

PHONG THEO ) NOAI 2026 Singapore - Vong sd loai - Cau 218
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CAu 3

Trong cac bai toan sau, bai nao it can mot mé hinh chudi nhu RNN nhat?
Nhan dang IGi n6i tt mét doan ghi am
Ggai y sua chinh ta trong luc dang goé phim
Sang tac tiép mot doan nhac theo tiing nét

Nhan dién khudén mat tt mét anh chup

PHONG THEO ) CMU 10-601 - Exam 3 Practice - Q1.5

CAuU 4
UNK la token that nhung chua cé trong vocabulary, con PAD chi d€ ghép batch. Khi
masked mean bo qua PAD, thi UNK nén dugc xi Iy thé nao?

B& ca UNK, vi ca hai déu khéng mang ndi dung chif cu thé

Gilt UNK nhu mot token that, c6 hang embedding riéng

P6i UNK thanh PAD, nhung van 13y sé token goc lam mau sb

Bd UNK khdi ti s6, nhung van dém nd & mau sb
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CAU 5

Ba bién thé RNN, bo bias, v6i trang thai s; € R™ va dau vao x; € R% (1) s; =
f(WssStfl + Wsa:xt)- (2) St = f(Wss:l: [Stfl; xt]): vGi Wssx co Shape m X (m + d) (3)
st = f(Wsssi_1) + f(Wexy). V6i f = tanh, cau nao dung?

Ca ba luén tuong ducong, véi moi ham f
(1) va (2) tuong duong, Vi Ws, = [Wss Wi,]
(1) va (3) tuang duong, vi tanh 1a ham lé

Khéng cdp nao tudng duang, khi f 1a ham phi tuyén

PHONG THEO ) MIT 6.036 - Final, Spring 2022 - Q9(a)

CAU 6
Mot RNN thuong phan loai cac review dai khoang 400 token. Nhan thudng do cau
dau quyét dinh, kiéu “Khong nén mua: ..., nhung model chi hoc dugc tin hiéu tir vai

chuc token cu6i. Nguyén nhan chinh la gi, va stra theo huéng nao?

Gradient vé t8i token dau bi tdt dan qua nhiéu budc, nén dung LSTM, GRU hoac
attention

Trang thai 4n qua nho dé chita 400 token, nén ting hidden size 1&n gap bén
DU liéu 1éch vé cac token gan cudi, nén can bang lai s6 mau cua tiing nhan

Learning rate qua nho cho token dau, nén tang riéng learning rate ciia embedding

PHONG THEO ) CMU 10-601 - Exam 3 Practice - Q2.3
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CAu 7
Model chi nhan t6i da 512 token. Bai luin trong dit liéu dai trung binh 1000 token,
va diém phu thudc nhiéu vao phan két luan & cudi. Cach cat mac dinh gitr 512 token

dau. Nén lam thé nao?
Gilr 512 token dau, vi m& bai luén chita y chinh
B& gidi han, pad moi bai 1én 1000 token cho khoi mat théng tin
Chia bai thanh cac doan khéng qua 512 token, du doan tiing doan réi gop lai

Giam max_len xuéng 256 cho batch I18n hon va train nhanh hon

PHONG THEO ) CMU 10-601 - Exam 3 Practice - Q2.2

CAu 8
Optimizer chtra cd embedding lan classifier, nhung code goi
classifier(pooled.detach()) trudc khi tinh loss. Muén embedding hoc dugc tur

loss phan loai, phai stra gi?
Bo6 detach, dé gradient di qua budc gdp vé téi embedding
Gilr detach, tang learning rate riéng cho embedding
Gilr detach, goi thém model.train() trudc khi tinh loss

Chi zero_grad cho classifier, gilf lai gradient cua embedding

Al Canuc80k - Bai 3.8 - Embedding va di liéu chudi 23/24


https://www.cs.cmu.edu/~mgormley/courses/10601/handout/exam3_practice_problems.pdf#page=10

CAuU 9
nn.Embedding (10000, 64) ndivdinn.RNN(64, 128), mot 16p, co bias nhu méac dinh.
Tong s6 tham s6 1a bao nhiéu?

A 24832

B 656 640

C 664704

D 664832
cAu 10

Dé outputs[:, -1]1udn roi vao token thit, mot doi d6i sang pad bén trai: cau “dp”
thanh [0, 0, 3]. RNN co bias khac 0, va hy = 0. Kiém tinh khong dé6i khi thém PAD
thi cho két qua gi?

A Dat, vi PAD c6 vector 0 nén cac budc dau gith = 0
8 Khéng dat, vi hai budc PAD da lam déi h trudc khi gép “dp”
¢ Dat, vi cot cudi la token that nén moi PAD déu bi bd qua

0 Khdng dat, vi pad bén trai lam dao thu tu cac token that

Poc thém

PyTorch 2.9 — Embedding: tra padding_idx, shape va cach cap nhat hang embedding.
e PyTorch 2.9 — pad_sequence: doc batch_first va padding d€ tu ghép chubi.
« D2L — Word Embedding: xem vi sao muc tiéu hoc tao quan hé gitra cac vector token.

e PyTorch 2.9 — pack_padded_sequence: doc lengths, enforce_sorted va cach RNN bo cac
buéc PAD.

» D2L — Long Short-Term Memory: cac c6ng ctia LSTM, viét tir dau roi doi chi€u véi nn. LSTM.
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https://docs.pytorch.org/docs/2.9/generated/torch.nn.Embedding.html
https://docs.pytorch.org/docs/2.9/generated/torch.nn.utils.rnn.pad_sequence.html
https://d2l.ai/chapter_natural-language-processing-pretraining/word2vec.html
https://docs.pytorch.org/docs/2.9/generated/torch.nn.utils.rnn.pack_padded_sequence.html
https://d2l.ai/chapter_recurrent-modern/lstm.html

