Huan luyén trén GPU

Trac nghiém & Thuc hanh Y PDF bai

GPU tinh phép nhan ma trdn nhanh hon CPU nhiéu lan, nén mang neural
thuong dugce huan luyén trén GPU. Bai nay hoc cach dua model va dir liéu 1én
GPU, do thai gian va bd nhg, va x Iy cac 16i hay gap: hé€t bo nhg, loss thanh
NaN, bo nhé tang dan vi gitr lai graph tinh toan khdng can. Cudi bai la cach ude
lugng mot lan hudn luyén méat bao 1au, dé biét c6 chay xong trong thai gian cho

phép khong.

MUC TIEU

Kiém code bing cach cho model hoc thudc mot batch.
Tim nguon 16i shape, dtype, device va NaN.

Ué6c lugng bo nho; xir Iy hét bd nhé bang batch nho, gradient accumulation, mixed

precision.

Do thai gian va bo nhé trén GPU.

Chua can GPU @é kiém mang biét hoc

Overfit mdt batch nghia la ¢d y hoc lai mdt nhom rat nho nhiéu lan. Véi dir liéu khong co
nhan mau thuan va mang dua capacity, train loss thuong c6 thé giam rat sau. Néu chua
lam dugc, ding voi tang dataset: ¢6 thé loss ghép sai, nhan léch mau, optimizer thiéu

tham s6 hodc graph bj cit. Pay la kiém siic khoe pipeline, khong phai diém validation.

Ta dung bén goc ctia mdt hinh vudng, nhan theo dau toa do thir nhat. Tat dropout,

khong augmentation d€ muc tiéu 6n dinh. Mang nho va seed c6 dinh chay CPU:

Python

import torch

from torch import nn

torch.set_num_threads(1)

torch.manual_seed(31)
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xb
yb
model = nn.Sequential(nn.Linear(2, 8), nn.ReLU(), nn.Linear(8, 2))

torch.tensor([[-1., -21.]1, [-21., 1.1, [2., -21.1, [1., 1.1D)
torch.tensor ([0, 0, 1, 1], dtype=torch.long)

optimizer = torch.optim.Adam(model.parameters(), 1r=.05)
criterion = nn.CrossEntropyLoss()
initial_loss = criterion(model(xb), yb).item()
for step in range(100):
model.train()
optimizer.zero_grad(set_to_none=True)
logits = model(xb)
assert logits.shape == (4, 2)
loss = criterion(logits, yb)
assert torch.isfinite(loss)
loss.backward()
assert all(p.grad is not None and torch.isfinite(p.grad).all()
for p in model.parameters())
optimizer.step()
model.eval()
with torch.no_grad():
final_logits = model(xh)
final_loss = criterion(final_logits, yb).item()
accuracy = (final_logits.argmax(dim=1) == yb).float().mean().item()
print('loss:', round(initial_loss, 6), '->', round(final_loss, 6))

print('one-batch accuracy:', accuracy)

Doc loss dau/cudi va accuracy trén cung bén mau da hoc. Accuracy 1 day chi xac nhan
model c6 thé kh6p nhom nho; né khong chiing minh kha nang du doan mau chua thay.

Kiém grad is not None thich hgp v4i mang nay vi moi tham s6 tham gia forward. Model
c6 nhanh diéu kién hoac tham sd dong bang can kiém theo thiét k&, khong bat moi tham

s6 déu co gradient.

—————————————————————————————————————————————————————————— In 2: doan déu

5.4e-05
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budc trén clung 4 mau

Hoc thudc mot batch: loss vé gan 0 1a cac bu6e da noi dung.
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budc 0: loss 2.4, dung 1/16 budc 20: loss 0.53, dung 16/16  budc 50: loss 0.038, dung 16/16 budc 200: loss 0.0024, dung
16/16

Hoc thudc mot batch 16 anh: loss vé gan 0, ¢a 16 anh doan dung.

HOI NHANH
Sau 100 budc trén bon mau, loss giam tir 0.776 xuéng 5.4e-05, va accuracy bang 1.0.
Ta két luan dugc gi?

A Model sé dat accuracy cao trén tap validation
8 C6 thé bo validation, vi loss da gan béng 0
¢ Forward, loss, backward va budc cap nhat da dugc néi dung

D Learning rate 0.05 clng sé hgp véi di liéu that

HOI NHANH
Thtr cho model hoc thudc 16 anh ctia mot bai 10 16p. Loss dliing yén & 2.3026 suot
200 budc, accuracy cting khong déi. Nén kiém gi tru6e?

A Thém dit liéu, vi 16 anh 1a qua it dé hoc
8 Optimizer c6 ndm dung tham sé khéng, va c6 goi step() khéng
¢ Tang dropout dé model bét hoc thudc batch

D Giam batch xuéng 1 cho gradient ré han
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Tim 16i theo diém xuat hién dau tién

Khi pipeline khéng hoc hoac bao 16i, ta 1an ngugc t6i cho sai dau tién thay vi va chd triéu

ching 10 ra:

» Shape: in shape ctia input, logits va target, goi tén ting chiéu (batch, 16p, dac trung)
chir khong chi dém s6 chiéu.

» Dtype: target ctia cross-entropy la chi s6 16p ki€u long, con target ctia BCE la s
thuc.

» Device: model va moi tensor di vao cing mot phép phai ndm cung noi.

¢ NaN: kiém lan lugt input, activation, logits, loss réi gradient dé tim phép dau tién tao
gia tri khong hiru han; torch.isfinite phat hién ca NaN lan v6 cung. Mot nan & cudi

c6 thé bat dau tir mot phép chia cho 0 rat sém.

Co thé bat torch.autograd.detect_anomaly() trén vai buc ki€ém dé thu vién hé trg truy

dau backward; n6 chdm nén khong ding trong moi lugt do.

Néu loss hitu han nhung gradient nd, giam learning rate chua chic chita dugc phép dao
ham khong 6n dinh: kiém log, chia va can bic hai tai mién khong hop 1€. torch.where van
14y dao ham ca nhanh khong duge chon: torch.where(x > 0, x.sqrt(), 0) véiz = —1
c6 sqrt(-1) l1a NaN, va NaN nhan 0 trong backward vén la NaN; kep dau vao truéc khi

1ay can. Néu gradient bang None, kiém detach/no_grad hodc tham s6 chua dugce dung.

D€ minh hoa cach khoanh viing ma khéng gy training nd, ta kiém mot dau vao 16i:

Python

bad_input = torch.tensor([[1., float('nan')], [2., 3.11)
finite_rows = torch.isfinite(bad_input).all(dim=1)
print('finite rows:', finite_rows.tolist())

print('bad row indices:', (~finite_rows).nonzero(as_tuple=True)[0].tolist())
Hang dau sai ngay tir input; ddi optimizer khong stra dugce di liéu dy. Tuy bai, ta can diéu

tra nguon, dién thi€u bang thong ké train hodc loai dong theo quy dinh di liéu; khong

tuy tién thay moi NaN thanh 0 rdi coi pipeline da ding.
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Li device thudng hién ra & dong khac véi chd gay ra nd. Model da chuyén 1én GPU,

input cting da chuyén, nhung mot tensor khac tao trong vong lap (target, mask, trong s6

16p) vdn nam & CPU; phép dau tién cham t6i n6 méi bao 16:i.

xb model logits loss X
GPU GPU GPU

{ \
forward chay ém; 16i chi hién & phép dau tién cham yb i yb E
\ )

e —————-—-—-—-——

Target con 6 CPU nén 16i device hién ra & dong tinh loss.

HOI NHANH
Pa goi model.to('cuda') vaxb = xb.to('cuda'). Forward chay dugc, nhung dong
loss = criterion(logits, yb) bao cac tensor khong ndm trén cung thiét bi. Vi

sao?
A Model méilén GPU mét phan, phai goi lai . to
8 yb van 8 CPU, phai chuyén né sang cung thiét bi
¢ Loss phaitinh 8 CPU, nén dua logits vé CPU

D yb phai déi sang float cho khdp vdi logits
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HOI NHANH
Logits co6 shape (4, 3),targettaobéngtorch.tensor([@., 2., 1., 1.D.
nn.CrossEntropyLoss() bao expected scalar type Long but found Float. Stra

thé nao?
A Déi logits sang .1long() cho cung kiéu
B Dbiloss sang BCEWithLogitsLoss
¢ Tao target kiéu long, chang han bang .1long()

D Pua target vé shape (4, 3) bang .view

B6 nhé ¢6 nhiéu phan
Mot tham so FP32 chi€ém 4 byte. Training con c6 gradient, va Adam gitr hai moment cung

thang FP32. Chi cac phan nay da khoang 4P + 4P + 8P = 16 P byte cho P tham s0,

chua tinh activation, batch input va vang nhé tam.

Da6i ra con s6: 1 triéu tham s6 FP32 1a 4 MB. Bang embedding 100 000 ttr, mdi vector 300
chiéu FP32, 1a 120 MB.

Activation phai gitr lai vi backward can chung (bai 3.2); suy ludn khong c6 backward nén
dung xong la bo. Méi anh tao 1 triéu gia tri 6 moi 16p, 50 16p, batch 64, FP32 da la 64 -
50 - 10° - 4 byte ~ 12.8 GB.

Gradient checkpointing chi luu dau ra ctia vai 16p roi tinh lai phan gitra khi backward, ddi
thém mot lugt forward 18y b nhé: 100 16p chia 10 doan thi chi gitr ¢ 10 diém luu cong
10 16p cta doan dang tinh lai, thay vi 100.
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SGD 6 Ve 8 B

SGD momentum 8 Ve % 12 B

Adam 8 Ve m Y, 16 B
méi 6 4 byte (FP32), tinh cho mét tham sé; activation tinh riéng

S6 byte cho méi tham s6 FP32: SGD 8, SGD momentum 12, Adam 16.

Python

parameter_count = sum(p.numel() for p in model.parameters())

weight_bytes = sum(p.numel() * p.element_size() for p in model.parameters())
print('parameters:', parameter_count)

print('weight bytes:', weight_bytes)

print('FP32 Adam parameter-state estimate:', 16 * parameter_count, 'bytes')
B, heads, L = 16, 8, 1024

score_bytes = B x heads * L * L x 4

print('materialized attention scores:', score_bytes // 2%%20, 'MiB')

Mang 42 tham s6 rat nho, nhung mot tensor attention score (bai 3.9) gia dinh
(16,8,1024,1024) FP32 da la 512 MiB. Dong d6 chi tinh kich thuéce, khong cap phat

tensor ay. Binh phuong do6 dai chinh 1a O(L?) quen thudc ctia thuét toan duyét moi cap.

Kernel attention t6i uu (nhu FlashAttention) tinh theo tung khai va khong dung toan bd

bang score, nén 512 MiB la chi phi ctia cach cai thang, khong phai ctia moi kernel.

score (16, 8, L, L) FP32: L giam mét nira, bd nhé giam bén 1an

Bo nhé ciia attention score ti 1€ vi L2: gap doi L, gap bon bo nhé.
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HOI NHANH
Dbéi Adam sang SGD c6 momentum, tirc mdi tham s gitr mot buffer van téc, va van
dung FP32. Phan weight, gradient va trang thai optimizer con khoang bao nhiéu

byte cho mo6i tham s6?

A 4
B 8
c 12
D 16

Giam batch thi khong phai phan nao cling giam theo. Véi MLP, weight khong ddi khi
giam batch 64 xudng 32; activation dang (B, h) thudng gidm khodng mot nita. Gradient
va optimizer state cling khong giam vi s6 tham s6 gilt nguyén. Vi vy dinh bd nhé GPU

(VRAM) khong giam ding mot niia.

Véi attention dung toan bd bang score, gidm do dai 1024 xudng 512 lam riéng score gidm
bon lan: tensor (16,8,512,512) FP32 chicon 16 - 8 - 5122 - 4 byte = 128 MiB thay vi 512
MiB, trong khi trong s git nguyén.

HOI NHANH
Giam batch size di mot ntra, gitr nguyén kié€n trac va optimizer. Phan bo nhé nao

giam theo, trong khi weights van ding yén?
A Input va activation cua batch
8 Moi phan cung giam dung mot nira
C Weights va hai moment cua Adam

0D Chibd nhd dém cua allocator
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Hét bo nhé: microbatch va gradient accumulation

Loi CUDA out of memory (OOM) nghia la khong xin dugc thém ving nhé cho tensor ké
ti€p. Cach sira tryc ti€p la gidm phan 16n nhat: batch, do dai chudi, kich thuée anh hodc
do rong mang. torch.cuda.empty_cache() chi tré lai phan cache chua dugc tensor nao

dung; n6 khong gidi phong tensor con duge tham chiéu.

Nguon ro hay gap la gilt tensor loss qua cac step, nhu history.append(loss) hay total
= total + loss: moiloss kéo theo graph cta step d6. Néu vong validation vira quén
torch.no_grad() vua giit loss nhu vy, backward khong bao gi¢ chay nén moi graph con
nguyén cac activation da luu, va b nhé tang theo tiing batch. Metric nén luu bang

loss.item(). Sau khi sitta OOM, khéi dong lai tién trinh dé b trang thai ca.

Giam batch lam gradient nhiéu hon va déi ddong hoc huan luyén. Mudn gitt batch hiéu
dung (effective batch) c, ta chia batch thanh k£ microbatch, goi backward() cho tung
microbatch va chi goi optimizer.step() sau k lan. PyTorch cdng gradient vao .grad qua
cac lan backward; loss mac dinh lai 1a trung binh trong batch, nén méi loss microbatch
phai chia cho & thi téng méi bang gradient trung binh ctia ca batch. Thi nghiém dudi so

gradient cia mot batch 32 mau véi bon microbatch 8 mau, cé va khong chia loss:

Python

torch.manual_seed(7)
X_acc = torch.randn(32, 2)
y_acc = (X_acc[:, 0] > 8).long()

net = nn.Sequential(nn.Linear(2, 8), nn.ReLU(), nn.Linear(8, 2))

def gradient_vector(module):

return torch.cat([p.grad.flatten() for p in module.parameters()])

net.zero_grad(set_to_none=True)
criterion(net(X_acc), y_acc).backward() # cad batch 32 mdu mot 1an

full_grad = gradient_vector(net).clone()

accumulation_steps = 4

for divide_loss in (True, False):
net.zero_grad(set_to_none=True)
x_parts = X_acc.chunk(accumulation_steps)
y_parts = y_acc.chunk(accumulation_steps)

for x_part, y_part in zip(x_parts, y_parts):
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micro_loss = criterion(net(x_part), y_part) # moi microbatch 8 mau
if divide_Tloss:
micro_loss = micro_loss / accumulation_steps

micro_loss.backward() # .grad cdng don qua cac 1an backward
accumulated = gradient_vector(net)
ratio = (accumulated.norm() / full_grad.norm()).item()
print('divide by 4:', divide_loss, '| norm ratio:', round(ratio, 4),

'"| matches full batch:', torch.allclose(accumulated, full_grad, atol=1e-6))

Khi chia loss cho 4, gradient cdng don trung gradient ctia batch 32 t6i sai s6 lam tron.

Khoéng chia, gradient 16n gap dung 4 lan: véi SGD, diéu do tuong duong 1dng 1€ nhan

learning rate v6i 4. Phép tring can hai diéu kién:

» Cac microbatch phai bang nhau; microbatch cudi thi€u mau thi phai chia theo s6
mau that.

» Mang khong c6 16p tinh thong ké theo batch: BatchNorm chuén héa theo tung

microbatch 8 mau, nén accumulation khéng tai tao dugc théng ké ciia batch 32.

B6 nhé activation chi con ¢d mot microbatch, con weight, gradient va trang thai

optimizer gilt nguyén. Moi optimizer step ton k lugt forward /backward noi ti€p, nén

accumulation tiét kiém bd nhé chir khong tang téc. S lan cap nhéat chia cho k: 50 000

mau, batch 128 ¢6 390 batch dit méi epoch, 10 epoch v6i k = 4 cho 975 lan step.

8 mau 8 mau 8 mau 8 mau chia 4: ti 18 1.0
i i i i khong chia: 4.0
so vdi gradient batch 32
loss / 4 loss / 4 loss / 4 loss / 4
backward backward backward backward

!

.grad cong don — > step x 1

Bon microbatch 8 mau céng don gradient, roi step mdt 1an nhu batch 32.
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HOI NHANH
Batch 64 bi OOM, batch 16 thi chay dugc. Ta dung accumulation 4 microbatch, moi
microbatch 16 mau, trén 6400 mau train. M6i epoch ¢6 bao nhiéu lan backward ()

va bao nhiéu 1an optimizer.step()?
A 100 lan backward, 100 Ian step
B 400 lan backward, 400 I1an step
¢ 100 Ian backward, 400 Ian step

D 400 lan backward, 100 Ian step

Mixed precision la lua chon s6 hoc

Mixed precision dung kiéu sd it bit hon (FP16, 2 byte) cho nhitng phép chiu dugc va gitr
nhitng phép nhay & FP32. autocast chon dtype theo tung phép: nhan ma tran va
convolution chay FP16, con softmax, log, exp, phép téng va phan 16n ham loss gitt FP32.
Model khong bi ép toan bo thanh FP16, va ban trong s6 ma optimizer cip nhit van la
FP32.

Loi ich 1a nhiéu activation chi con 2 byte thay vi 4, va Tensor Core ctia GPU chay phép

FP16 nhanh hon nhiéu. Cai gia la FP16 chi biéu dién dugc mot khoang sd hep.

Gradient & nhiéu 16p rat nhd. FP16 khong biéu dién dugc s6 duong nhd hon khoang 6 -
1078, nén mot gradient c¢& 108 bi lam tron vé 0. GradScaler nhan loss véi mot hé s6 16n
(mic dinh khaéi dau 216 = 65 536) tru6c backward; theo quy tac chudi, moi gradient cling
dugc nhan theo, roi dugce chia lai tru6e khi optimizer cip nhat. Phép thir trén CPU cho
thay co ché:

Python
tiny_grad = torch.tensor(le-8)

scale = 65536.0
print('FP16 of 1e-8:', tiny_grad.half().item())
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scaled_half = (tiny_grad * scale).half()
print('FP16 of 1e-8 * 65536:', round(scaled_half.item(), 8))
print('unscaled in FP32:', f'{scaled_half.float().item() / scale:.4e}')

Pua thing 1078 vao FP16 cho 0: gradient &y mat han. Nhan 65536 trudc thi dugc 6.55 -
10—%, ndm gon trong khoang ctia FP16; chia lai 6 FP32 cho 9.9972 - 10~?, 1éch khoang
0.03% vi FP16 chi gitr dugc khoang ba chir s6 c6 nghia. Néu hé s6 16n qua lam gradient
tran thanh inf hodac NaN, scaler.step bé qua bu6c do va scaler.update() gidm hé so;
sau mdt chudi buée 6n dinh, hé s6 dugc tang lai. GradScaler khong chita duge nhan sai

hay learning rate qua l6n.

Ban trong s6 FP32 cling can vi mot 1y do tuong tu: cap nhat thuosng nho hon trong sé rat
nhiéu, va trong FP16 phép cong 1 + 10~* lam tron vé dang 1, nén cap nhat sé mat néu

cong thing vao ban 16 bit.

BF16 c6 cling khodng s6 mi v6i FP32 nén thuong khong can scaler, nhung chi chay
nhanh trén GPU tur thé hé Ampere tré di; véi T4, mixed precision nghia la FP16 kem
GradScaler.

/\khoéng FP16 biéu dién dugc
o [
107" 1078 107® 107 1072 10° 102 10* 10°
le-8 > 0 x 65536 = 6.55e-4

GradScaler nhan gradient 1én dé€ khong bi lam tron vé 0 trong FP16.
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HOI NHANH
GradScaler nhan loss véi 65536 truée khi backward. Vi sao bu6e cap nhat khong
16n gdp 65536 1an?

A Gradient dudc chia lai truéc khi cap nhat
B Learning rate clng tu chia cho 65536
¢ FP16 tu lam tron gradient vé gia trj that

D Hé s6 chinhan vao con sé loss in ra log

Thir tu mot step trong script: autocast cho forward va loss -
scaler.scale(loss).backward() > scaler.unscale_(optimizer) - clip néu can -
scaler.step(optimizer) - scaler.update(). Clip phai dang sau unscale_: tru6c do
norm gradient con 16n gap hé sé scale, nén ngudng clip 1.0 gan nhu ludn bi kich hoat va
sau khi chia lai, gradient bi thu nho qua mtc. Script dung API torch.amp theo tai liéu

PyTorch 2.9; ma ct hon viét torch.cuda.amp.

Po trén may c6 GPU

Phan do t6c dé nam trong script gpu_probe.py, chay riéng trén may c6 GPU. Script tu
tao mot MLP 512-5256->10 v6i AdamW va mot batch ngau nhién ngay trén GPU, nén
khong can tai dir liéu hay model. Lénh dau chi kiém moi trudng: in phién ban PyTorch,
ban CUDA ma PyTorch dugc build kém va trang thai CUDA_READY hodc CPU_ONLY. Hai Iénh

sau chay benchmark ¢ FP32 va & mixed precision:

python content/phase-3/recipes/gpu_probe.py
python content/phase-3/recipes/gpu_probe.py --run --precision fp32

python content/phase-3/recipes/gpu_probe.py --run --precision amp

Benchmark can GPU CUDA hoat dong va ban PyTorch tuong thich. Trén may chi cé
CPU, script ditng véi CUDA_NOT_AVAILABLE; khi hét bd nhé, né ditng véi CUDA_00M va gai y
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giam --batch. Mdi lugt chay 5 step warmup, dong bo, dit lai bd dém peak memory, do

50 step (d6i bang --warmup, - -steps) réi dong bo 1an nira.
Két qua 1a mot dong JSON gom:

e device: tén GPU;
e milliseconds_per_step, samples_per_second (batch x s6 step chia thoi gian);
» peak_allocated_MiB: bd nhé tensor dung lac cao nhat;

 peak_reserved_MiB: phan PyTorch git, thuong 16n hon vi ¢6 cache.

So hai dong FP32 va AMP cung batch d€ thay mixed precision tiét kiém bao nhiéu thoi
gian va bd nhé trén ding card d6. Néu moi truong thi cap T4, chay chinh phép do dy
trén T4: s¢ gidy khdng suy ra dugc tir tén card. Phan do chi gdm loop training trén batch
da 6 GPU (includes_data_loading: false); néu doc anh hay chép CPU->GPU méi la ntt
that, phai do riéng pipeline day du.

CUDA chay bat dong bo: CPU xép 1énh vao hang doi rdi di ti€p ngay, nén dong hd CPU
doc luc ay chi do viéc gi 1énh du GPU chua lam xong. Pong bd trudée va sau doan do,
hodc dung CUDA events, méi do duge cong viéc thuc. Khong goi .item() & mdi batch
trong benchmark néu khong can, vi 1dy s vé CPU budc phai dong bd va lam thay déi

chinh thir dang do.

GPU nhanh nh¢ chay song song hang nghin phép trén tensor 16n. Mang 42 tham s6 v6i
batch 4 & dau bai thi ngugc lai: mdi step chi vai tram phép nhan, con chi phi khai chay

kernel, chép dit liéu va dong bo 1a cd dinh, nén trén GPU n6 c6 thé chdm hon trén CPU.
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HOI NHANH
Do thoi gian chay CUDA bang time.perf_counter() ctia CPU ma khong

synchronize. Con s6 do dugc c6 thé phan anh diéu gi?
A Thei gian GPU thuc su chay hét cac kernel
B Thdi gian chép dif liéu ti 6 dia I1én GPU
¢ Thdi gian da ty tru di cac budc khai dong

D Phan I8n chi la thai gian CPU gui Iénh di

Ué6c lugng thai gian chay

Goi t 1a median step time do trén nhiing batch dai dién. V6i N mau, batch B va E epoch,
phan train xap xi
N

ZZ—1t1'ain ~F {E—‘ t.

L4y median sau warmup, vi vai step dau cham do khdi tao kernel va allocator. Chang han
N = 50000, B = 128 cho [390.6] = 391 step mdi epoch; néu do dugc ¢t = 0.12 giay thi
20 epoch ton 20 - 391 - 0.12 ~ 938 gidy, khoang 15.6 phit. D6 méi la phan train: con

validation, doc dit liéu, luu checkpoint va thoi gian khéi dong.

Batch tang thong lugng chir khéng gidm do tré: mot batch 32 anh méit 0.4 gidy la 80 anh
moi gidy, gap 4 1an chay tung anh 0.05 gidy, nhung anh nao ciing phai chd ca batch xong.
t phai do v6i shape giong dit liéu that trén dang phan ciing dugc cap; s6 do clia mang rat

nho khong dung dé€ suy ra cho model pretrained 16n.
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ngan sach 20 phut

train 15.6 phot 20.6

0 5 10 15 20

20 epoch x 391 step x 0.12 s, cdng 20 Ian validation 15 s

20 epoch train cOng validation da vugt 20 phut.

HOI NHANH

Tiép vi du trén, véi t da do trén chinh may dugc cdp: phan train mat khoang 15.6
pht, ngan sach la 20 phat, va moéi epoch con c6 validation do dugc 15 giay. K&
hoach 20 epoch c6 vua khong?

A VUa, con du hon 4 phut cho phan khac
B VUa, vi validation dung no_grad nén gan nhu khéng tén
¢t Khéng vua, céng validation vao da khoang 20.6 phut

D Chua biét dugc, phai do lai t trén T4

Khi di thi
» O dautién in torch.cuda.is_available(), tén GPU va phién ban PyTorch.

¢ Cho mang hoc thudc mot batch nhd, kiém shape va torch.isfinite ctia loss truée
khi chay dai.

o Hét bo nhé thi giam batch hodc do dai, bat mixed precision, roi méi dung gradient

accumulation.
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Tom tat

Kiém kha nang hoc truéc (hoc thudc mot batch), do tdc do sau.

 Tim 16i tir noi xuat hién dau tién: shape, dtype, device, NaN.

» B0 nh6 GPU gom trong so, gradient, trang thai optimizer, activation va phan tam;
giam batch chi giam phan activation.

» Gradient accumulation gitt batch hiéu dung khi loss moéi microbatch dugc chia k; ti€t
kiém bo nhg, khong tang toc.

» Mixed precision can autocast va GradScaler diing thi tu, unscale truée khi clip.

» Thoi gian chay phai do trén ding phan cting dugc cap.

Kiém tra cuoi bai

CAU1
Training 6n dinh sudt 22 epoch, sang epoch 23 thi loss dot ng6t thanh NaN. Mudn

tim ra nguyén nhan thay vi doan, cach nao chit ché nhat?
A Giam learning rate 10 1an, thém clip, chuyén sang AMP
B Bat anomaly detection, ghi log activation, va xem batch gay 16i
¢ Coéng epsilon vao moi mau sé rdi train lai ti epoch 1

D Thay BatchNorm bang LayerNorm, va thu nhé model

PHONG THEO ) NOAI 2026 Singapore - Vong sd loai - Cau 283
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CAU 2
Vong validation khong boc trong torch.no_grad(), va chay
val_losses.append(loss) sau mdi batch. VRAM tang dan qua cac batch validation,

roi OOM. Stra thé nao cho dlang goc?
Boc vong lap trong torch.no_grad(), va Iuu loss.item()
Goi torch.cuda.empty_cache() sau mdi batch validation
Goi model.eval() trudc vong validation la du

Giam batch validation mét nura, gitr nguyén code

CAuU 3
Fine-tune mét mo hinh ngon ngtt BERT 110 triéu tham s6 bang AdamW FP32 trén
GPU 16 GB. Batch 32 v6i chudi dai 512 bi OOM. Phan weight, gradient va hai

moment chi€m khoang bao nhiéu, va phan con lai chii yéu la gi?
Khoang 0.44 GB, phan con lai chl yéu |13 activation
Khoang 0.44 GB, OOM la do sé tham sé qua I6n
Khoang 1.76 GB, OOM la do sé tham sé qua I6n

Khoang 1.76 GB, phan con lai chl yéu 13 activation
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CAU 4
Train mot mang phan loai &nh ResNet-50 v6i batch 128 trén GPU 16 GB c6 Tensor
Core cho FP16 thi OOM, du chi vugt bd nhé mot chit. Cach nao can bang tét nhat

gitta bo nhé va toc do?
Accumulation 4 microbatch x 32, kém gradient checkpointing
Mixed precision FP16, kem loss scaling déng
Giam batch con 32, chap nhan gradient nhiéu hon

Goi empty_cache() sau mdi backward, va bat pin_memory

PHONG THEO ) NOAI 2026 Singapore - Vong sd loai - Cau 285

CAUS
Fine-tune BERT 110 triéu tham s6 trén GPU 16 GB. Batch 32 bi OOM, con batch 8
vua bd nhé nhung training dao dong. Ta dung gradient accumulation véi

accumulation_steps=4. K&t qua la gi?
Nhanh gap 4, vi bén microbatch dugc tinh song song
B& nhd giam 75%, vi gradient bi bo sau moi microbatch
Accuracy tang, vi nhiéu gradient déng vai tro regularization

Batch hiéu dung la 32, con activation chi can cho 8 mau

PE THI  NOAI 2026 Singapore - Vong sd loai - Cau 296
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CAu e

Vong gradient accumulation:

accumulation_steps = 4
optimizer.zero_grad()
for i, (inputs, targets) in enumerate(loader):
loss = criterion(model(inputs), targets)
loss = loss / accumulation_steps # dong A

loss.backward()
if (i + 1) % accumulation_steps ==

optimizer.step()
optimizer.zero_grad()

Vi sao can dong A?
Pé gradient cong dén bang dung gradient cla ca batch 16n
Pé tranh tran s6 khi goi backward nhiéu Ian lién tiép

Khéng bat budc, dong A chi déi con s6 loss in ra log

Pé bu cho théng ké BatchNorm vén tinh trén microbatch nho

PE THI  NOAI 2026 Singapore - Chung két - Cau 11
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CAu 7

Ba cach viét mot budc mixed precision, sau khi da tinh loss trong auvtocast:

# Cach A

loss.backward(); optimizer.step()

# Cach B

scaler.scale(loss).backward(); scaler.step(optimizer); scaler.update()
# Cach C

scaler.scale(loss).backward()

scaler.unscale_(optimizer)
torch.nn.utils.clip_grad_norm_(model.parameters(), max_norm=1.0)
scaler.step(optimizer); scaler.update()

Cach A lam training hong, cach B chay t6t. Khi nao phai dung cach C thay cho B?
Khi mang rat sau, dé chéng gradient bung nb
Khi c6 clip gradient, dé ngudng clip ding nghia
Khi batch rat nho 1am gradient dao déng manh

Chi khi debug, dé in ra dd I6n gradient that

BE THI  NOAI 2026 Singapore - Chung két - Cau 16

CAuU 8
Chuyén ding mang 2 — 8 — 2 ¢ dau bai, batch 4 mau, sang GPU. Méi buéc lai
cham hon trén CPU. Ly do hop 1y nhit la gi?

Viéc qua nho, nén chi phi goi kernel va chép dir liéu 1an at
GPU chi nhanh hon CPU khi da bat mixed precision
Adam phai chép hai moment vé CPU sau méi budc

Batch 4 khéng chia hét cho sé 16i tinh ctia GPU

PHONG THEO ) NOAI 2026 Singapore - Vong sg loai - Cau 144
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CAU 9
Gia st chay gpu_probe.py --run --batch 128, va dong JSON bao
milliseconds_per_step bang 25. Thong lugng la bao nhiéu, va con s6 dy da tinh ca

viéc doc dir liéu chua?
3200 mau méi gidy, da tinh ca doc dii liéu
3200 mau méi giay, chua tinh doc dif liéu
5120 mau méi gidy, chua tinh doc dif liéu

5120 mau méi gidy, da tinh ca doc dif liéu

CAU 10

Ngan sach 140 gio GPU, va ResNet-50 can 90 epoch dé hoi tu. S6 do sau 90 epoch:
batch 256 dat top-176.5%, mdi epoch 8 gid. Batch 2048, dung optimizer LARS cho
batch 16n va warmup 5 epoch, dat 75.8%, mdi epoch 1.5 gid. Batch 8192 dat 73.2%,

moi epoch 0.5 gig. Chon cach nao dé accuracy cao nhat trong ngan sach?
Batch 256, chay tdi khi hét ngan sach
Batch 8192 du 90 epoch, chi hét 45 gig
Accumulation 4 x 2048, viia c6 téc do cua 8192 vira c6 chat lugng cua 2048

Batch 2048 végi LARS va warmup, chay du 90 epoch

PHONG THEO ) NOAI 2026 Singapore - Vong sd loai - Cau 295

Poc thém

PyTorch 2.9 — CUDA semantics: doc bat dong bo, synchronize, allocator va phép do thoi gian.
PyTorch 2.9 — AMP: tra autocast, GradScaler va dtype theo phép.

PyTorch — AMP examples: doc gradient clipping sau unscale va accumulation ding.
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Tai goi recipe ctia chuong — gom cac module phu va huéng dan chuan bi asset.
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