Regularization cho mang neural

Trac nghiém 4 PDF bai

Mang neural ¢6 nhiéu tham sé nén dé hoc thudc di liéu train, ké ca nhiéu:
train loss ti€p tuc gidm trong khi 16i trén di liéu mai tang 1én. Regularization la
cac ky thuat han ché viéc nay: dropout tit ngau nhién mot phan neuron khi
train, weight decay phat trong s6 16n, early stopping dung huan luyén khi
validation bat dau xau di. Bai nay con hoc BatchNorm, 16p chay khac nhau gitra

lace train va lae du doan, nguodn 16i hay gap khi quén chuyén ché do.

MUC TIEU

Hiéu dropout va vi sao phai nhan véi 1/(1 — p).
Dung weight decay.
Dung early stopping dé chon checkpoint.

Biét BatchNorm chay khac nhau & ché do train va eval.

Tu “hoc dugce” t6i “hoc thuoc”

Ta c6 thé giam train loss bang cach tang kha nang biéu dién (capacity), nhung dir liéu co6
ca cu trac va nhiéu. Khi model di linh hoat dé bam vao nhiéu, train ti€p tuc t6t 1én con
validation x4u di. Hinh sau minh hoa bing hoi quy da thirc, noi capacity chinh la bac:
generator sinh 16 diém quanh y = z2, fit cac bic khac nhau va chadm trén duong sach.
V6i mang neural, cting hién tugng xuat hién theo s6 epoch huan luyén, nhu thi nghiém &

muc early stopping.
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Bic cang cao train MSE cang giam; validation thap nhat & bac 2-3.
Regularization giam kha nang ghi nhé ctia mang, hodc dung huan luyén truée khi viéc
ghi nhé xay ra. Moi quyét dinh vé n6 dua vao validation, nén validation phai do dang

téng quat hoa: néu train va validation chira ban sao ciia cung mau, khoang cach loss nho

khong chting minh gi. Regularization khong stra dugc ro ri dit liéu; ki€ém cach chia truée.

Tang capacity thi phan 16i do bias gidm con phan do variance tang: 10 diém khép da thitc
bac 9 cho 16i train bang 0 ma dudng cong vot gitta cac diém. Mot mang du 16n con dat
100% train ngay ca khi nhan bi xao ngau nhién, trong khi validation chi bang doan bira:

train tot chua chiing minh mang da hoc dugc quy luat nao.

HOI NHANH
Mot doi chia ngau nhién cac khung hinh lay tir cung mét bo video, nén validation
c6 nhiéu anh gan trung v6i anh train. Train loss 1a 0.02, validation loss 1a 0.03. Két

luan nao hop 1y?
A Model tdng quat hoa tét, cé thé bo regularization
8 Nén thém regularization, vi khoang cach van con dudng
¢ Chua két luan dudc gi, phai chia lai theo video trudc

D Validation thap nhu vay nghia 1a model dang underfit
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Dropout: hoc khi vai dudng bi bo

Trong training, dropout dat méi phan tir activation vé 0 véi xac sudt p, ddc 1ap voi nhau,
va nhan cac phan tr dugc gitr véi 1/(1 — p). Vi khong neuron nao chic chan cé mit,
mang khong thé don mot quyét dinh vao mot nhém nhod neuron phéi hgp chat véi nhau;

né phai hoc nhiéu dudng du phong.

Ciing c6 thé nhin dropout nhu huén luyén cung ltc rat nhiéu mang con dung chung
trong sd, roi § eval 1ay xap xi trung binh cta chting; médt 16p n neuron c6 2" cach giit bo,

tic 2" mang con.

Néu h = 3, p = 0.5, dau ra la 0 vé6i xac suat mot nira hodc 6 v6i xac suat mot nira. Ky
vong 0.5 -0+ 0.5 - 6 = 3, nén thang trung binh dugc gitr. Pay la inverted dropout: hé s6
bu nam & train, nén eval khong boc mask va khong nhan thém gi. Vector toan sé 1 qua

nn.Dropout(p=0.5) & train vi thé chi chira 0 va 2.

h 1 2 3 4
train, ugt 1 0 4 6 8 x1/(1-p)=x2
0 0: bi bd & lugt nay
train, lugt 2 2 0 6 0
eval 1 2 3 4 khong mask, khéng nhan

Lic train mdi lugt bo ngdu nhién mot nira, nhan phan con lai véi 2; eval git
nguyeén.

Python

import torch

from torch import nn

torch.set_num_threads(1)

torch.manual_seed(29)

h = torch.tensor([1., 2., 3., 4.])

mask = torch.tensor([1., 0., 1., 0.])

print('hand dropout:', (h * mask / (1 - .5)).tolist())
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dropout = nn.Dropout(p=.5)
dropout.train()

first = dropout(h)

second = dropout(h)

print('train 1:', first.tolist())
print('train 2:', second.tolist())
dropout.eval()

print('eval:', dropout(h).tolist())

KET QUA

hand dropout: [2.0, 0.0, 6.0, 0.0]
train 1: [0.0, 4.0, 6.0, 8.0]
train 2: [2.0, 0.0, 6.0, 0.0]
eval: [1.0, 2.0, 3.0, 4.0]

Hai vector train khac nhau du cung dau vao, vi RNG da tién sang mask mdi; seed cd dinh
gitup 1ap lai ca chudi thi nghiém. Lugt thir nhat gitr ba trén bon phan ti, lugt thir hai gitr
hai: ti 1€ bd p chi dang trung binh, khong dang & tung lugt. Vector eval tré vé [1,2, 3,4].

Hai co ché can tach bach: model.train() /model.eval() ddi hanh vilayer, con
torch.no_grad() chingimg ghi graph. Goi no_grad ma model van & train thi dropout van
boc mask; goi eval thi gradient van tinh dugc néu can. Dang ham F.dropout(x, p=0.5)
khong biét model.eval(); n6 mic dinh training=True, nén phai truyén

training=self.training hodc dung layer nn.Dropout.

HOI NHANH
Dropout v6i p = 0.2. Mot activation bang 4 dugc gitr lai trong lugt train. Sau

dropout, gia tri clia n6 1a bao nhiéu?

A 3.2
B 4
t 5
D 20
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HOI NHANH
Mot doi tu cai dropout theo kiéu bai bao géc: 1ace train chi nhan mask véi p = 0.5,
khong chia cho 1 — p. Khi eval tit mask, phai lam gi dé thang activation khép véi

ltc train?
A Gilt nguyén activation, nhu inverted dropout
B Nhan activationvéil — p
¢ Chiaactivationcho1l —p

D Van béc mask p = 0.5 nhu luc train

Weight decay: han ché trong s6 qua l6n

Weight decay tac dong 1én tham s6, con dropout tac ddong ngau nhién 1én activation. Véi
SGD, thém %||w|]2 vao loss tao gradient phu Aw, nén moéi buée 1a
or toJ4
—w—|l—+w|=01-n\)w—-—n—.

W w n(anr w) L =n\)w—nz"
AdamW tach riéng phép co w < (1 — nA)w khdi buéc thich nghi; bai 3.5 da phan biét hai
cach. Trong sd nao khong dugc dir liéu kéo 1én sé bi co dan vé 0, nén mang chi gilt trong
s0 16n 6 cho that su giam loss. Hai co ché€ dung duge cting nhau, nhung qua nhiéu

regularization lam ca train lan validation kém, vi model khong con da stc hoc cdu tric.

Khong c6 mot gia tri decay chung cho moi bai. Lugng co tich ldy phu thudc rate, so step,
kién truc va lugng dit liéu; néu rate ddi theo scheduler, hé s6 co mdi step d6i theo. Vi vay

can ghi cdu hinh day da khi so, va do decay trén thang log.

Mot md hinh nho, di liéu sach ¢6 thé khong can dropout. Thém k¥ thudt chi vi cé trong

danh sach khong tu tao ra cai thién; hay do trén validation.
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HOI NHANH
AdamW v6i weight_decay=0.1. Scheduler gidm learning rate tir 0.01 xuéng 0.001 &

epoch 30. Hé s6 co trong s6 & mdi budc thay doi thé nao?
Gilr 8 0.9, vi weight_decay khéng dbi
TU 0.9 thanh 0.99
TU 0.999 thanh 0.99

Tu 0.999 thanh 0.9999

Early stopping dung validation dé chon thoi di€ém

Thay vi hoc t6i s6 epoch da an dinh réi lay model cudi, ta danh gia validation dinh ky va
gilt checkpoint t6t nhat. Patience 1a s6 1an danh gia lién ti€p khong cai thién thi dung.
min_delta la muc cai thién t6i thiéu dugc tinh la tién bd, dé nhitng dao dong rat nho
khong kéo dai hudn luyén mai. Epoch t6t nhit nam truée epoch dimng dung patience lan

danh gia, nén ltc dung phai khoi phuc trang thai tot nhit, khong 14y trang thai cudi.

HOI NHANH

Early stopping v6i patience 3 va min_delta 0.01: mot lan danh gia chi tinh 1a cai
thién néu thap hon loss tot nhat it nhat 0.01. Validation loss sau epoch 1 dén 6 1a
0.50, 0.46, 0.455, 0.453, 0.452, 0.451. Huan luyén dirng sau epoch nao?

Sau epoch 4
Sau epoch 5
Sau epoch 6

Khong dung, vi loss van gidm sau moi epoch
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duing sau epoch 5
0.49
0.47
vung chua du
0.45 - min_delta 0.01
1 2 3 4 5 6
epoch

Patience 3: ba epoch khong giam da 0.01 thi dung.

Ta chay mot mang nho trén 16 diém c6 nhiéu va chadm trén 64 diém sach tur cung quy tic
x?; validation sach do ding phan ciu triic ma mang hoc dugc. Méi buée dung ca 16
diém, titc moOt epoch. Hai lan chay cting khdi tao va ngan sach 160 epoch, chi déi decay;

ham tra vé lich st loss dé vé duong hoc:

Python

g = torch.Generator().manual_seed(9)

x_train = torch.linspace(-1, 1, 16).unsqueeze(1)

y_train = x_train.square() + .18 % torch.randn(16, 1, generator=g)
x_valid = torch.linspace(-1, 1, 64).unsqueeze(1)

y_valid = x_valid.square()

print('noise MSE:', round((y_train - x_train.square()).square().mean().item(), 4))

def fit_small(decay):
torch.manual_seed(29)
model = nn.Sequential(nn.Linear(1, 16), nn.Tanh(),
nn.Linear(16, 16), nn.Tanh(), nn.Linear(16, 1))
opt = torch.optim.AdamW(model.parameters(), 1r=.02, weight_decay=decay)
best = float('inf")
=il

best_epoch
best_state = None
history = []
for epoch in range(160):
model.train()
opt.zero_grad(set_to_none=True)
train_loss = (model(x_train) - y_train).square().mean()
train_loss.backward()
opt.step()
model.eval()
with torch.no_grad():

valid_loss = (model(x_valid) - y_valid).square().mean().item()
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history.append((train_loss.item(), valid_loss))
if valid_loss < best:
best, best_epoch = valid_loss, epoch + 1
best_state = {k: v.detach().clone() for k, v in model.state_dict().items()}
model.load_state_dict(best_state)

return best_epoch, best, history

for decay in [0., .1]:
epoch, best, history = fit_small(decay)
print('decay:', decay, 'best epoch:', epoch, 'best MSE:', round(best, 5),
'last MSE:', round(history[-1]1[1], 5), 'last train:', round(Chistory[-1]1[01, 4))

KET QUA

noise MSE: 0.0491
decay: 0.0 best epoch: 26 best MSE: 0.00367 last MSE: 0.01294 last train: 0.0359
decay: 0.1 best epoch: 26 best MSE: 0.00364 last MSE: 0.0121 last train: 0.0361

MSE (thang log)

107
MSE cua nhiéu
train
validation
1072
1 26 60 100 160
epoch

Validation MSE thdp nhat & epoch 26 roi tang dan.
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epoch 80: train MSE 0.0366, validation MSE 0.01117 epoch 160: train MSE 0.0359, validation MSE 0.01294

Puong khép tot nhat & epoch 26, sau d6 uon theo nhiéu.

Trong ca hai lan, validation t6t nhat & epoch 26, con sau 160 epoch MSE validation gap
hon ba 1an. Dong noise MSE cho biét vi sao: MSE ctia riéng nhiéu trén 16 diém train la
0.0491, nén ngay ca ham dang z? cling chi dat train loss chung dy. Train loss cudi 0.0359
thap hon mtc nay, nghia 1a mang da khép mot phan nhiéu. Validation thap hon train vi
n6 cham trén dudng sach, khong phai dau hiéu bat thuong.

Khoi phuc checkpoint t6t nhit 1ay lai toan bo khoang chénh gitta epoch tét nhat va
epoch cudi. Decay 0.1 chi d¢i best tir 0.00367 xuéng 0.00364 va last tir 0.01294 xuong
0.0121, nho hon nhiéu so véi khoang chénh ay: trong thi nghiém nay, chon diang thai

diém quan trong hon decay.

Hinh con cho thay validation dao déng manh quanh epoch 20-40 va diém t6t nhat la
mot day hep: chon diém thip nhat trén mdt dudng nhiéu cho con s6 hai lac quan.
Validation & day da dung dé€ chon epoch va decay, nén khong con la uéc lugng doc 1ap;

mudn bao chat lugng sau khi chon, can mét tip test chua dung dé chon.
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HOI NHANH
V6i decay bang 0, MSE t6t nhat 1a 0.00367 & epoch 26, con MSE & epoch cudi la
0.01294. Mot ban dé xuat lan sau train 500 epoch “cho chac”, réi ndp model cudi.

Nén stra dé xudt thé nao?
A Theo dbi validation, ndp checkpoint t6t nhat
B Gilt nguyén, vi train cang lau thi train loss cang thap
¢ Chican tang decay I&n 0.1 r6i ndp model cudi

D C6 dinh dung 26 epoch rdi bd han validation

BatchNorm c6 trang thai riéng

BatchNorm chuin hoa cac activation theo thdng ké mot batch trong train, roi hoc hé s

scale « va shift 5. V6i moi feature,

L — HUB

B, y=7i+B.
Vog+Ee€

Véi feature [1, 3], mean la 2, phuong sai chia B la 1. Khiy = 2, 8 = 1 va bd qua ¢ dé tinh
trén gidy, hai dau rala —1 va 3. v, 8 cho phép layer hoc lai thang va d6é dsi phti hop;

chuin hoa khéng bat budc moi feature cudi ludn mean 0 va variance 1 sau affine.

N6 con gilt running mean /variance (trung binh trugt cia mean, variance) dé dung &
eval. Day la buffer ctia model, cting dugc luu trong state_dict. Khac scaler tinh mot lan
tu train, thong ké BatchNorm cap nhat sau moi lugt forward & ché do train theo trung

binh truct

~

fi (1—m)p+mupyp,

v6i m 1a momentum (mac dinh 0.1) va i bat dau tr 0; running variance cap nhat cuing céch,

bat dau tir 1. Momentum & day 1a trong s6 ctia thong ké méi, khong cung cong thic véi
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momentum cda optimizer.
Vai chi tiét:

« Validation phai chay & eval dé cac buffer ay khong hap thu théng tin validation.

* S8 e nho trong v/o2 + ¢ tranh chia cho 0 khi mdt feature gan nhu khong déi trong
batch.

o Phép trir mean x6a moi hang sd cong vao trude, nén Linear hay Conv ngay truéc

BatchNorm khong can bias; 8 da lam viéc dy.

Dé nhin rd phép sd, tit affine va ding momentum=1, titc running statistics nhan toan bd
thong ké batch méi. D liéu gom hai hang (1,2) va (3,4). Mean la (2, 3); phuong sai dung
chuan hoa train l1a (1, 1). PyTorch ghi running variance bang uéc lugng khéng chéch, &

batch nay la (2, 2), nén eval cung input khéng nhat thiét trung train.

Python

batch = torch.tensor([[1., 2.1, [3., 4.11)

bn = nn.BatchNormld(2, affine=False, momentum=1.)

bn.train()

train_output = bn(batch)

print('train:', [[round(v, 4) for v in row] for row in train_output.tolist()])
print('running mean:', bn.running_mean.tolist())

print('running variance:', bn.running_var.tolist())

bn.eval()

eval_output = bn(batch)

print('eval:', [[round(v, 4) for v in row] for row in eval_output.tolist()])

KET QUA

train: [[-1.0, -1.0], [1.0, 1.0]]

running mean: [2.0, 3.0]

running variance: [2.0, 2.0]

eval: [[-0.7071, -0.7071], [0.7071, 0.7071]1]

Train gan (—1, —1), (1,1); eval gan (—1//2, —1/4/2), (1/+/2,1/4/2), sai 1éch nhé do
epsilon. Khac biét dén tur hai cong thirc phuong sai: chia B khi chudn hoa, chia B — 1 khi
ghi running variance. V6i batch thét 16n hon va momentum 0.1, running statistics la
trung binh trugt qua nhiéu batch, nén eval 6n dinh va du doan mot mau khong phu

thudc mau nao ding ctuing batch.
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batch train: chiaB eval: running var chiaB - 1

1 2 -1 -1 -0.7071 -0.7071
3 4 1 1 0.7071 0.7071
mean (2, 3)

var: B> 1, B -1> 2
cuing input, khac output: running variance ghi bang udc lugng chia B - 1
Train chia phuong sai cho B, running variance chia B - 1, nén eval ra +0.707.
HOI NHANH

O ché do eval, mot BatchNorm mac dinh, tiic track_running_stats=True, chudn

héa input bang théng ké nao?
A Mean va variance cua batch eval dang chay
B Running mean va running variance da hoc trong Iuc train
¢ Mean 0 va variance 1, c6 dinh tif Itc khdi tao

D Mean va variance fit lai trén toan tap test

HOI NHANH
nn.BatchNormld mac dinh, momentum=0.1, vira khéi tao nén running mean bang 0.

Sau mot lugt forward & ché€ do train v6i mot batch c6 mean bang 2, running mean

bing bao nhiéu?

A 0.2
B 18
c 2

D 0, vi running mean chi cap nhat khi eval
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BatchNorm trong mang sau

Muc dich ban dau ctia BatchNorm 1a 6n dinh tdi uu, khong phai regularization. Moi 16p
nhén input c6 thang 6n dinh du trong s6 cac 16p truée dang dé6i, nén mang sau hoc duge
v6i learning rate 16n hon. Bai 3.3 da do tin hiéu co theo cap s6 nhan qua 10 16p ReLU khdi
tao A (0,0.01?) va sira bing khai tao He, tirc sira tir phia trong s6. Thi nghiém sau giit
nguyén khéi tao nho 4y, chi chén BatchNorm sau méi Linear, r6i do do 1éch chuan cta

activation sau 16p 1, 5 va 10:

Python

def deep_relu(use_bn):

torch.manual_seed(0)

layers = []

for _ in range(10):
linear = nn.Linear(64, 64)
nn.init.normal_(linear.weight, std=.01)
nn.init.zeros_(linear.bias)
layers += [linear, nn.BatchNormld(64), nn.ReLU()] if use_bn else [linear, nn.ReLU(Q)]

return nn.Sequential(xlayers)

x = torch.randn(128, 64, generator=torch.Generator().manual_seed(1))
for use_bn in [False, Truel:
h, stds = x, []
for layer in deep_relu(use_bn):
h = layer(h)
if isinstance(layer, nn.RelU):
stds.append(h.std().item())

name = 'with BatchNorm:' if use_bn else 'plain:'
print(name, ' '.join(f'{stds[i]:.le}' for i in (O, 4, 9)))
KET QUA

plain: 4.7e-02 4.9e-07 2.0e-13
with BatchNorm: 5.8e-01 5.8e-01 5.9e-01

Khong c6 BatchNorm, tin hiéu co khoang 0.01 - 1/64/2 ~ 0.057 lan mbi 16p (hé s6 ciia
bai 3.3 v6i 64 dau vao), nén sau 10 16p chi con ¢d 10713 va gradient vé cac 16p dau tat
theo. C6 BatchNorm, trong s6 van nho nhu ¢t nhung méi 16p dugc dua vé mean 0,

variance 1 truéc ReLU, nén do 1éch chuan gitr quanh 0.58 & moi do sau.
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He dit dang thang mot 1an lac khéi tao; BatchNorm chinh lai 6 méi 16p trong su6t qua
trinh train, k€ ca khi trong s6 da trdi khdi thang ban dau. V6i mang rat sau, residual
connection (Transformer & bai 3.9, ResNet & bai 5.2) con md duong tit cho gradient;

gradient clipping x{ Iy chiéu ngugc lai, khi gradient phinh qua 16n.

std activation

10° o ° ° ° ® e ° ° ° e c6 BatchNorm
1072

107
10°°
1078
’IOf'IO

107" .
khéng BatchNorm

0™
1 2 3 4 5 6 7 8 9 10
I6p

10 16p ReLU: khong BatchNorm thi tin hiéu tat; co BatchNorm thi git 6n dinh.

Hiéu Uing regularization ctia BatchNorm la phu: mean va variance ctia moi batch phu
thudc nhiing mau dugce béc chung, nén trong train cing mot mau nhan nhiéu nho khac

nhau & mdi batch.

Khi két hgp véi dropout can dé y thir tu. Inverted dropout gitt mean nhung lam variance
clia activation trong train 16n hon & eval; néu dropout dit ngay truéc BatchNorm,
running variance hoc trong train khong khép véi variance that luc eval. Vi vy dropout
thudng dit sau phan c6 BatchNorm, ching han trudc 16p phan loai cudi. Khéi thuong

gdp la Linear » BatchNorm > RelLU, hodc Conv » BatchNorm 3 RelLU & mang anh.

Al Canuc80k - Bai 3.6 - Regularization cho mang neural 14/23



HOI NHANH
Cung mot anh nam trong hai batch train khac nhau cho ra hai activation sau

BatchNorm khac nhau, du trong s6 chua déi. Nhan dinh nao dtng?
A L6i cai dat, vi BatchNorm phai cho cling két qua moi luc
8 L6i, vi running statistics bi ghi sai sau mdi batch
¢ Binh thudng, vi BatchNorm béc mask ngau nhién nhu dropout

D Binh thudng, vi théng ké cla batch thay déi, tao ra mét chut nhiéu cé ich

Batch nho, LayerNorm va GroupNorm

BatchNormld nhan bang (B, C) hodc dir liéu (B, C,L) va tinh mdt mean cho moi kénh,
gop qua cac mau trong batch. V4i bang chi mdt mau trong train, khong cé gi dé gop va
PyTorch bao 16i; batch rat nho thi thong ké nhiéu t6i mitc lam hong huan luyén. Cach xir
Iy: chon batch dt 16n, bd batch cudi kich thuéce 1 (drop_last=True trong DataLoader),

hoac chuén hoéa trong ting mau.

LayerNorm tinh mean /variance trén cac feature ctia mgt mau, nén khéng phu thudc
batch, giong nhau & train va eval, va khong c6 running statistics; Transformer dung no.
GroupNorm lam tuong tu trén ting nhém kénh ctia &nh. Tensor (B, T, C) qua
nn.LayerNorm(C) dugc chuan hoa trén chiéu C, riéng cho ting cidp (b, t); nhan ca vector

dau vao v6i mot s6 duong thi dau ra khong déi.

Thong ké ctia BatchNorm tinh trén batch ma layer that su thay. Chay song song 8 GPU,
moi GPU 4 anh, thi méi GPU chudn hoa trén 4 anh ctia no, trir khi dung SyncBatchNorm.
Tich lty gradient 8 bu6c batch 32 cting cho gradient nhu batch 256 nhung BatchNorm
van chi thay 32 mau médi lugt. Khi chi chira dugc vai anh méi batch, nhu phan doan anh
16n, thay bang GroupNorm; khi tinh chinh mang da hoc sin vé6i batch nho, gitr cac 16p
BatchNorm & ché do eval dé dong bang thong ké c.
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BatchNorm: méi feature mot mean LayerNorm: mdi mau mét mean

mau L mau ¥

feature > feature >

BatchNorm chuin hoa theo ¢4t (qua cac mau), LayerNorm theo hang (trong
mot mau).

HOI NHANH

Tensor x c6 shape (32, 10): 32 mau, 10 feature. Lac train, nn.BatchNorm1d(10) va

nn.LayerNorm(16) lan lugt tinh bao nhiéu gia trj mean?
A Ca hai déu 10
8 Ca hai déu 32
¢ BatchNorm tinh 10, LayerNorm tinh 32

D BatchNorm tinh 32, LayerNorm tinh 10

Khi di thi

 So train va validation cham cting ché€ do eval tru6c khi thém regularization.

» Luu checkpoint t6t nhat theo validation va ndp tir checkpoint do, khong tir model
cuoi.

o Goimodel.eval() trudc khi du doan; du doan hai lan cung input phai giong hét.
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Tom tat
Dropout bé ngau nhién activation trong train va gitr ky vong bang hé s6 1/(1 — p);
eval khong bo gi.
Weight decay co tham s6 moi step theo 1 — nA.
Early stopping chon thoi di€ém theo validation va khoi phuc checkpoint tot nhat.

BatchNorm chuén hoa theo batch Iuc train, dung running statistics lac eval; n6 gitr

thang tin hiéu 6n dinh qua mang sau. LayerNorm chuan hoéa trong tirng mau.

Quén model.eval() la1di hay gap: dropout van bat, BatchNorm van dung thong ké
batch.

Kiém tra cuoi bai

CAU1
Train mot mang sau 10 16p. B6 16n gradient theo tung 16p, tir epoch 1 dén epoch 50,
nhu sau. L6p 1, gan dau vao: 0.0003 xuéng 0.0001. Lép 5: 0.0012 xuong 0.0008. L6p

10, & dau ra: 0.85 lén 1.23. Pay 1a van dé gi, va sira cach nao hiéu qua nhat?
Learning rate qua cao & cac I8p dau, nén dung learning rate riéng cho ting 16p
Théng ké cua BatchNorm béat 6n, nén tang batch hodc dung GroupNorm
Vanishing gradient & cac I18p dau, nén thém residual connection

Exploding gradient & I8p ra, nén clip dd 16n gradient vé 1

PE THI  NOAI 2026 Singapore - Chung két - Cau 8
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CAuU 2

Mot MLP 12 16p hoc rat cham véi learning rate 0.001, con véi 0.01 thi loss né tung.
Chen BatchNorm sau méi 16p Linear thi mang hoc 6n dinh véi 0.01 va hdi tu nhanh
hon hén, trong khi khodng cach giira train va validation gan nhu khong déi. O day,

vai tro chinh ctia BatchNorm la gi?
Pua trong s6 méi I8p vé do dai 1, gibng weight decay
Chuéan héa input ctia méi I8p, gilp téi uu én dinh
Chuan héa loss theo batch, nén gradient khé nd

Regularize giéng dropout, nhd nhiéu theo batch

PHONG THEO ) NOAI 2026 Singapore - Vong sd loai - Cau 181

CAU 3
Dropout(p=0.5) dat ngay trudc BatchNormld khong c6 affine. Input ctia dropout

lu6n c6 mean 0, variance 1. Sau khi train 1au, running variance ctia BatchNorm xap

xi bao nhiéu, va ltc eval thi dau ra ctia BatchNorm ra sao?
Khoang 1, dau ra ltc eval cé cung thang Vi ltc train
Khoang 0.5, dau ra luc eval phinh ra, variance khoang 2
Khoang 2, dau ra ltc eval cé cling thang vdi luc train

Khoang 2, dau ra luc eval co lai, variance khoang 0.5

PHONG THEO ) NOAI 2026 Singapore - Vong sd loai - Cau 195
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CAu 4
Bai phan loai &nh X-quang do phan giai cao, GPU chi chira dugc batch 2 anh. Model
dung BatchNorm cho diém validation dao dong manh gitra cac epoch, va 1éch nhiéu

gilra train v6i eval. Hu6ng stra nao hgp Iy nhat?
Pat momentum=1 dé running statistics bam sat batch mai
Dung GroupNorm hodc LayerNorm, vén chuén hda trong tiing mau
Bd model.eval() dé luc eval ciing dung théng ké cua batch

T4t affine cua BatchNorm dé bét tham sé phai hoc

PHONG THEO ) NOAI 2026 Singapore - Vong sd loai - Cau 196
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CAuU S5
Mot doi tu viét BatchNorm cho bang (B, €). Cham validation ca tip trong mot
batch 512 mau thi diém tét. Nhung hé thong cham goi model tung mau mdt & ché

d6 eval, va moi du doan déu giong hét nhau. Loi nam & dau?

def forward(self, x):
mean, var = x.mean(0), x.var(0, unbiased=False)
if self.training:
with torch.no_grad():

self.running_mean.mul_(1 - self.momentum).add_(self.momentum * mean)
self.running_var.mul_(1 - self.momentum).add_(self.momentum * var)

x_hat = (x - mean) / torch.sqrt(var + self.eps)

return self.gamma * x_hat + self.beta

Thiéu .detach() khi cp nhat running statistics
Running variance phai dung udc lugng khong chéch
Luc eval, code van dung mean va variance cla batch dang chay

Momentum bi ddo, phai nhan momentum vdi gia tri cl

PHONG THEO ) NOAI 2026 Singapore - Chung két - Cau 9
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CAu 6

Loss ctia mot mang dugc cong thém so hang %||w||2, v6i A = 0.5, va cap nhit bang
SGD véin = 0.1. Mot trong s6 w = 2 ¢6 dao ham ctia phan loss di liéu 1a 84/0w =
0.3. Sau mot budc, w bang bao nhiéu?

1.87
1.97
2.07

0.97

PHONG THEO ) CMU 10-601 - Exam 2 Practice - Q4.4(c)

CAu 7
Mot MLP ¢ train loss 0.01, validation loss 0.35, va validation tang dan tir epoch 20

trong khi train van giam. Lam gi thi nhiéu kha nang giam dugc 16i trén test nhat?
Train thém 200 epoch cho train loss vé han 0
Thém I8p va tdng dd rong cho mang biéu dién manh hon
B& dropout dé mang dung hét kha nang biéu dién

Tang weight decay viia phai, roi kiém trén validation

PHONG THEO ) CMU 10-601 - Exam 2 Practice - Q3.4
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CAuU 8

Mot doi thir weight_decay lan lugt 1a 0.01, 0.1, 1 va 10. Vi moi gia tri, ho train roi
chdm 16i trén tip test c6 nhan, va chon 0.01 vi 16i test thap nhat. Thay 16i test tang
déu theo decay, mot ban dé nghi thir thém 0.001 va 0.0001, cling cham trén test.

Nhan xét nao dung?
Hop ly, vi 16i test thap hon nghia la model t6t han
MG réng vung thur la dung, nhung phai chon trén validation
Khéng can tht, vi decay dudi 0.01 ludn gay overfit

Nén chon decay theo 16i train thap nhat thay cho test

PHONG THEO ) CMU 10-601 - Exam 2 Practice - Q3.3

CAu 9

Doi A dung early stopping: patience 5 trén validation loss, dung lai roi khoi phuc
checkpoint tot nhat. Doi B dung ReduceLROnPlateau: mobi khi validation khong cai
thién trong 5 epoch thi chia learning rate cho 10, train da 100 epoch va ndp model

cuoi. Cau nao dang?
Hai cach tucng duong, vi cung theo doi validation
Ca hai déu |4 early stopping, chi khac tén goi
Chi ddi A dung validation dé chon thsi diém diing

Chi ddi B chéng dugc overfit, vi learning rate nho thi khéng hoc dudc nhiéu

PHONG THEO ) NOAI 2025 Singapore - Phan 1- C3u 8
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CAu 10

Ham validation chay trong torch.no_grad() nhung quén model.eval(). Model c6

Dropout va BatchNorm méc dinh. Trong liic cham validation, chuyén gi xay ra?
A Dropout vin béc mask, va BatchNorm cap nhat running statistics
8 Khdng cé gi, vi no_grad da tat ca dropout 1an BatchNorm
¢ Chidropout béc mask, BatchNorm khéng cap nhat khi thiéu gradient

D Chi BatchNorm cap nhat running statistics, vi no_grad da t&t dropout

Poc thém

« Srivastava va cong su — Dropout: doc muc tiéu tranh phu thudéc mot nhom feature c6 dinh.
o loffe, Szegedy — Batch Normalization: bai géc vé layer chuin hoa c6 affine hoc dugc.

e PyTorch 2.9 — Dropout va BatchNorm1d: tra train/eval, running variance va momentum ding
theo thu vién.
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