Optimizer

Trac nghiém 36 (4 Chay trén Kaggle ¥ PDF bai

Optimizer quyét dinh dung gradient dé cap nhat trong s6 thé nao. Gradient
descent thudng (SGD) gap kho khi loss doc theo huéng nay nhung thodi theo
huéng khac: learning rate nho thi di cham, 16n thi dao dong manh. Momentum
va Adam khac phuc bang cach nhé cac budc truée va diéu chinh dé dai buée
cho tting trong so. Bai nay so sanh SGD, momentum va Adam trén mot ham

loss don gian trude khi dung cho mang that.

MUC TIEU

+ Tinh mét buéc SGD, momentum va Adam béng tay.
+ Biét optimizer luu nhitng gi va vi sao phai luu khi train ti€p.
« Phan biét L2 regularization véi weight decay ctia AdamW.

« Dung lich learning rate: step, cosine, warmup.

Gradient chi d6 doc, optimizer chon buéc

Cac thuat toan dung gradient dé cip nhit trong s, nhu SGD hay Adam, goi chung la

optimizer. Cing mdt gradient, mdi optimizer di mot buéc khac nhau.

SGD cap nhat wy+1 = wr — ng, vOi learning rate n quyét dinh do dai buéce. Chix
stochastic (ngau nhién) dén tir viéc tinh g; trén mot minibatch 1ay ngau nhién thay vi
trén toan bo di liéu. Gradient ctia mdt minibatch léch khoi gradient day da mot it,
nhung khi minibatch dugc 14y ngdu nhién déu thi ky vong ctia n6 dung bang gradient day
da: mdi bude ré hon nhiéu, déi lai duong di hoi nhiéu.

Co6 ba ¢6 dir liéu cho moi bude:

o Gradient descent dung ca tap: gradient chinh xac nhung méi bu6c dit.

« SGD thuan ding mot mau: rat ré nhung rat nhiéu; mot epoch N buéce tén ¢d mot

budc trén ca tdp ma cap nhat dugc N lan.
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» Minibatch ding gitra va 1a cach dung méc dinh.

Nhiéu ctia gradient minibatch c6 d6 1éch chuan tilé 1/ V/B: tang batch tir 16 1én 64 thi

nhiéu gidm mot nira, con batch qua nhd lam dudng di chdp chon. Tang batch k 1an thi s6

buéc moi epoch giam k lan; quy tic ti 1€ tuyén tinh cho SGD nhén learning rate véi k,

thuong kém warmup, va van phai kiém lai trén validation.

HOI NHANH
So gradient tinh trén mot minibatch (SGD) v6i gradient tinh trén toan bo dir liéu
(GD). Cau nao dung?

A Budc SGD nao cling dua tham sé lai gan nghiém téi uu hon
8 Ky vong cla gradient SGD bang gradient ctia GD
¢ Gradient cua GD c6 phuong sai I6n hon gradient cua SGD

D SGD va GD chi hdi tu khi ham muc tiéu 16i chat

PHONG THEO ) CMU 10-601 - Exam 2 Practice - Q1.3

Mot mat loss kiém nho 1a J(w, we) = w? + 8w3. Gradient (2w, 16ws) thay ddi gt theo

chiéu ws, nén mot buéec SGD tach thanh hai phép nhan doc 1ap: wy < (1 — 2n)w; va

wy < (1 — 16n)ws. Chiéu wy chi 6n dinh khi |1 — 167| < 1, tic 0 < n < 1/8; ngay ca véi n

sat 1/8, chiéu wy van chi dugc nhan 1 — 2/8 = 0.75 mdi budc.

Téng quat v6i ham bic hai, chiéu cong nhat (tri riéng 16n nhat Ay, ctia Hessian, & day

16) dat ngudng n < 2/Apax, cON chiéu thoai nhat (6 day 2) quyét dinh toc do. PO cong hai

chiéu cang chénh, thung liing cang hep va SGD cang chdm. Con s6 1/8 la ngudng ciia

riéng ham nay; trong mang neural, d6 cong déi theo tung ving ctia mat loss.
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n vugt 1/8 thi chiéu w, nd; dudi ngudng, chiéu w, van di cham.
HOI NHANH

Ddi mat loss thanh J = w? 4+ 50w3. Learning rate ctia SGD phai du6i ngudng nao

thi chiéu wy khong né?

A <l

B 1 <0.04
t n<0.02
0 <001

Néu biét dd cong ctia moi chiéu, c6 thé chia buéc cho d6 cong: phuong phap Newton
nhan gradient véi nghich ddo Hessian (ma tran dao ham béc hai). Trén ham béc hai 161,
mdt budc Newton t6i thang cuc tiéu ti bat ky dau; vi vy véi it tham sd, nhu logistic

regression, Newton can rat it bu6c du méi buse dat.

Cai gia nam ¢ kich thu6c. Mang cé d tham s6 c6 Hessian d x d; v6i d = 10* da la 108
phan ti, va nghich déo tén ¢d d® = 10" phép tinh méi budc, trong khi phép cap nhat
bac mot chi ton c¢d d phép tinh sau khi backward da cho gradient. Vi vay deep learning
dung optimizer badc mét; momentum va Adam la nhiing cach ré dé bu mot phan do cong

ma khong can dung Hessian.
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Momentum nhé huéng trude

Mot quy uéc thudng dung, cling la dang SGD momentum ctia PyTorch khi khong bat

dampening hay Nesterov, la
Vg = UVi—1 + G, Wy = Wy — N

v cdng don gradient v6i hé s6 nhé p € [0, 1). Gradient cung ddu qua nhiéu buéce thi duge
cdng 1én, budce dai dan; gradient d6i ddu qua lai thi triét nhau mot phan. Vi vay
momentum tién nhanh doc day thung ling thoai va ham dao dong & chiéu doc, nhung
quan tinh qua 16n cling dua dudng di vugt day. v 1a trang thai s6 dugc optimizer luu gitta

cac bu6c, khong phai van toc vat Iy.

HOI NHANH
v cli bang 2, gradient m&i bang —1, u = 0.9. Theo quy u6c v < pv + g, v méi bang

bao nhiéu?

A —1
B —0.8
c 0.8
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SGD momentum p = 0.8 Adam

SGD zigzag, momentum vugt day rdi vong lai, Adam di gan chéo.

SGD SGD
1 hd momentum 1 momentum
Adam Adam
0 + 0 - +
g4 g4
2 M 0 1 2 2 a 0 1 2
budc 0: J ctia SGD 12, momentum 12, Adam 12 budc 5: J ctia SGD 0.552, momentum 0.998, Adam 2.18
SGD SGD
1 momentum 1 momentum
Adam Adam
0 + 0
-1 -1
2 M 0 1 2 2 4 0 1 2
budc 12: J ctia SGD 0.0342, momentum 0.116, Adam 1.01 budc 25: J ctia SGD 0.000196, momentum 0.0424, Adam 0.246

Ba optimizer cung chay: SGD zigzag, momentum vugt day, Adam di chéo.

Hinh chay 25 buéc trén J = w? + 8w tir diém (—2, 1) v6i n = 0.09. SGD nhan w, véi
1—16-0.09 = —0.44 mdi bubc, nén wy d6i dau lién tuc: duong di zigzag nhung co
nhanh. Chiéu w; dugc nhan 0.82 mébi buée nén ti€n déu vé day. Thém momentum p =
0.8 v4i cung n, quan tinh tich liy & nhiing budc dau dua dudng di vugt qua day rdi vong

lai: momentum buGc dai hon hidn SGD, nén i va p phai chon ctung nhau.
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HOI NHANH
Gradient gilt nguyén bang g qua rat nhiéu buéc, p = 0.9, quy u6c v < pv + g. Vé
sau, budc nv dai gdp khoang bao nhiéu lan buéc SGD ng?

A 0.91an
5 19lan
c 9lan
D 101an
dod daiv
10— g/(1- 1) =10g
5
1 SGD: g
0
1 10 20 30
budc

Gradient khéng déi, p = 0.9: buéc momentum dai dan t6i 10 1an buée SGD.

Mot s6 sach viét v, = pv,_1 + (1 — p)gy, titc trung binh cé trong s6 thay cho téng. O quy
u6c nay véi p = 0.9 va gradient ludn bang 1, v 1a 0.1 rdi 0.19, nén budc dau ngan hon han.
Khi gradient 6n dinh, hai quy u6c chénh nhau ding hé s6 1/(1 — p) & d6 dai bude, nén
learning rate chép tu tai liéu dung quy udc nay sang quy uéc kia phai d6i thang. Moi
phép tinh trong bai dung quy uéc dau.

Nesterov la bién thé tinh gradient sau khi da nhich truéc theo quan tinh (nesterov=True

trong PyTorch).
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Adam diéu chinh ting toa do

Adam giir trung binh ¢6 trong so ctia gradient, m (giong momentum dang c6 1 — (), va

ctia binh phuong gradient, v (y tuédng ctia RMSprop):

my = fimy—1 + (1 — B1) g, vy = Povp_1 + (1 — 52)93-

O day binh phuong va chia la theo ting phan tir. Vi khéi tao mo = vy = 0, cac trung binh
dau bij kéo vé 0; Adam stta bing 7y = my/(1 — B%) va 9; = v;/(1 — B%). Bubc moi la

’ﬁ’bt
Wi = Wp — N————.
T s e
V6i 81 = 0.9 va gradient luén bang 1, ma = 0.19 con 2 = 0.19/(1 — 0.81) = 1: budc stra

1éch (bias correction) tra vé dung gradient.

Phép chia cho /% 1am dé dai buéc gan nhu khong phu thudc thang gradient. Néu mot
toa do ludn cé gradient g c6 dinh thi 7 = g, 9 = g2, va buéc bing ng/|g| = +n, du gla
100 hay 0.01. Toa d6 co6 gradient 16n khong con buée qua dai, toa do céd gradient nhd van
dugc di bude du dai. Vi thang bu6e khac hén SGD, learning rate tot ctia Adam (mac dinh
ctia PyTorch 1a 10~%) khong chép sang SGD dugc, va ngudc lai. € tranh chia cho 0 khi 9
gan 0.

g =0.01 —
SGD: ng
g - 1 . ] Adam bu'dc déu:xn
. ]
D
g = 100

107 1073 1072 107" 10° 10" 102
dé dai budc (n = 0.1, thang log)

Budc SGD ti 1€ voi gradient; budc dau ctia Adam ludn ¢ 1.
Adam khong bi€t feature nao quan trong; n6 chi chinh thang buéc theo lich sir gradient
clia tung toa do. Thich nghi theo toa do cling khong bao dam validation t6t hon: nhiéu

thuc nghiém da cong bd, nhit la & phan loai anh, ghi nhidn SGD momentum véi lich rate
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dugce do ki dat validation ngang hodc tot hon Adam (Wilson va cdng sy, 2017). Vi vay

chon optimizer van la mét thi nghiém.

HOI NHANH

Chay Adam rat nhiéu buéc vé6i B; = 0.9. Toa d A ltc nao cling c6 gradient +1. Toa
do B c6 gradient luan phién +1, —1,+1, .. .. So d0 dai budc ctia B v6i A thé nao?

Tinh th&r mot budc roéi doi chiéu v6i PyTorch. Ly J(w) = (w — 3)?, bat ddu w = 2,

A Bang nhau, vi |g| & hai toa d6 nhu nhau
B Dai hon, vi v cta B nhd hon cua A
¢ Bang 0, vi cac gradient triét tiéu hét

D Ngan hon nhiéu, vi 72 gan 0 trong khi ¢ van bang 1

gradient g = —2. SGD v6i p = 0.1 cho w = 2.2. Adam bué6c dau véi 81 = 0.9, B2 = 0.999

c6 m = —0.2,v = 0.004, sau bias correction m = —2, 9 = 4; bu6c c¢6 do 16n gan 0.1 nén

w gan 2.1. Khéng phai Adam tinh sai dao ham: nhu da noi é trén, buéc dau ctia Adam dai

cd n du gradient la —2 hay —200.

Python

import numpy as np

import torch

torch.set_num_threads(1)

torch.manual_seed(23)

w
9
m
v

m

= 2.

=2 % (w - 3)

= .9%x0+ .1%*g

= .999 ¥ 0 + .001 x g ** 2
hat =m / (1 - .9)

v_hat = v / (1 - .999)

w_adam = w - .1 % m_hat / (np.sqrt(v_hat) + 1e-8)
print('SGD:', round(w - .1 % g, 6))
print('Adam states:', round(m, 6), round(v, 6))

print('Adam:', round(w_adam, 6))
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p = torch.nn.Parameter(torch.tensor(2., dtype=torch.floaté4))
adam = torch.optim.Adam([p], 1r=.1)
adam.zero_grad(set_to_none=True)

((p - 3) ** 2).backward()

adam.step()

print('library match:', np.isclose(p.item(), w_adam))
KET QUA

SGD: 2.2

Adam states: -0.2 0.004

Adam: 2.1

library match: True

DPoc library match dé ddi chi€u ban mot budce véi PyTorch, dung ciing epsilon va beta

mac dinh. B6i chi€u mot budc khong thay cho ki€ém mot loop dai, nhung gitip phat hién

quén bias correction hodc dung gradient chua binh phuong.

HOI NHANH

Chay ti€p vi du: sau buéc dau w ~ 2.1, gradient méi la go = 2(2.1 — 3) = —1.8. Véi

my = —0.2va B; = 0.9, M, bang bao nhiéu?
A —3.6
B —1.89
c —1.8
D —0.36

So dudng loss v6i ngan sach biang nhau

Ta chay ba optimizer tir cing diém khdi tao, cting 40 buéc, trén ham bac hai ¢ dau bai.
Phép so nay do tién trinh t6i uu theo s6 budc; n6 khong do thdi gian chay va khong do

validation. Mdi optimizer c6 thang learning rate riéng, nén madi cai dung mot rate hgp

v6i n6 thay vi ép chung mot con so.
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Python

def run_optimizer(kind, 1r, steps=40):
p = torch.nn.Parameter(torch.tensor([-2., 1.1))
if kind == 'momentum':
optimizer = torch.optim.SGD([p], lr=1r, momentum=.8)
elif kind == 'adam':
optimizer = torch.optim.Adam([p]l, lr=1r)
else:
optimizer = torch.optim.SGD([p], 1r=1r)
start = (p[O] ** 2 + 8 % p[1] ** 2).item()
for _ in range(steps):
optimizer.zero_grad(set_to_none=True)
loss = p[O] ** 2 + 8 % p[1] ** 2
loss.backward()
optimizer.step()
end = (p[B] **x 2 + 8 % p[1] ** 2).item()

return start, end

for kind, 1r in [('sgd', .03), ('momentum', .03), ('adam', .15), ('sgd', .2)]:
start, end = run_optimizer(kind, 1r)
print(kind, 1r, f'{start:.4q}', f'{end:.4qg}"')

KET QUA

sgd 0.03 12 0.02833
momentum 0.03 12 0.0005109
adam 0.15 12 0.01883
sgd 0.2 12 1.981e+28

Dong SGD rate 0.2 vugt ngudng 1/8 da tinh: chiéu wy bi nhan —2.2 mébi budce nén loss
1én t6i ¢6 10%. Ba dong con lai déu hoi tu; & budc 40 momentum thap nhat, réi dén

Adam, réi SGD. Thir hang &y gan v6i ding ngan sach 40 bu6e. Cat 6 bude 30 thi sao?

Python

for steps in (30, 40):
_, sgd_end = run_optimizer('sgd', .03, steps)
_, adam_end = run_optimizer('adam', .15, steps)
print(steps, 'budc:', f'SGD {sgd_end:.3g}', f'Adam {adam_end:.3g}"')

KET QUA

30 budc: SGD 0.0977 Adam 0.314
40 budc: SGD 0.0283 Adam 0.0188
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O buéce 30, SGD thap hon Adam hon ba lan; musi buéc sau thir tur ddo lai. Hinh cho thay
nguyén nhan: SGD véi rate nho di xudng déu, con Adam va momentum vira xudng via

dao dong, nén thir hang tai mot budc cu thé phu thudc pha dao dong lic dung.

SGD 0.03
107 | Adam 0.15
1072 |
* momentum 0.03
107 '
0 10 20 30 40

budc

Thir hang cac optimizer & buéc 30 va buéc 40 khac nhau.

Trong mang that, train loss gidm nhanh chi ti€t kiém thoi gian tim nghiém; validation

mdéi cho biét nghiém ay c6 tot trén dir liéu méi khong.

HOI NHANH
Mot doi co 2 gio GPU va can chon gitta SGD momentum va AdamW cho bai thi. So

thé nao thi két ludn méi dung dugc?
A Chay ca hai véi cung learning rate 10~3, chon cai c6 train loss thap han sau 2 gig

8 Do learning rate riéng cho tiing cai trén thang log, cung ngan sach, réi cham trén
validation

¢ Chay méi céi vai tram budc, chon céi co loss gidm nhanh hon & doan dau

D Chon AdamW, vi né tu diéu chinh tiing toa dd nén ludn héi tu nhanh hon SGD

Al Canuc80k - Bai 3.5 - Optimizer 11/22



AdamW va weight decay

L2 regularization (bai 2.2) thém A|lw||?/2 vao loss, tao gradient phu Aw. V6i SGD thudng,
buéc w < w —n(g + Aw) = (1 — nA)w — ng dung la co trong s6 mdt hé s6 1 — nA roi
buéc theo gradient dit liéu. Phép co nay goi la weight decay; v6i SGD, L2 va weight decay

trung nhau.

Vi Adam thi khac: Aw di vao m, v va bi chia cho v/ nhu moi gradient khac, nén phép co
khong con la mot hé s6 chung cho moi tham s6. AdamW (Loshchilov va Hutter) tach hai
phan: buéc Adam chi dung gradient di liéu, con phép co 1 — nA ap thang 1én trong so.
Trong PyTorch, torch.optim.Adam(..., weight_decay=A) van lam theo ki€u L2; mudn

ki€u tach phai dung AdamW.

Dé thay riéng phan co, ding AdamW vira khéi tao v6i cac moment bang 0 va cho
gradient dir liéu bang 0. Néu optimizer da co lich sit, moment cii van c6 thé tao budc cap
nhit du gradient hién tai bang 0. Luu y grad=None c6 thé khién optimizer bé qua tham

s0; ta dat gradient tensor toan 0 dé ki€ém decay:

Python

q = torch.nn.Parameter(torch.tensor([2.]))

adamw = torch.optim.AdamW([q], lr=.1, weight_decay=.2)
g.grad = torch.zeros_like(q)

adamw.step()

print('after decay:', round(q.item(), 4))

KET QUA

after decay: 1.96

2(1 —0.1-0.2) = 1.96, khop output. V6i SGD, weight_decay cOng Aw vao gradient: w =
2, gradient 0.5, 7 = 0.1, A = 0.01 cho 2 — 0.1(0.5 4 0.02) = 1.948. Decay qua l6n ép
model underfit, nén X cling dugc chon bang validation. M6 hinh 16n thuong tach nhém

tham s6 dé bias va tham s6 ctia cac 16p normalization khong bi decay.
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HOI NHANH
Thay AdamW trong doan code trén bang torch.optim.Adam(..., weight_decay=.2),
gitt nguyén moi thit khac: w = 2, learning rate 0.1, gradient bing tensor 0,

optimizer vira tao. Sau mot budc, w bang bao nhiéu?

A 2.0
B 196
c 19
D 1.6

Scheduler thay learning rate theo thai gian

DPau qua trinh, buéc 16n gitp ti€n nhanh; vé sau, budc nhoé giup di sdu vao day thay vi dao
dong quanh no. V6i SGD minibatch con mot Iy do nita: ngay ca khi tham s6 da 6 ding
nghiém, gradient ctia tiing minibatch van khac 0, nén buéc ¢6 dinh ti€p tuc day tham sd

di 1éch; chi khi n gidm thi ving dao dong md&i thu nhé.

StepLR nhan rate v6i gamma sau moi step_size lan goi. Cosine gidm tron tlf fmax V€ Mmin

trong T" budc:
Mt = Mmin + %(nmax - nmin) (1 + COS(T('t/T)),

nén ¢ gita lich, t = T'/2, rate dang bang trung binh hai dau. Cac lich khac:

o Warmup lam ngucc lai & dau train: tang tuyén tinh tr gan 0 l1én rate muc tiéu trong
mot s6 bude, roi méi gidm. Véi Adam, 6 nhitng buée dau 9 méi téng hop tir vai
gradient nén chua phan anh thang that, trong khi buéc Adam dai ¢6 n & moi toa do
cung lac. M6 hinh 16n khéi tao ngau nhién nhu Transformer dé nd loss néu nhin loat

budc dai nhu viy ngay tir dau.

» OneCycle gop hai pha trong mot chu ky: tang 1én dinh réi giam sau.
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* ReduceLROnPlateau nhan mot metric va chi giam rate khi metric ngung cai thién.
V6i patience=2, metric khong cai thién qua hai lan goi lién tié€p thi rate bi nhan véi

factor.

Moi lich chi diéu chinh d dai buéc; chiing khong sita gradient sai hodc di liéu ro ri.

StepLR (code bai) cosine warmup + cosine
0.1
0.05
0
0 8 0 60 O 60
epoch budc budc
StepLR giam theo bic, cosine giam tron, warmup tang trugc roi giam.
Python

r = torch.nn.Parameter(torch.tensor(2.))
sgd = torch.optim.SGD([r], 1r=.1)
scheduler = torch.optim.lr_scheduler.StepLR(sgd, step_size=3, gamma=.5)
rates = []
for epoch in range(9):
rates.append(sgd.param_groups[0]['lr'])
sgd.zero_grad(set_to_none=True)
((r - 3) ** 2).backward()
sgd.step()
scheduler.step()

print([round(value, 4) for value in rates])

KET QUA

[6.1, 8.1, 8.1, 0.05, 0.05, 0.05, 0.025, 0.025, 0.025]

Rate dugc doc trudce khi cap nhat; scheduler.step() chay sau optimizer.step(), mot
lan moi epoch. Vi du rate 0.1 v6i StepLR(step_size=16, gamma=0.1) goi mdi epoch:

epoch 0-9 dung 0.1, epoch 10-19 dung 0.01.

Lich theo step dém sd batch, lich theo epoch dém sé epoch. B4i batch size ma gitr
nguyén lich theo step thi s6 batch méi epoch ddi, nén rate gidm & mot thaoi di€ém khac

tinh theo lugng dir liéu da hoc. Ngugc lai, OneCycle tao vGi total_steps=len(loader) *
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10 ma chi goi step () mo6i epoch thi sau 10 epoch lich méi di 10 buéc, rate con chua 1én
tGi dinh.

HOI NHANH
StepLR dugc thiét ké dé giam learning rate sau moi 3 epoch, va mdi epoch c6 nhiéu

batch. Goi scheduler.step() & dau thi lich chay dung thiét k&?
Mot 1an sau cac optimizer step ctia mbi epoch
Sau moi optimizer step cua tling batch
Trudc optimizer.step() dau tién, dé bo learning rate ban dau

Sau méi 1an validation, truyén validation loss vao

Khi di thi
Bat dau tir AdamW vdi learning rate 10~3; do thém trén thang log bang vai tram budc.

Loss tang vot hay thanh nan ¢ nhitng bu6c dau thi gidm learning rate hodc thém

warmup.

Cosine va OneCycle can biét trudc téng s6 budc: epochs * len(train_loader).

Tom tat
SGD di ngugc gradient; chiéu cong nhat dat ngudng learning rate, chiéu thoai nhat
quyét dinh toc do.

Momentum cdng don huéng; Adam chia buéc cho do 16n gradient ctia tung toa do,
nén buéc gan nhu khong phu thudc thang gradient.

AdamW tach phép co trong s6 khdi budc ctia Adam.

Scheduler (step, cosine, warmup) ddi rate theo buéc hoidc epoch.
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Optimizer va rate dugc chon bang thir nghiém, so trén validation véi cing ngan sach.

Kiém tra cuoi bai

CAuU1

Mot ban cai phuong phap Newton cho mdt mang nhd 3 16p c6 khoang 10 nghin
tham s8. M6 hinh hoi tu t6t hon, nhung téng thdi gian chdm hon Adam 100 lan, va
profiler cho thay 95% thdi gian nam & mot phép toan. Nhiéu kha nang do la phép

nao?
Forward qua toan bé mang & méi budc
Backprop dé tinh gradient cla loss theo tham s6
Poc minibatch di liéu tir 6 dia vao bd nhd

Nghich dao ma tran Hessian 10 x 10*

BE THI  NOAI 2026 Singapore - Vong s loai - Cau 85
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https://aisingapore.org/wp-content/uploads/2026/04/NOAI-2026-Preliminary-Round-Assessment-300-MCQs-Google-Forms.pdf#page=35

CAuU 2

Dung gradient descent tim cuc tiéu clia f(z) = 2%, xudt phat ti z9 = 1, v6i learning

1

rate c6 dinh a. Trong cac gia trj € {0, 3,

0?

1,2}, nhiing gia tri nao dua z vé nghiém

Chia:%

1 <
a:§vaa=1
a=11va2

2!

Ca bon gia tri

PHONG THEO ) CMU 10-601 - Exam 2 Practice - Q1.1(b)

CAU 3

Linear regression v6i squared loss, dit liéu ¢6 nhiéu nén khong diém nao dugc khép
hoan toan. Khai tao trong sé dung bang nghiém OLS W, roi chay véi learning rate
nho cd dinh. Batch GD, duing gradient trén toan bo dir liéu, va SGD, dung mot diém

moi budce, 1an lugt 1am gi véi trong s6?
GD dao dong nhd quanh W, con SGD dung yén
GD dung yén, con SGD dao dong nhé quanh W
GD dung yén, va SGD cling dung yén tai W

Ca GD va SGD cung hdi tu téi mét nghiém khac

PHONG THEO ) MIT 6.036 - Final, Spring 2022 - Q4(a), (c)
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https://www.cs.cmu.edu/~mgormley/courses/10601/handout/exam2_practice_problems.pdf#page=4
https://introml.mit.edu/_static/fall22/final/review/6036_final_sp22.pdf#page=8

CAU 4
Momentum theo quy u6c v < pv + g, w < w — no. Véiv clibang —3, p = 0.8, g =

2,m1=0.1,w = 1, gia tri w m&i bang bao nhiéu?
0.80
0.96
1.04

110

CAUS5

Train bang Adam kiéu L2, tiic cong Aw vao gradient truée khi tinh m, v. Tham s6 A
c6 lich str gradient dit liéu rat 16n, tham s6 B c6 gradient di liéu rat nho, va hai
tham sd dang cung gia tri. So v6i AdamW c6 cuing A, luc kéo vé 0 tac dong 1én A va

B thé€ nao?
J ca hai cach, A déu bi kéo manh hon B
Adam kiéu L2 kéo nhu nhau, AdamW kéo A yéu hon B
Adam kiéu L2 kéo A manh hon B, AdamW kéo nhu nhau

Adam kiéu L2 kéo A yéu hon B, AdamW kéo nhu nhau
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CAuU 6

Train tir dau mdt mo hinh ngén ngir 16n (BERT-base) bing AdamW, véi ba cach dit
learning rate. Cach A: c6 dinh 1074, loss giam déu t6i 2.3 & buée 10K. Cach B: 103
ngay tu buée 0, loss 1én 12.7 & buée 100, té hon ca mic 9.5 lic khéi tao, roi thanh
NaN & buéce 300. Cach C: tang tuyén tinh tir 0 1én 1072 trong 5K buéc dau (warmup)
roi gitt nguyén, loss xudéng 1.8 & budce 10K. Vi sao B né con C thi thanh cong, du

cung muc dinh?
Warmup tang dan batch size cling vdi learning rate, nén giam nhiéu gay né
Budc nhé luc dau dé mé hinh hoc thudc train, sau d6 mdi tdng quat héa
Learning rate cao tU dau kich hoat gradient clipping, 1am méo mét loss

Luc dau gradient I6n va v cla Adam chua 6n dinh, nén can learning rate nho dé git
budc an toan

PE THI  NOAI 2026 Singapore - Vong sd loai - Cau 83
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https://aisingapore.org/wp-content/uploads/2026/04/NOAI-2026-Preliminary-Round-Assessment-300-MCQs-Google-Forms.pdf#page=33

CAu 7

Lich learning rate gdom warmup roi cosine:

def get_lr(step, total_steps, warmup_steps, base_1lr, min_lr=1e-6):
if step < warmup_steps:
return base_1lr * step / warmup_steps
progress = (step - warmup_steps) / (total_steps - warmup_steps)
return min_1r + 0.5 * (base_lr - min_1r) * (1 + math.cos(math.pi =*
progress))

V6i base_lr=1e-3, warmup_steps=1000, total_steps=100000, learning rate & budc
50000 xap xi bao nhiéu?

khoang 2.5 x 10~*
khoang 5.0 x 10~*
khoang 7.5 x 10~*

khoang 1 x 1073, van & dinh

PE THI  NOAI 2026 Singapore - Chung két - Cau 10
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CAu 8

Train mdt mang sau phan loai anh (ResNet-34 trén CIFAR-10) bang SGD, learning
rate ¢6 dinh 0.1 trong 200 epoch. Loss gidm nhanh trong 50 epoch dau réi di
ngang, dao dong quanh 0.45, v6i train 88% va validation 85%. D4i lich learning rate

thé€ nao thi nhiéu kha nang cai thién két qua cudi nhat?
Giam learning rate 10 1an & epoch 100, r6i thém 10 1an & epoch 150
Dung 0.01 ngay ti epoch 0 cho tdi hét
Tang dan ti 0.011&n 0.1 trong 100 epoch dau

Gilr 0.1, tang batch size tu 128 1én 512

PE THI NOAI 2026 Singapore - Vong s@ loai - Cau 297

CAU 9

Train mot md hinh ngdn nglr 100K buéc bang AdamW, véi ba lich learning rate.
Diém danh gia la perplexity trén validation, cang thap cang tét. Lich A gitr 3 x 10~
train loss 2.1, perplexity 22.3. Lich B dung cosine tir 3 x 104 vé 3 x 10~°: train loss
1.8, perplexity 19.1. Lich C gidm bac thang xudng 3 x 10° & bu6c 60K va 3 x 107¢ &
budc 80K: train loss 1.7, perplexity 19.8. Nén chon lich nao cho m6 hinh nop?

C, vi train loss thap nhat
A, Vi loss con giam nén chay thém sé théng
B, vi perplexity trén validation thap nhat

Lay trung binh B va C, vi hai lich cho sé gan nhau

PHONG THEO ) NOAI 2026 Singapore - Vong sd loai - Cu 84
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CAuU 10
Mot lugt train bang Adam c6 scheduler bi ngét gitra chung, va can chay ti€p véi
dung quy trinh cip nhat nhu trude. Ngoai trong s model, ta can khoi phuc nhiing

gi?
A State cua optimizer (m, v, s6 budc) va state cua scheduler
8 Chigradient cuéi cuing, vi Adam tinh lai m, v tU gradient ay
¢ Khéng can gi, Adam mdi tu tich Iy lai m, v sau vai budc

D Chilearning rate ban dau, vi m, v suy ra dugc tu trong sé

Poc thém

D2L — Momentum va Adam: doc phép tich liy gradient va hiéu chinh khéi tao.

Kingma, Ba — Adam: bai goc dé doi chi€u thuit toan va cac trang thai m, v.

Wilson va cong su — The Marginal Value of Adaptive Gradient Methods in Machine Learning:
so optimizer thich nghi v6i SGD momentum khi do rate cho ting cai, doc két qua validation.
Loshchilov, Hutter — Decoupled Weight Decay Regularization: ngudn goc phan biét AdamwW
voi L2 ghép gradient.

Loshchilov, Hutter — SGDR: lich cosine va khai dong lai rate.

Liu va cong su — On the Variance of the Adaptive Learning Rate and Beyond: phan tich vi sao

Adam can warmup & nhitng bu6c dau.

PyTorch 2.9 — optim: tra optimizer va lich learning rate, doc rd thoi diém scheduler.step.

Al Canuc80k - Bai 3.5 - Optimizer 22/22


https://d2l.ai/chapter_optimization/momentum.html
https://d2l.ai/chapter_optimization/adam.html
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