Training loop

Trac nghiém ¢J Thuc hanh G Chay trén Kaggle Y PDF bai

Training loop la doan code lap lai cac buéc: 1ay mot batch, tinh du doan, tinh
loss, tinh gradient, cap nhét trong s6. Viét cho loss giam thi dé; kho hon 1a dé
két qua dung lai dugce. Cac 16i hay gap: quén luu mean /std dung dé chuan hoa,
quén chuyén model sang ché do eval nén dropout van bat ltac du doan, chi luu
trong s6 ma khéng luu cidu hinh model. Bai nay viét mét training loop day du,

tir doc dir liéu t6i luu checkpoint, roi nap lai trong mot chuong trinh méi va

kiém ring du doan khong déi.

MUC TIEU
Dung Dataset, Datal.oader; phan biét batch, step, epoch.
Viét training loop dung thi tu cac budc.
Cham validation va luu checkpoint tot nhat.

Nap lai model trong chuong trinh méi va ki€ém két qua.

Mot bai nho d€ ki€m toan bd quy trinh

Ta tu sinh 96 diém hai dic trung; nhan 1a 1 néu z; + 0.5z2 > 0, con lai la 0. Quy tac da
biét truéc, nén néu két qua té thi 16i ndm & pipeline chit khdng phai 6 do kho ctia di liéu.
Chia train/validation truéc; mean/std chi tinh trén train va dugc dung lai trén

validation.

Python

from pathlib import Path
import json

import subprocess

import sys

import torch

from torch import nn

from torch.utils.data import TensorDataset, Dataloader
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torch.set_num_threads(1)

torch.manual_seed(21)

torch.use_deterministic_algorithms(True)

generator = torch.Generator().manual_seed(21)

raw_X = torch.randn(96, 2, generator=generator)

y = (raw_X[:, 0] + .5 % raw_X[:, 11 > 8).long()

order = torch.randperm(96, generator=generator)

train_id, valid_id = order[:72], order[72:]

mean = raw_X[train_id].mean(dim=0)

scale = raw_X[train_id].std(dim=0, unbiased=False).clamp_min(le-6)

X = (raw_X - mean) / scale

train_data = TensorDataset(X[train_id], y[train_id])

valid_data = TensorDataset(X[valid_id], y[valid_id])

train_loader = DatalLoader(train_data, batch_size=16, shuffle=True,
generator=torch.Generator().manval_seed(21), num_workers=0)

valid_loader = Dataloader(valid_data, batch_size=16, shuffle=False, num_workers=0)

print(len(train_data), len(valid_data), len(train_loader))

print(tuple(next(iter(valid_loader))[0].shape))

C6 72 mau train, 24 validation va 5 batch méi epoch: bon batch 16 mau, mot batch 8 mau.

Ba tir can phan biét:

o Batch: mdt nhém méu dung cho mdt lan tinh gradient.
o Step: mot lan optimizer cip nhat trong s&; mdi batch mot step.

» Epoch: mét lan duyét hét tap train.

Mot epoch cé [n/B] step: 10 000 anh véi batch 64 1a 157 step; 1000 mau, batch 32, 5
epoch 1a 32 - 5 = 160 lan cip nht.

TensorDataset gom cac tensor cung chiéu dau; dataset thuc té€ c6 thé tu doc tép &

__getitem__ (muc cudi bai). Datal.oader ghép cac mau thanh batch va quyét dinh thir tu

1ay. V6i shuffle=True, thir tu dugc xao lai & dau mébi epoch. Néu tap train x€p sin hét
meo roi méi téi chd ma khong xao, moi doan batch chi thdy mot 16p, va mo hinh bi kéo

qua lai gitra hai 16p.
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1epoch = 72 mAu train

16 16 16 16 8 x 20 epoch =100 step

step 1 step 2 step 3 step 4 step 5

batch cuéi 8 mau van 1a mét 1an cap nhat

72 mau, batch 16: 5 batch méi epoch, 20 epoch 1a 100 step.

O Windows, nhiéu worker c6 thé tao tién trinh con va yéu cau bao vé code bing if

__hame__ == '__main_

notebook. Viéc tang worker nén dua trén do nat nghén, khong phai mac dinh “cang

nhiéu cang nhanh”.

HOI NHANH
Train c6 72 mau, batch size 16, khong bd batch cudi. Train 20 epoch thi optimizer

cap nhat bao nhiéu lan?

A 20

B 80

c 100
D 1440

Loop la mot chu trinh trang thai

Moi batch di qua nam buéc theo diung thu tu:

1. zero_grad x0a gradient ct.
2. Forward dung trong sé hién tai d€ tao logits.

3. Loss so logits v6i nhan.
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4. Backward tinh gradient.

5. Step siia trong so.

bdo step lén truée backward thi optimizer dung gradient ct hodc khong c6 gradient.
Goi zero_grad sau backward, truéc step, thi xda chinh tin hiéu vira tinh. Néu can cat

gradient bing clip_grad_norm_, dit né sau backward va truéc step.

Optimizer dugc tao ti model.parameters(), tic cac trong s6 va bias sé dugc chinh; n6
quyét dinh chinh theo cach nao (SGD, Adam & bai 3.5).

.grad = None logits mot so .grad mdi 6 thay ddi

zero_grad forward loss backward step

\

batch tiép theo

déi thut tu backward / zero_grad / step 1a mat hoac dung sai gradient

Moi batch: zero_grad - forward - loss - backward - step.

Vi sao phai x6a? Backward khong ghi de .grad ma cong gradient méi vao do. Vi ham

x ' w, gradient theo w chinh 1a x, nén dé nhin thay diéu nay:

Python

w = torch.zeros(2, requires_grad=True)

for xi in [torch.tensor([1., 2.]), torch.tensor([3., -1.1)]:
(xi @ w).backward()
print(w.grad.tolist())

Lan thir hai .gradla [1,2] + [3, —1] = [4, 1], khong phai [3, —1]. Thi€u zero_grad, mdi
step dung téng gradient ctia moi batch da qua, nén bu6c cap nhat 16n dan. Cong don co6
chti v lai 1a mot ky thuét: gradient accumulation (bai 3.7) gom gradient vai batch nho roi

moi step mot lan.
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HOI NHANH
Mot vong 1ap goi loss.backward(), roi optimizer.zero_grad(set_to_none=True),
roi optimizer.step(). Train loss ding yén & miic ban dau qua moi epoch, va khéng

¢06 16i nao. Vi sao?
Learning rate qua nhé nén méi budc gan nhu khéng déi gi
Gradient bj x6a trudc step(), nén khdng c6 gi dé cap nhat
Gradient cdng dén qua cac batch nén cac budc triét tiéu nhau

Backward chua chay xong vi zero_grad dugc goi ngay sau no

Model c6 hai 16p linear xen ReLU. Loss nhan logits (B, 2) va nhan long (B, ). Ta gom code
train mot epoch thanh mdt ham. Loss bao cao nhan batch size truéc khi cong, dé batch

cudi nhd khdng dugce tinh ngang trong lugng véi batch day:

Python

def make_model():

return nn.Sequential(nn.Linear(2, 8), nn.ReLU(), nn.Linear(8, 2))

model = make_model()
optimizer = torch.optim.Adam(model.parameters(), 1r=.03)

criterion = nn.CrossEntropyLoss()

def train_epoch(model, loader, optimizer):

model.train()

loss_sum = 0.

seen = 0

for xb, yb in loader:
optimizer.zero_grad(set_to_none=True)
logits = model(xb)
assert logits.shape == (len(yb), 2)
loss = criterion(logits, yb)
assert torch.isfinite(loss)
loss.backward()
optimizer.step()
loss_sum += loss.item() * len(yb)

seen += len(yb)
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return loss_sum / seen

def evaluate(model, loader):

model.eval()

loss_sum = 0.

correct = 0

seen = 0

with torch.no_grad():

for xb, yb in loader:

logits = model(xb)
loss_sum += criterion(logits, yb).item() * len(yb)
correct += (logits.argmax(dim=1) == yb).sum().item()
seen += len(yb)

return loss_sum / seen, correct / seen

print('initial validation:', tuple(round(v, 4) for v in evaluate(model, valid_loader)))

Trudce khi hoc, accuracy 0.4583 = 11/24, gan miic doan bua ctia hai 16p, va loss 0.7394
gan In 2 ~ 0.693, loss ctia mot model chia déu xac suat cho hai 16p. Po 1a diém xudt phat
dung. V6i K 16p, loss ban dau 1éch xa In K 1a dau hiéu nén kiém khdi tao hodc nhin

truéce khi train.

Hai assert trong train_epoch la hai phép kiém ré: logits dang shape (B, 2) va loss hitu
han. Loss thanh nan thudng do learning rate qua l6n lam trong s6 phan ky, hoac do phép
log, phép chia khdng an toan trong loss tu viét; assert dirng loop ngay & batch dau tién

gap 16i, truéc khi nan lan vao trong so.

model.train() va model.eval() diéu khién hanh vi ctia cac layer nhu dropout,
BatchNorm (bai 3.6). no_grad() diéu khién viéc ghi graph. Eval khong tu tat gradient;
no_grad khéng tu tat dropout. Mang nhd nay chua cé hai layer do, nhung van gitr hai 16i
goi dé loop dung dugc khi kién trac thay doi.

Training loss trong ham 1a trung binh loss quan sat trong khi trong s6 thay d6i qua cac
batch. N6 khong nhat thiét bang loss danh gia lai toan bd train & checkpoint cudi epoch.
Néu can so train/validation chat ché, goi cting evaluate trén ca hai loader sau epoch,

dung cung ché do layer.

Al Canuc80k - Bai 3.4 - Training loop 6/23



HOI NHANH
Model cé 16p Dropout, tic 16p tat ngadu nhién médt s6 no-ron trong lic train (bai 3.6
sé hoc k§). Ham cham validation c6 with torch.no_grad(): nhung quén

model.eval(). Chuyén gi xay ra?
A Dropout van tdt ngiu nhién no-ron, nén diém dao déng
B no_grad tu chuyén model sang eval, nén van dung
¢ Graph van dugc ghi lai, vi model con & ché db train

D Bdo 16i, vi Dropout can gradient mdi chay dugc

CoOng loss qua cac batch ciing phai tinh theo méu. Gi sit batch dau c6 16 mau, loss mean
0.2; batch cudi c6 8 mau, loss mean 0.8. Trung binh hai s6 bing 0.5, nhung trung binh
theo 24 mau la (16 - 0.2 + 8 - 0.8) /24 = 0.4. b6 1a 1y do code nhan len(yb) truée khi

cOng.

Cach nay dang véi cross-entropy khong trong sé ctia bai. Khi dung class weight,
ignore_index hodc loss trung binh theo pixel, mau s6 ding la tong trong sé hoac s6
phan tir that sy dugc tinh, nén can doc reduction ctia loss trudce khi cong.
CrossEntropyLoss mac dinh bé qua nhan —100 (ignore_index) va chia cho s6 nhan con
lai. DGi reduction="mean' sang 'sum' véi batch 64 ma gitr learning rate ctia SGD la nhan

budce di lén 64 lan.

_ trung binh hai batch: 0.5
theo mau: 0.4

loss

16 mau

Trung binh theo mau la 0.4, khéng phai 0.5.
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HOI NHANH
Mot epoch c6 bon batch 16 mau, batch nao ciing ¢6 loss trung binh 0.1, va mot
batch cudi 8 mau c6 loss trung binh 0.7. Loss trung binh theo mau ctia ca epoch la

bao nhiéu?

A 0.0
B 017
c 0.22
D 0.40

Chon checkpoint theo validation

Néu chi luu epoch cudi, ta c6 thé bé mat model da téng quat hoa tot hon & gitta qua
trinh. Ta chon loss validation nhd nhat; metric lya chon trong bai that c6 thé 1a F1, RMSE
hodc metric ctia scorer. Chdt huéng “nho hon t6t” hay “16n hon tét” truée khi viét diéu

kién so sanh.

Luu ban t6t nhat phai luu ban sao. Cac tensor trong model.state_dict() dung chung bd
nhé véi tham s6; chi gan best_state = model.state_dict() rdi ti€p tuc hoc thi “ban tot

nhat” d6i theo model. Dung clone hodc deepcopy, hoic ghi tép ngay khi gip ban tét hon.

Python

best_loss = float('inf')

best_epoch = -1

best_state = None

history = []

for epoch in range(35):
training_loss = train_epoch(model, train_loader, optimizer)
valid_loss, valid_accuracy = evaluate(model, valid_loader)
history.append((epoch + 1, training_loss, valid_loss, valid_accuracy))
if valid_loss < best_loss:

best_loss = valid_loss
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best_epoch = epoch + 1
best_state

{name: value.detach().cpu().clone()
for name, value in model.state_dict().items()}
if epoch in [0, 9, 19, 34]:

print(epoch + 1, round(training_loss, 4),

round(valid_loss, 4), round(valid_accuracy, 4))

perfect = [e for e, _, _, accuracy in history if accuracy == 1.0]
print('accuracy 1.0:', len(perfect), 'epochs, first', perfect[0])
model.load_state_dict(best_state)

model.eval()

print('best epoch:', best_epoch)

print('best validation:', tuple(round(v, 4) for v in evaluate(model, valid_loader)))

Mbi dong epoch c6 train loss, validation loss va validation accuracy. Train loss giam gan
nhu déu tur 0.6312 xuéng 0.0197, con validation loss thap nhat & epoch 32 (0.03) rdi 1én
0.0429 & epoch 35: epoch cudi khong phai epoch t6t nhat.

Validation chi 24 mau nén accuracy di theo nic 1/24; 21 trong 35 epoch cung dat 1.0,
accuracy khong phan biét dugc chiing, con loss thi phan biét duge. biém (0.03, 1.0)

da dugc dung dé chon epoch, nén né hoi lac quan so véi dit liéu méi.

loss
Iuu checkpoint !
0.6 !
|
0.4 !
0.2 i
o~ : validation
0.0 train
1 10 20 32 35
1.0 tU epoch 7
_J_J___J L , accuracy

Validation loss thap nhat & epoch 32, nén luu checkpoint & do.

Hl Tk

| A=~ EFaEA~0- TENZM=A- EF0E0~0-
wam

Af WaT®AAFR WAT®ADAR WaAT®HNDAF

xxxxxxxxx

budc 0 (epoch 0.0): accuracy budc 10 (epoch 0.1): accuracy  budc 80 (epoch 0.9): accuracy budc 1880 (epoch 20.0):
validation 0.142, loss 2.313 validation 0.577, loss 1.658 validation 0.757, loss 0.719 accuracy validation 0.852, loss
0.420

Vong train trén Fashion-MNIST: vién xanh doan dlng, vién cam doan sai.
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HOI NHANH
Code chon checkpoint ghi best_state = model.state_dict(), khong clone, moi
khi validation loss tét hon. Train hét 35 epoch roi

model.load_state_dict(best_state). Model c6 trong sé ctia epoch nao?
Epoch 32, epoch c6 validation loss nhé nhat
Epoch 1, 1an dau diéu kién dudc thoa
Khéng xac dinh, vi tensor c da bi giai phdéng

Epoch 35, vi best_state thay déi theo model

HOI NHANH
Gia strvong lap trén chon checkpoint theo validation accuracy, v6i diéu kién
valid_accuracy > best_accuracy va best_accuracy khdéi tao bang 0, thay vi theo

loss. Checkpoint la epoch nao?
Epoch 7, Ian dau accuracy dat 1.0
Epoch 20, méc log dau tién c6 accuracy 1.0
Epoch 32, cling la epoch cé loss nhd nhat

Epoch 35, Ian cubdi accuracy dat 1.0

Luu dt dé suy ludn lai

DPua dau vao méi qua model da hoc dé 1ay du doan goi l1a suy luin (inference), khac voi
huén luyén la lac trong s6 con duge chinh. D€ suy luin lai 6 mot chuong trinh khac, ta

luu mot goi (packet) gom state_dict, mean/std va vai dau vao kiém tra kém logits mong
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doi, vao thu muc receipts/phase-3 canh notebook. Mudn ti€p tuc training chinh xac thi

con can trang thai optimizer, scheduler, s6 epoch va trang thai bd sinh s6 ngau nhién.

torch.load mot tép la c6 thé chay code tuy ¥, nén chi tai checkpoint dang tin ciy;

weights_only=True chi cho phép tensor va ki€u dit liéu co ban, dt cho packet nay.

Python

artifact_dir = Path('receipts/phase-3')
artifact_dir.mkdir(parents=True, exist_ok=True)
checkpoint_path = artifact_dir / '3-4-best.pt’
query = torch.tensor([[1., 0.1, [-1., 0.11)
with torch.no_grad():

expected = model((query - mean) / scale)
torch.save({'state': best_state, 'mean': mean, 'scale': scale,

'query': query, 'expected': expected, 'epoch': best_epoch}, checkpoint_path)

fresh = make_model()
packet = torch.load(checkpoint_path, map_location='cpu', weights_only=True)
fresh.load_state_dict(packet['state'])
fresh.eval()
with torch.no_grad():

reloaded = fresh((packet['query'] - packet['mean']) / packet['scale'])
print('same logits:', torch.allclose(reloaded, expected, atol=le-7))

print('classes:', reloaded.argmax(dim=1).tolist())

True kiém khoi phuc trong cling tié€n trinh; hai 16p [1, 0] khép quy tac ban dau: (1, 0)
choz1 4+ 0.522 =1 >0, (—1,0) cho -1 < 0.

HOI NHANH
Phién Colab bi ngit & epoch 20, va checkpoint chi c6 state_dict clia model. Ta tao

mot Adam méi roéi train ti€p 15 epoch. So véi chay lién 35 epoch thi sao?
Giéng hét, vi trong s6 model da mé ta dd trang thai
Giéng hét, néu dat lai seed nhu luc dau
Khéc, vi cac trung binh ddng clia Adam va thi tu xao d liéu déu bét dau lai

Bdo 16i, vi load_state_dict doi ca state cua optimizer
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Phép ki€ém trong cung tién trinh chua cho bi€t notebook c6 dua vao bién cii hay khong,

nén ta tao mot script nhé chay biang Python méi. Script tu tao kién truc, doc checkpoint

va chi dung thong tin trong packet:

Python

inference_source = '''import sys
import torch
from torch import nn
torch.set_num_threads(1)
packet = torch.load(sys.argv[1], map_location="cpu", weights_only=True)
model = nn.Sequential(nn.Linear(2, 8), nn.ReLU(), nn.Linear(8, 2))
model.load_state_dict(packet["state"])
model.eval()
with torch.no_grad():
x = (packet["query"] - packet["mean"]) / packet["scale"]
logits = model(x)
print("new process match:", torch.allclose(logits, packet["expected"], atol=1le-7))
print("new process classes:", logits.argmax(dim=1).tolist())
inference_path = artifact_dir / '3-4-infer.py'
inference_path.write_text(inference_source, encoding='utf-8"')
result = subprocess.check_output([sys.executable, '-B', '-X', 'utf8',
str(inference_path), str(checkpoint_path)], text=True)
print(result.rstrip())

Phép ki€ém nay giong chay 1oi giai CP trén input méi qua stdin: két qua khong duge phu

thudc vao bién con sét trong moi trusng thix. O bai thi that, script suy luan con phai

theo dung quy dinh ndp bai ctia dé (format file, thir tu ID, tép dé cho), vi viy phép kiém &

phién méi phai chay ding script sé nop.

3-4-best.pt

state

mean

scale tién trinh Python mdéi match: True
_—
make_model() [1, 0]

query load_state_dict
expected
epoch

du dé suy luan, chua du dé train tiép

Checkpoint luu trong s6, mean va scale, kém dau vao kiém va logits mong dgi.
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HOI NHANH
Trong notebook, model méi nap checkpoint da cho same logits: True. Visao bai

van chay thém mot script & tién trinh Python mai?
A torch.load chi doc dung tép khi chay & tién trinh khac
8 Tién trinh mdi déi seed nén phép so khét khe hon
¢ allclose trong cung tién trinh ludn tra vé True

D Notebook c6 thé dang dua vao bién cii khéng cé trong packet

Tai lap

Seed ctia khai tao model, chia dit liéu va DataLoader can dugce c6 dinh. Bai dat seed,
dung CPU mot thread va ché do deterministic, nén chay lai trong cing moi trudng cho
cung s6. PyTorch khéng hira két qua giong ting bit gitra moi phién ban, nén tang va

GPU; vi vay ghi lai phién ban thu vién, cach chia va cau hinh ctuing diém sé.

Tai lap dugec mot 1an chay chua c6 nghia 1a mot 1an chay da dé so hai cau hinh. Ngay
trong log trén, validation loss di tir 0.0396 (epoch 20) xuéng 0.03 (epoch 32) roi 1én
0.0429 (epoch 35). Chénh léch gitra hai cau hinh chi dang tin khi 16n hon ré mitc dao

dong gitra cac seed.
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HOI NHANH
Thit learning rate 0.03 va 0.01, méi cdu hinh chay mét 1an v6i cung seed 21.
Validation loss t&t nhat lan lugt 1a 0.030 va 0.028. Két luan nao hop 1y?

Chon 0.01, vi cung seed nén chénh Iéch chi do learning rate
Chon 0.03, vi chénh 0.002 qua nhé nén gill cau hinh ci
Chua chon dugc, can chay thém vai seed réi so trung binh

Chon 0.01, vi validation loss thap hon la du dé quyét dinh

Tu viét Dataset va collate_fn

TensorDataset can ca bd di liéu ndm sdn trong mot tensor. Thu muc hang nghin anh,
moi anh mot ¢d, thi nén viét mot 16p con clia Dataset v6i hai ham & bai 0.1: __len__ tra

s6 mau, __getitem__(i) doc mdt mau tu dia khi can.

Python

import numpy as np

import pandas as pd

from PIL import Image

from tempfile import TemporaryDirectory

from torch.utils.data import Dataset

class FolderDataset(Dataset):
def __init__(self, root, table, size=8):

self.root, self.table, self.size = Path(root), table.reset_index(drop=True), size

def __len__(self):
return len(self.table)

def __getitem__(self, 1):
row = self.table.iloc[i]
image = Image.open(self.root / row["file"]).convert("L").resize((self.size,
self.size))

x = torch.from_numpy(np.asarray(image, dtype=np.float32) / 255).unsqueeze(0) # (1,

Al Canuc80k - Bai 3.4 - Training loop 14/23



H, W)

return x, int(row["label"])

with TemporaryDirectory() as directory:

root = Path(directory)

rng = np.random.default_rng(0)

rows = []

for i in range(10):
w, h = rng.integers(10, 30, size=2) # moi anh mot kich thudc
label = i % 2 # nhdn 1: anh sang han
pixels = rng.integers(0, 120, size=(h, w)) + 120 * label
Image.fromarray(pixels.astype(np.uint8)).save(root / f"{i}.png")
rows.append({"file": f"{i}.png", "label": label})

data = FolderDataset(root, pd.DataFrame(rows))

loader = Dataloader(data, batch_size=4, shuffle=False, num_workers=0)

xb, yb = next(iter(loader))

print(len(data), len(loader), tuple(data[0][0].shape), tuple(xb.shape), yb.tolist())

print(round(float(xb[yb == 0].mean()), 3), round(float(xb[yb == 1].mean()), 3))

__getitem__ dua moi anh vé (1,8, 8), nén DataLoader xép bon mau thanh batch
(4,1, 8,8); 10 mau, batch 4 cho 3 batch. D sang 0.236 va 0.709 khép cach sinh: anh nhan
1 sang hon 120 mic. PGi ¢d, chuan hoa, augmentation (chuong 5) déu dit trong

__getitem__.

Van ban va dm thanh méi mau mot do dai. DataLoader mac dinh ghép bang torch.stack

nén bao 16i; collate_fn tu viét dém chudi ngdn bang 0 va gitr do dai thét.

Python

from torch.nn.utils.rnn import pad_sequence

pairs = [(torch.tensor([5, 2, 91), 1), (torch.tensor([7]), 0), (torch.tensor([3, 3, 1, 41),
1]
try:
next(iter(DatalLoader(pairs, batch_size=3)))
except RuntimeError as error:

print("khéng c6 collate_fn:", str(error).split(" at entry")[0])

def pad_collate(batch):
seqs, labels = zip(xbatch)
lengths = torch.tensor([len(s) for s in seqs])
padded = pad_sequence(seqs, batch_first=True, padding_value=0)

return padded, lengths, torch.tensor(labels)
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for tokens, lengths, labels in Dataloader(pairs, batch_size=3, collate_fn=pad_collate):

print(tokens)
print(lengths.tolist(), labels.tolist())

ba mau tokens lengths

pad_collate
_—

collate_fn dém 0 cho bing chudi dai nhat va gitt d6 dai that.

collate_fn nhan list cac mau do __getitem__ tra vé va tra vé mot batch. So 0 1a token
dém; tinh loss trén ca ma tran ma khong dung lengths hay mat na thi model hoc ca

phan dém. Bai 3.8 va chuong 6 dung khuon nay kém mask.

collate_fn ciing la chd gon dé€ bd mau hong: néu __getitem__ tra None cho anh khong
doc dugc, loc cac None trudce khi gom batch; tot hon nita 1a loc danh sach tép hdng truée

khi huan luyén.

HOI NHANH

Dataset tra vé anh khac ¢ nhau, Datal.oader batch_size=32, khong c6 collate_fn.

Ldy batch dau tién thi sao?
A Moi anh dugc dbi vé c¢d cua anh dau tién
8 Moi anh dugc cdt vé c¢d nho nhat trong batch
¢ Bao 16i vi khéng xép dudc cac tensor khac shape

D Batch la mét list anh rai
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Khi di thi

» Chay thir vai batch, do thdi gian mot epoch roi nhéan véi s6 epoch dé biét co kip gio
khong.

» Luu checkpoint ra tép ngay khi validation t&t hon, theo diing metric ctia dé.

» Checkpoint phai di kém scaler, thir tu feature va bang tén 16p dé suy luan lai dugc.

Tom tat

o MOoi batch: zero_grad - forward - loss - backward - step. Epoch 1a mot 1an duyét
hét train, gom nhiéu step.

« Chuin hoa bang théng ké cta train; validation chay trong eval() va no_grad().

» Chon checkpoint theo validation, luu ban sao; ki€ém suy ludn lai & mot tién trinh
Python mai.

» Dirliéu that vao loop qua Dataset tu viét; mau dai ngan khac nhau thi can

collate_fn.
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Kiém tra cuoi bai

CAU1
Téap train c6 N mau, mbi mau d dic trung, md hinh tuyén tinh. So chi phi tinh toan
ctia mot epoch SGD, mbi buée diing mot mau, véi mot vong gradient descent dung

ca tap. Cau nao dang?
Cung bac O(Nd), vi ca hai déu di qua N mau mét 1an
Epoch SGD d&t hon N Ian, vi cé N 1an cap nhat
Epoch SGD ré hon N 1an, vi méi budc chi nhin mét mau

Khéng so dudc, vi thi tu mau trong SGD 13 ng4u nhién

PHONG THEO ) CMU 10-601 - Exam 2 Practice - Q1.4

CAuU 2
Mot vong 13p quén han optimizer.zero_grad(). Tham s6 w bt dau bang 1,
optimizer la SGD véi learning rate 0.1, va & batch nao gradient ctia loss theo w cling

bing 2. Sau 3 batch, w va w. grad bing bao nhiéu?
w = 0.4, w.grad bang 2
w = 0.4, w.grad bang 6
w = —0.2, w.grad badng 2

w = —0.2, w.grad bang 6

PHONG THEO ) NOAI 2026 Singapore - Vong sd loai - Cau 126
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CAU 3
Loss train in ra sau méi 50 buéce 1a 0.69, 0.48, 1.9, 27.3, rdi nan. Dit liéu da chuin
hoa, loss 1a nn.CrossEntropyLoss, optimizer la Adam véi learning rate 1.0. Nén kiém

gi truée?
Batch size, tang I&n cho loss bdt nhiéu
Learning rate, giam 10 1an réi xem dd I6n cla gradient
S6 epoch, difng sém trudc khi loss thanh nan

Kién truc, thém 18p dé mang hoc tiép dugc

PHONG THEO ) NOAI 2026 Singapore - Vong sd loai - Cau 141

CAU 4
Dong log epoch 1 ciia bai c6 train loss 0.6312 va validation loss 0.6167. Validation
thap hon train ¢6 phai dau hiéu 16i khong?

Co, validation thap hon nghia la di liéu da lot vao train
C4, phai goi model.eval() khi train dé hai sé so dugdc véi nhau
Khéng, vi train loss dudc lay trong luc trong sé con dang hoc

Khéng, vi 8 epoch dau validation ludn thap hon train
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CAus

Ham cham validation c6 model.eval() nhung khéng c6 no_grad, va gom

all_logits.append(model(xb)) dé tinh F1 sau vong lap. BO nhé tang theo tung

batch, roi bao hét bo nhé gitta ching. Stra thé nao?
Goi thém model.eval() dé tat han autograd
Boc vong cham trong with torch.no_grad():
Goi optimizer.zero_grad() truéc mbi batch cham

Giam batch size khi train dé danh cho cho validation

PHONG THEO ) NOAI 2026 Singapore - Vong sd loai - Cau 127

CAu 6
Luu MLP ctia bai, gom Linear(2, 8),RelLU, Linear(8, 2),bang
torch.save(model.state_dict(), 'best.pt').Tép nay chta gi?

4 tensor, tdng céng 42 s6: weight va bias cla hai I8p Linear
6 tensor, thém mdt muc cho ReLU va mdt muc cho kién tric
4 tensor trong s6 kém .grad dé train tiép dugc

Ca object model, nap lai khéng can dung kién tric

PHONG THEO ) NOAI 2026 Singapore - Vong sd loai - Cau 134
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CAu 7
Déi tiéu chi chon checkpoint tir validation loss sang macro-F1, nhung van giit best

= float('inf') va diéu kién if f1 < best:. Checkpoint dugc giir la gi?
Epoch cudi, vi F11uén nhoé hon inf
Khéng co, vi F1khong so dugc véi inf
Epoch c6 F1 cao nhat, ding nhu mong muén

Epoch c6 F1thap nhat trong ldc train

CAU 8
Script nop bai doc test.csv c6 cung tén cit véi train nhung khac thit tu cot, roi
chuidn héa bang mean va std tinh lai trén chinh test. Model 1a MLP nhu trong bai.

Phai stra thé nao?
Theo thu tu cot cla test, mean va std tinh lai trén test
Theo thu tu c6t cla test, mean va std da Iuu tu train
Theo thu tu c6t da Iuu, mean va std da Iuu tu train

Theo thu tu c6t da Iuu, mean va std tinh lai trén test
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cAu 9

Phan loai 10 16p can bing, validation accuracy trong notebook la 0.91. Script nép
chay & phién méi, nap dang checkpoint, chuan hoa bing mean va std da luu, s6
hang va th tu ID khép file mau. Vay ma diém cham chi khoang 0.10. Gia thuyét nao
khép nhat?

Model overfit validation, c&n thém regularization réi train lai
Bang dbi chi sé ra tén I8p & script ndp khac vdi luc train
Test I&ch phan phéi nén scaler can fit lai trén test

Phién méi co seed khac nén du doan thanh ngau nhién

PHONG THEO ) NOAI 2026 Singapore - Vong sd loai - Cau 284

CAU 10
Bai dat seed, chay trén CPU v6i mot thread, va bat use_deterministic_algorithms.

Nhu viy bao dam dugc diéu gi?
Chay lai trong cung méi trudng thi cho cung két qua
K&t qua giéng tiing bit trén moi may va moi phién ban
Dung lai dugc model ké ca khi khéng Iuu cach chia di liéu

Khoéng can validation nifa, vi két qua da c6 dinh

Poc thém

PyTorch — Datasets & DataL.oaders: doc cach chia trach nhiém dataset, sampler va ghép

batch.

PyTorch — Optimizing Model Parameters: doi chi€u train/test loop va thi tu gradient.
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https://docs.pytorch.org/tutorials/beginner/basics/optimization_tutorial.html

« PyTorch — Saving and Loading Models: xem state_dict, checkpoint va luu best model biang

ban sao.

e PyTorch 2.9 — Reproducibility: doc gi¢i han ctia seed va deterministic algorithms.
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