Activation va loss

Trac nghiém 46 ¥ PDF bai

L6p cudi ctia mang phéi hgp voi loai dau ra can du doan. Doan mot s6 thuc,
nhu s6 phuat lam bai, thi dé nguyén dau ra va dung MSE; doan c6/khong thi
dung sigmoid v6i binary cross-entropy; chon mét trong nhiéu 16p thi dung
softmax vdi cross-entropy. Ghép sai thi code van chay va loss van giam, nhung
model dang hoc sai bai toan. Bai nay hoc cac activation thuéng dung & 16p an
va l6p cuoi, va cach chon loss theo y nghia ctia nhan.

MUC TIEU

« Chon activation cho 16p an va cach khéi tao trong so.

« Phan biét logit, xac suat va nhan.

« Chon loss theo loai dau ra: MSE, BCEWithLogitsLoss, CrossEntropyLoss.

 Tranh 16i ap sigmoid hoac softmax hai lan.

Activation 1a mot phép bién déi c6 muc dich

MLP can phi tuyén gitia cac 16p. ReLU gitr phan duong, dat phan am vé 0. Tanh dua s6 vé
khoang (—1,1); sigmoid dua vé (0, 1). Hay nhin do thi truée khi thudc tén: ReLU c6 mot
céng m& hoac dong, con tanh va sigmoid dan ndm ngang & hai dau. Khi dau ra gan nhu
khong déi dut dau vao ddi, gradient cling nhd.

RelLU sigmoid

nét lién: ham - nét dut: dao ham

ReLU, tanh, sigmoid (nét lién) va dao ham (nét dat).
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anh hoa trai thanh Iugi 60 x 60  cung mot I8p tuyén tinh: xoay, activation: ReLU gap phan am activation: ReLU gap phan am
diém trén mat phang kéo gian, dich, lugi van thdng  vé truc, tanh ép vao hinh vuédng  Vé truc, tanh ép vao hinh vuéng
(-1, 1), sigmoid ép vao (0, 1) (-1, 1), sigmoid ép vao (0, 1)

Phép tuyén tinh gitr lu6i thing; activation uén cong mit phang.

Cac cong thiic 1a ReLU(z) = max(0,z2),0(z) =1/(1 + e *) vatanhz = (e* — e ?)/(e* +
e?). bao ham ctia sigmoid va tanh doc dugc ngay tu dau ra: o' (z) = o(z)(1 — o(2)), I6n
nhat 1/4 tai 0; tanh’(z) = 1 — tanh? 2, 16n nhat 1 tai 0. ReLU c6 dao ham 1khi z > 0va 0
khi z < 0.

Vi du mot no-ron c6 dau vao (2, —1, 3), trong s6 (0.5,2,—1),bias: 2 =1-2 -3+ 1=
—3, ReLU cho 0. Sigmoid dang ra 0.4 thi dao ham 1a 0.4 - 0.6 = 0.24. Pao ham tanhla 1 —
tanh? z < 1, nén di ngugc qua tanh, gradient khong bao gi¢ 16n thém.

Python

import numpy as np
import torch
from torch import nn

from torch.nn import functional as F

torch.set_num_threads(1)

torch.manual_seed(13)

z = torch.tensor([-10., 0., 10.], requires_grad=True)
torch.sigmoid(z).sum().backward()

print('sigmoid :', [round(v, 6) for v in torch.sigmoid(z).tolist()])
print("sigmoid':", [round(v, 6) for v in z.grad.tolist()])

z.grad = None # x6a gradient cU trudc 1an backward thU hai
torch.tanh(z).sum() .backward()

print("tanh' 2", [round(v, 6) for v in z.grad.tolist()])

r = torch.tensor([-2., 0., 3.], requires_grad=True)
torch.relu(r).sum().backward()

print('relu :', torch.relu(r).tolist(), "relu':", r.grad.tolist())

Hang sigmoid' cho 0.25 & gitta va 4.5 - 10° & hai dau; tanh' bang 1 & gitta va tron vé 0

trong float32 tai |z| = 10. MOt neuron 4n bao hoa (dau ra nim & viing phang) vi thé gan

nhu ngling hoc: moi gradient di qua n6 bi nhan véi mot s¢ gan 0.
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Pay la d nhay ciia riéng activation, chua c6 loss. O 16p dau ra, sigmoid ghép véi BCE
cho dao ham theo logit rit gon thanh o(z) — y (kiém & muc nhi phan), nén bao hoa & 16p

cudi khong gay cung van de.

ReLU khong bao hoa & phia duong va tinh rat ré, vi thé 1a lva chon mic dinh cho hidden

layer.

Déi lai, mot neuron co6 pre-activation am trén moi mau, chang han sau mot budc cap
nhat qua 16n ddy bias xudng rat am, cho dau ra 0 va gradient 0 cho chinh trong s6 cta
nod. Neuron ay “chét” va khong tu hoi lai. LeakyReLU, max(0.01z, z), gitt mot d6 déc nho
phia am dé neuron van nhén gradient. Khi nhiéu neuron sigmoid da bao hoa, giam

learning rate khong gitp: gradient nho vi dao ham ciia activation, khong phai vi buéc di.

HOI NHANH
Mot neuron an dung sigmoid c6 z ~ 8 trén hau hét cac mau train. Trong s6 di vao

neuron dy dugc cip nhit thé nao?
A Rat manh, vi z I8n thi gradient I16n
8 Gan nhu ding yén, vi o’(8) rat nho
¢ Binh thudng, vi BCE d4 triét tiéu thira s6 o’

D BuUng yén hoan toan, gibng mot neuron ReLU da chét
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HOI NHANH
ReLU khong c6 dao ham tai z = 0. Vi sao huan luyén bang autograd van chay binh

thuong?
A Autograd quy udc mot gid tri tai 0, va z rat hiém khi dung bang 0
8 Dao ham tai 0 bdng 1/2, trung binh cla hai phia
¢ Optimizer tu bd qua cdc mau cé z = 0 trong batch

D Float32 khéng biéu dién dugc dung sbé 0

PHONG THEO ) NOAI 2026 Singapore - Vong sg loai - Cau 47

Qua nhiéu 16p: thang do va khai tao

Mot hidden layer tinh z; = > ; wj;a; v6i n dau vao (fan-in). Gia sit cac trong s6 doc lap,
trung binh 0, phuong sai o2, va doc 1ap véi dau vao. Khi do cac s6 hang khong tuong
quan vGi nhau va

Var(z;) = no? Ela?].

V6i ReLU va pre-activation doi xiing quanh 0, ntra am bi dit vé 0 nén E[a?] bang mdt nlra
phuong sai pre-activation ctia 16p truée. Qua méi 16p, phuong sai vi thé nhan véi no? /2.

Hé s6 nay lap lai & moi 16p nén tac dung la Iy thira: nhé hon 1 thi tin hiéu co theo cédp s6
nhan, 16n hon 1 thi nd. Backward di qua chinh cac ma trin ay (chuyén vi) va cac mit na

ReLU, nén gradient vé cac 16p dau ciing co hodc né theo cung cach.

bat hé s6 bing 1 cho
ow = V2/n

9

goi la khoi tao He (Kaiming), lya chon chuan cho mang ReLU. Phuong sai chi quyét dinh

thang do; ban than cac trong sd van phai rat ngau nhién, vi cac neuron khéi tao giong
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hét nhau nhin cung gradient va giong nhau mai (bai 3.2).
Véi activation khac:

e Tanh gan nhula z quanh 0 nén can o, = 4/1/n; khéi tao Xavier (Glorot) 1ay trung

binh fan-in va fan-out theo cuing tinh than.

 Sigmoid con thém mdt hé s6: mdi 16p nhan gradient véi o’ < 1/4, nén chong nhiéu

16p sigmoid 1am gradient cta cac 16p dau tit dan ngay ca khi trong sd vira phai.
Vai vi du tinh fan-in (s6 dau vao ctia mdi neuron):

o LOp tuyén tinh 512 dau vao, theo He: oy = 4/2/512 = 0.0625.
» Lop tich chap 3 x 3 v6i 128 kénh vao (bai 5.1): fan-in 9 - 128 = 1152, nén o, =
V/2/1152 ~ 0.042.

 Xavier dang chuan dung Var(w) = 2/(nin + nout): 16p 300 vao, 100 ra c6 o =

/27400 ~ 0.071.

Ciing phép tinh phuong sai 4y cho thay tich vo6 huéng ciia hai vector d chiéu doc 14p, mbi
thanh phan trung binh 0 va phuong sai 1, c6 do 1éch chuén /d; attention & bai 3.9 chia
cho 1/dj, vi vay.

Thi nghiém duéi day dung 10 16p ReLU rong 256, khong bias, 512 miu dau vao chuén. Hai
c&u hinh dung ctung cic ma tran ngau nhién, chi khac hé s6 nhan: N'(0,0.01%) hoic He.

Loss la trung binh dau ra cudi, di dé do gradient chay vé 16p 1.

Python

def depth_probe(std, depth=10, width=256):
torch.manual_seed(0) # cung d¥ liéu va cung ma tran cho moi std
h = torch.randn(512, width)

weights = [(torch.randn(width, width) * std).requires_grad_() for _ in range(depth)]

scales = []

for w in weights:
pre = h @w # pre-activation, shape (512, 256)
scales.append(pre.std().item())
h = torch.relu(pre)

h.mean() .backward() # loss don gidn dé do gradient vé 1dp 1

return scales, weights[0].grad.norm().item()

scales_small, grad_small = depth_probe(0.01)
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scales_he, grad_he = depth_probe((2 / 256) %% 0.5)
print('std pre-activation & 16p 1, 4, 7, 10 va |grad Wi[:')
for name, scales, grad in [('N(0,0.012)', scales_small, grad_small), ('He', scales_he,
grad_he)]:
print(f'{name:10s}', [float(f'{v:.29}') for v in scales[::3]], f'{grad:.29}"')

Ly thuyét du doan dugc cac con so nay. Véi o, = 0.01 va n = 256, phuong sai nhan 256 -
107*/2 = 0.0128 mdi 16p, tirc do 1éch chudn nhan khoang 0.113. L6p 1 nhan dau vao
chudn nén c6 std v/256 - 0.01 = 0.16; sau chin 16p nita con 0.16 - 0.113° ~ 5 - 1071, dtng
nhu output. Gradient vé 16p 1 nhd hon ban He khoang 3 - 108 1an, nén moi budc cap nhat
gan nhu bang 0 va loss ding yén. bau ra khong bang 0, cling con rat xa gisi han ctia

float32 (cd 10~3®): tin hiéu chi bi co t6i muc vo dung.
Vi He, std gitt quanh 1.4 & moi 16p.

Hai cdu hinh khac nhau dtang hé s6 0.01/4/2/256 ~ 0.113 & mdi 16p. Vi ReLU thuan nhat
duong, ReLU(cz) = ¢ReLU(z) v6i moi ¢ > 0, nén trong mang khong bias, nhan trong s6
ctia mot 16p véi ¢ thi moi 16p phia sau nhan dang c. Trén truc log, dudng cta N(0,0.012)

vi th€ gan nhu mot duong thang di xudng, cung dé déc & moi 16p.

std pre-activation

10° @ o o —o— o o o o —e He
1072
107
107
1078
N(0, 0.013)

10*10

1 2 3 4 5 6 7 8 9 10

I6p

Qua 10 16p ReLU: khéi tao qua nho lam tin hiéu co dan; He gitr 6n dinh.

nn.Linear ctia PyTorch mic dinh lay trong s déu trong [—1/4/n,1/4/n], ticc d6 léch
chudn 1/+/3n, nhé hon He. Vi mang ReLU siu tu viét, goi
nn.init.kaiming_normal_(layer.weight, nonlinearity='relu') dé€ gii thang do.
BatchNorm (bai 3.6) va két ndi residual (bai 5.2) 1a hai cach khac git thang do khi mang

rat sau.
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HOI NHANH
Mang ReLU 10 16p, khong co bias. Gitr nguyén dau vao, nhan moi trong s6 ctia ca 10

16p v6i 2. Pau ra cu6i thay d6i thé nao?
Nhan 2, vi méi trong s6 chi nhan 2
Nhan 20, vi hé sé6 cdng dén qua 10 I8p
Nhan 210 = 1024

Khéng doan dugc, vi ReLU la ham phi tuyén

HOI NHANH
Gradient di ngugc qua 10 16p sigmoid. Bo qua trong sd, coi chiing bang 1, thi tich

cac dao ham sigmoid trén dudng di 16n nhat la bao nhiéu?
2.5, téic mudi 1an 1/4 cong lai
0.25, vi chi I8p cuéi dugc tinh
0, vi sigmoid luc nao ciing bao hoa

(1/4)10 ~ 1076

PHONG THEO ) NOAI 2026 Singapore - Vong sd loai - Cau 55

Hoi quy: do mirc sai bang don vi

Doan thdi gian 1a hoi quy; dau ra cudi thuong dé linear, khong qua activation nao. Thém

sigmoid & cudi la ép so phut vao (0, 1) ma khong cé 1y do.

V6i phan du r = § — y, MSE trung binh 72, MAE trung binh |r|. MSE c¢6 don vi phtt binh
phuong, MAE c6 don vi phat. MSE phat mot sai s6 10 ndng gap 25 1an sai s6 2, con MAE
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ndng gap 5 lan: chon loss la chon mitc phat cho 16i 16n.

Néu model chi dugc doan mot hiang s6, MSE chon trung binh ctia target, con MAE chon

trung vi; vai bai c6 thai gian bat thuong vi thé kéo model MSE di xa hon nhiéu.

100
100
50
MSE: r?
25
MAE: |r|
0 Huber
-10 -5 0 2 5 10

phan dur

MSE phat theo binh phuong, MAE tuyén tinh, Huber 6 gitta.

Python

prediction = torch.tensor([1., 5., 12.1)

target = torch.tensor([2., 3., 2.1)

assert prediction.shape == target.shape

print('residual:', (prediction - target).tolist())
print('MSE:"', round(F.mse_loss(prediction, target).item(), 4))
print('MAE:', round(F.11_loss(prediction, target).item(), 4))

print('per item:', F.mse_loss(prediction, target, reduction='none').tolist())

Phan du (—1,2,10) cho MSE (1 + 4 + 100)/3 = 35 va MAE (1 + 2 + 10)/3 = 13/3. Mot
mau cudi dong phan 16n loss MSE. Kiém reduction="'none" giiip phat hién mdt dong dir

liéu bat thuong thay vi chi nhin con s6 trung binh.

Huber loss ndi hai cach: gan 0 giong binh phuong, xa giéng tri tuyét doi. Khi dé cham
MAE, train bang L1 hodc Huber thuong khép metric hon MSE; chon cu thé bang

validation.
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100

MSE = (1 + 4 + 100)/3 = 35

01

r 1 r =2 r =10

Phan du 1, 2, 10 binh phuong thanh 1, 4, 100: mot mau chi€m gan hét MSE.

HOI NHANH

Déi don vi nén target va du doan déu nhan 10. MSE thay déi thé nao?
A Nhan 10, giébng phan du
8 Nhan 20, vi ca hai dai lugng cung ddi
¢ Gil nguyén, vi MSE la mét trung binh

D Nhén 100

HOI NHANH
Nam bai cé thdi gian hoan thanh 1a 10, 12, 13, 15 va 90 phat. Néu md hinh chi dugc
doan mét hing sd, thi hang s6 tdt nhat theo MSE va theo MAE lan lugt 1a bao

nhiéu?
A Theo MSE I3 28, theo MAE 1413
5 Theo MSE I3 13, theo MAE |4 28
¢ Cahaidéula28

D Cahaidéulai3
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median 13 (MAE) mean 28 (MSE)

10 12 13 15 90

Héang sd tot nhat: theo MSE la trung binh 28, theo MAE la trung vi 13.

Nhi phan: dau ra mot logit

Doan “can doé thi” dung nhan y € {0, 1}. Mang cho mot s6 thuc z, goi la logit. Sigmoid
bién z thanh xac suat p. Logit 0 tuong (g xac suat 0.5; logit duong nghiéng vé 16p 1, am
nghiéng vé 16p 0. Logit khdng bat budc ndm trong khoang 0-1.

Binary cross-entropy la —[ylogp + (1 — y) log(1 — p)|. Néu tu tinh sigmoid roi log véi z
rat 16n, lam tron c6 thé cho p = 1 valog(1 — p) gip 16i s6. Dung BCEWithLogitsLoss dé
ghép hai phép bang dang 6n dinh:

{(z,y) = max(z,0) — zy + log(1 + e 1?).

loglp tinh log(1 + ¢) 6n hon khi ¢ rat nho. Ta tu cai dang nay biang NumPy réi so thu

vién:

Python

logits_np = np.array([-2., 0., 2., -1000., 1000.])

labels_np = np.array([0., 1., 1., 0., 1.1)

stable_bce = np.maximum(logits_np, 0) - logits_np * labels_np
stable_bce += np.loglp(np.exp(-np.abs(logits_np)))

logits = torch.tensor(logits_np, requires_grad=True)

labels = torch.tensor(labels_np)

individual = F.binary_cross_entropy_with_logits(logits, labels, reduction='none')
print(np.round(stable_bce, 6).tolist())

print('match:', np.allclose(stable_bce, individual.detach().numpy()))
individual.sum() .backward()

print('gradient:', [round(v, 6) for v in logits.grad.tolist()])
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Loss tai hai logit cuc 16n nhung doan ding van hitu han. Gradient ciia téng loss theo
tung logitla p — y, nén tai 2 = 0,y = 1 n6 la —0.5. Khi logit rat duong ma target 1a 0,

gradient gan 1: m6 hinh sai rdt tu tin van nhén tin hiéu chinh ré.

T d6 c6 ba quy tic cho 16p cudi ctia bai nhi phan:

o Lé6p cudilann.Linear(d, 1), khdéng c6 sigmoid; sigmoid chi goi lac suy ludn, khi can
xac suit. Ngudng 0.5 cho xac suat tuong duong ngudng 0 cho logit.

» Khéng dit ReLU ngay trude dau ra: logit khong bao gié am nén p > 0.5, m6 hinh
khong thé doan 16p 0.

e nn.Linear(d, 2) divai CrossEntropyLoss, khong di v6i BCEWithLogitsLoss.

BCE theo logit z gradient = o(z) -y
6

o
o
N o
1
o
o
N o

Doan sai cang tu tin, loss cang 16n va gradient khong tét.

HOI NHANH
Mo hinh ¢6 nn.Sigmoid() & I6p cudi, va dau ra ay lai duge dua vao

BCEWithLogitsLoss. V6i mau c6 nhan 0, loss khong bao gi¢ xuéng dusi mic nao?
A 0, khi mé hinh rat tu tin doan dung
B 0.313, tuc log(1l +e!)
¢ Khéng xac dinh, vi code bao 16i kiéu dif liéu

D log2 =~ 0.693
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Nhiéu 16p: mbi hang 1a mét bo logits

Chon dang mot do kho trong ba 16p la multi-class. Mang tra (B, C) logits. Softmax theo
chiéu 16p tao p. = e*/ 3, €%, tong bang 1. CrossEntropyLoss nhan logits va target la chi
s6 16p (B, ) kiéu long; n6 da gop san log-softmax bén trong. (Loss nay ciing nhan target

la phan phéi xac suét (B, C) kiéu float, dung cho nhan mém; bai nay dung chi s6 16p.)

Véi logits (log 2, 0), softmax la (2/3,1/3). Néu nhan ding la 0, loss —log(2/3) = log(3/2)
. Hai cach tinh sau phai khop:

Python

scores = torch.tensor([[np.log(2.), 0.1, [0., np.log(2.)]], dtype=torch.floaté64)
classes = torch.tensor([0, 1], dtype=torch.long)

probabilities = scores.softmax(dim=1)

hand_loss = -probabilities[torch.arange(2), classes].log().mean()

correct_loss = F.cross_entropy(scores, classes)

double_softmax_loss = F.cross_entropy(probabilities, classes)
print(probabilities.tolist())

print(round(hand_loss.item(), 6), round(correct_loss.item(), 6))

print('softmax twice:', round(double_softmax_loss.item(), 6))

print('prediction:', scores.argmax(dim=1).tolist())

Hai loss dau bang nhau; dong “softmax twice” khac vi thu vién coi hai xac suit 2/3 va
1/3 nhu logits mdi. Code van chay, nhung bién d6i da nén chénh léch trudce khi loss thuc
hién log-softmax. D€ 14y 16p c6 xac sudt 16n nhit, scores.argmax(dim=1) da: softmax gitlr

thir ty, khong can ton thém phép tinh. Bai 10 16p thi 16p ra ¢ 10 neuron, moi neuron mot

logit.
logits softmax 11an softmax 2 1an
0.69
0.667 0.583
- 0.333 o 9.417
N N
16p O 16p 1 16p 0 1ép 1 16p O 16p 1

Softmax hai lan nén (0.667, 0.333) thanh (0.583, 0.417).
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HOI NHANH
Paura (B, 3) lalogits cho ba I6p loai trir nhau. Ghép v6i ham loss thé nao cho
dang?

Qua softmax theo chiéu I8p, roi vao CrossEntropyLoss
Qua sigmoid tiing logit, réi vao CrossEntropyLoss
Pua thang logits vao CrossEntropylLoss

Qua softmax, réi vao BCEWithLogitsLoss v&i nhan one-hot

Mot moc kiém nhanh: khi moi logit bang nhau, méi 16p c6 xac suat 1/C va CE bing log C
. Model méi khdi tao cho logits nho nén loss ¢ batch dau ndm gan méc nay: log 3 ~ 1.10
v6i ba mure kho, log 10 ~ 2.30 v6i mudi 16p. Loss dau tién xa han mdc thuong bao logits

khai dau qua 16n hodc nhéan bi ghép sai.

HOI NHANH
Bai phan loai 10 16p, m6 hinh vira khéi tao. CrossEntropyLoss méc dinh, 1dy trung
binh, & batch dau tién bing 17.5. Nhan dinh nao hgp 1y nhat?

Binh thudng, c6 10 I8p thi loss dau ludn trén 10
Logits khai dau qua 18n, vi muc binh thudng 1a gan log 10
Learning rate qua nho nén loss chua kip giam

Nhan kiéu long phai déi thanh one-hot kiéu float trudc
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Nhiéu thudc tinh cung lic

Mot bai c6 thé thudce ca “do thi” 1an “DP™: hai thudc tinh khong loai trir nhau. Khi d6 méi
thudc tinh 1a mdt nhan nhi phan riéng, model cho (B, K) logits va BCEWithLogitsLoss v&i
target float cung shape. Softmax sé ép cac thudc tinh tranh nhau téng xac suat 1, trai véi

y nghia “ca hai déu dung”.

Khi suy ludn, moéi thudc tinh bat doc lap khi sigmoid ctia né vugt ngudng; véi ngudng 0.5,
diéu do6 tuong duong logit duong. Lay argmax chi tra vé mét thudc tinh va lam mat dang
truong hop “ca hai”

Tém lai bon kiéu dau ra cta bai:

Bai toan DPau ra model Target thong thuGng Loss

Hoi quy mot s6 (B,) float (B,) float MSE hodc MAE

Nhi phan (B,) logits (B,) float 0/1 BCEWithLogitsLoss
Mot trong C 16p (B,C) logits (B,) long CrossEntropyLoss
K thudc tinh doc lap (B, K) logits (B, K) float 0/1 BCEWithLogitsLoss

Tinh tay v6i hai thudc tinh déu dung va logits bang 0: mdi sigmoid 1a 1/2, méi BCE la
log 2. Reduction mean trén hai phan tir van 1a log 2, con sum la 2 log 2. Mean chia cho s6

phan tr tham gia: v6i target (B, K), d6 1a BK, khong phai B.

Hai reduction chi khac nhau mét hiang s6 nhan, nén c6 cting diém t&i uu; nhan loss véi
mot hang s6 duong khéng ddi nghiém ma chi déi do 16n gradient. Véi SGD, déi reduction

vi thé€ tuong duong nhan learning rate v6i hang so ay.
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HOI NHANH
Mo hinh da nhan cho ba thudc tinh véi logits (1.2, —0.4, 0.1), ngudng xac suat la
0.5. Nhitng thudc tinh nao dugc du doan?

A Chi {0}, vi thudc tinh 0 c6 logit I6n nhat
8 Chi {0}, vi chi softmax cua né vugt 0.5
c {0,2}

o {0,1,2}, vi sigmoid luén cho s6 duong

sigmoid ting logit (da nhan) softmax (loai trif nhau)
- - 0.5 -  __
0 1 2 0 1 2
0.77 0.40 0.52 0.65 0.13 0.22

Sigmoid bat dugc nhiéu nhan; softmax bat cac nhan chia nhau téng 1.

Khi di thi
o Model tra logits cho loss; chi goi sigmoid hay softmax khi can xuat xac suat.

 Kiém loss ¢ batch dau: C 16p thi loss bat dau gan log C. Léch xa thi xem lai logits va

nhan.

 Bai da nhan thi chon ngudng cho tiung thudc tinh trén validation, khong giir 0.5.
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Tom tat

Activation & 16p an tao phi tuyén; dao ham ctia n6 quyét dinh gradient di qua dugc
bao nhiéu. ReLU l1a mic dinh; sigmoid, tanh bao hoa & hai dau.

Khéi tao phai gitr thang do qua nhiéu 16p: He cho ReLU.
Hoi quy: dau ra linear, loss MSE hodc MAE (mtc phat 16i 16n khac nhau).

Nhi phéan va da nhan: BCEWithLogitsLoss; nhiéu 16p loai trir nhau: CrossEntropyLoss.
Ca hai nhan logits, khong qua sigmoid hay softmax trugc.

Kiém tra cuoi bai

CAU1
Target hoi quy la s6 phut trong khoang [0, 120], khong déi thang do. Vi sao 16p cudi
dung sigmoid khong phu hgp?

Sigmoid khéng c6 dao ham nén khéng train dugc
MSE khéng nhan dau ra da qua sigmoid
Sigmoid luén doan sai cac mau co6 target bang 0

Pau ra bi ép vao (0, 1), khéng phu dugc mién cla target
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CAuU 2

Tai mot diém z c6 tanh z = 0.6. Pao ham ciia tanh z tai diém 4y bang bao nhiéu?
0.64
0.36
0.4

0.8

PHONG THEO ) USA-NA-AIO 2026 - Vong 1- Part 4.1

CAU 3
Mot mang ReLU 10 16p duge khéi tao moi trong s6 theo N'(0,0.012). Loss gan nhu
khong ddi qua cac epoch, con déi sang khai tao He thi mang hoc duge. Giai thich

nao dung?
Trong s6 nhd khién ReLU tra toan s6 0, chdn dudng di cua gradient
Trong s6 nhd gay underflow trong dé chinh xac float32
ReLU chi hoat ddéng dung khi moi trong s6 déu dugng

Activation co lai theo c&p s6 nhan, nén gradient tit dan

BE THI  NOAI 2026 Singapore - Vong sd loai - Cau 188
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https://www.usaaio.org/attachments/past-problems/2026/usaaio-2026-round-1-problems.pdf#page=8
https://aisingapore.org/wp-content/uploads/2026/04/NOAI-2026-Preliminary-Round-Assessment-300-MCQs-Google-Forms.pdf#page=69

CAuU 4

Xéty = ch:ol WeTe, VOi MOi W, . dOc 14p, E[w.] = 0 va Var(w.) = o2. Truéng hop
(i): z. 6 trung binh 0, phuong sai o2. Truong hop (ii): z. = ReLU(u,), v6i u. ddi
x(ng quanh 0 va c6 phuong sai o?. Mu6n Var(y) = o2, thi o, phai bing bao nhiéu &
moi trudng hop?

(i) 1/v/C, (i) 1/v/2C
(i) 1/+/C, (ii) y/2/C
(i)1/C, (i) 2/C

(i) \/2/C, (ii) 1/4/C

PHONG THEO ) USA-NA-AIO 2026 - Vong 1- Part 7.2

CAU 5

Du doan s6 ngudi du mdt su kién, véi g la s6 doan va a la s6 that. Loss A bang

Mg — a)? néu g > a, bang (g — a)? néu ngugc lai. Loss B biang \;(g — a)? néu g > a,
bing Ay(g — a)? néu ngugc lai. Moi hé s6 déu duong. Loss B c6 tao ra lua chon g t6i

uu nao ma loss A khong tao dugc khong?
C4, vi hai tham s6 ludn mé ta dugc nhiéu hon mot
Khéng, vi B chi ld A nhan véi mét hang sé dudng
Co, tru trudng hgp dac biét A1 = Ao

C4, vi chi B phat dugc viéc doan thiéu ngudi

PHONG THEO ) MIT 6.036 - Final, Spring 2022 - Q5(c)

Al Canuc80k - Bai 3.3 - Activation va loss 18/21


https://www.usaaio.org/attachments/past-problems/2026/usaaio-2026-round-1-problems.pdf#page=18
https://introml.mit.edu/_static/fall22/final/review/6036_final_sp22.pdf#page=13

CAu 6
Bai nhi phan. M6 hinh A dua hai logits (zo, 21) = (1, 3) vao CrossEntropyLoss. M6
hinh B dua mot logit s vao BCEWithLogitsLoss. s bang bao nhiéu thi B cho cung

xac suat 16p 1va cung loss vGi A?

0.88

PHONG THEO ) CMU 10-601 - Exam 2 Practice - Q2.1

CAu 7
Sau mot giai doan train v6i learning rate 16n, 40% neuron ReLU ctia mot 16p 4n cho
ra 0 trén moi mau train, va khong hoi lai qua nhiéu epoch. Day la hién tugng gi, va

gidm noé bang cach nao?
Overfitting, can thém di liéu
Learning rate qua nho, can tang learning rate
Neuron chét, cé thé dung LeakyReLU hoac giam learning rate

Vanishing gradient, nén déi sang sigmoid cho mugt

PHONG THEO ) NOAI 2026 Singapore - Vong sd loai - Cau 192
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https://www.cs.cmu.edu/~mgormley/courses/10601/handout/exam2_practice_problems.pdf#page=6
https://aisingapore.org/wp-content/uploads/2026/04/NOAI-2026-Preliminary-Round-Assessment-300-MCQs-Google-Forms.pdf#page=70

CAuU 8
Bai da nhan: logits va targets cung shape (B, K),targetla 0 hodc 1. C6 ba cach

viét loss:

# A

p = torch.sigmoid(logits)

loss_a = (-(targets * p.log() + (1 - targets) * (1 - p).log())).mean()
# B

loss_b = F.binary_cross_entropy_with_logits(logits, targets)

#C

q = torch.softmax(logits, dim=1)

loss_c = (-(targets * g.log()).sum(dim=1)).mean()

Dung float32, va c6 logit 1én t6i 120. Nén dung cach nao dé train?
A, Vi viét r6 cong thic nén dé kiém hon B
A hoac C, vi ca hai déu la cross-entropy
B, cung mét ham vai A nhung én dinh vé sb

C, Vi softmax bao dam cac xac suat cong lai bang 1

PHONG THEO ) NOAI 2026 Singapore - Chung két - Cau 7

CAU 9
M6 hinh da nhan train véi batch (64, 5) va BCEWithLogitsLoss mac dinh, tirc
reduction="mean'. D4i sang reduction="sum', gitt nguyén SGD va learning rate.

Budc cap nhat dau tién 16n gap bao nhiéu 1an?
11an
5 1an
64 lan

320 lan
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https://aisingapore.org/wp-content/uploads/2026/04/NOAI-2026-Final-Assessment-Section-1-MCQs-Google-Forms.pdf#page=11

CAuU 10
Mot mau ¢6 nhan 16p 0. Xac sudt ctia hai mé hinh 1an lugt 1a A: (0.6, 0.4) va B:
(0.8,0.2), ca hai déu doan diing theo argmax. So cross-entropy va accuracy trén

mau nay thé nao?
A B cdaccuracy cao han, vi 0.8 I6n hon 0.6
8 B co CE thap hon, con accuracy bang nhau
¢ A co CE thap hon, con accuracy badng nhau

D CE bang nhau, vi nhan du doan giéng nhau

Poc thém

PyTorch 2.9 — CrossEntropyLoss: tra quy udc logits, target index va reduction.

PyTorch 2.9 — BCEWithLogitsLoss: doc vi sao gdp hai phép 6n dinh hon va cach dung
pos_weight.

D2L — MLP: xem phi tuyén, activation va mang nhiéu 16p tir cac vi du nho.

D2L — Numerical Stability and Initialization: vanishing /exploding gradient va lap luan phuong

sai dan t6i Xavier.
PyTorch 2.9 — torch.nn.init: tra kaiming_normal_, xavier_uniform_va tham s6 nonlinearity.

He, Zhang, Ren, Sun (2015) — Delving Deep into Rectifiers: bai bao goc ciia khai tao He cho

mang ReLU sau.
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https://docs.pytorch.org/docs/2.9/generated/torch.nn.CrossEntropyLoss.html
https://docs.pytorch.org/docs/2.9/generated/torch.nn.BCEWithLogitsLoss.html
https://d2l.ai/chapter_multilayer-perceptrons/mlp.html
https://d2l.ai/chapter_multilayer-perceptrons/numerical-stability-and-init.html
https://docs.pytorch.org/docs/2.9/nn.init.html
https://arxiv.org/abs/1502.01852

