MLP va backpropagation

Trac nghiém & Thuc hanh Y PDF bai

Phép XOR ctia hai bit khong tach dugc bing mot dusng thang: hai diém (0, 0),
(1,1) cho 0 va hai diém (0, 1), (1, 0) cho 1 ndm chéo nhau. Vi vdy model tuyén tinh
nhu logistic regression khong hoc duge XOR. MLP (multilayer perceptron) xé€p
nhiéu 16p tuyén tinh, xen gitra la mot ham phi tuyén goi la activation, dé cac
16p dau tao ra dic trung moi cho 16p sau. D€ huan luyén MLP can tinh dao ham

ctia loss theo trong s6 6 moi 16p; thuat toan lam viéc do la backpropagation,

ndi dung chinh cda bai.

MUC TIEU

Hiéu vi sao can 16p 4n va activation, qua vi du XOR.
Ghi shape 6 mdi 16p cia mang hai l6p.

Tinh backpropagation bing tay, cai bing NumPy va so v6i PyTorch.

Vi sao thém mot 16p?

V6i dau vao 1, 2 thudce {0, 1}, XOR c6 nhan 1tai (0,1), (1,0) va nhan 0 & hai gbc con lai.
Mot dudng thang khong tach dugce hai cap goc doi dién. Pay 1a gisi han ciia kién tric:

train 1au hon cling khong chita dugc.

dau vao (x4, X2) I8p an (hq, hy)

1,1
o o °

(0,1) va (1,0

XOR: khong duong thang nao tach dugc; qua 16p dn ReLU thi tach dugc.
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dau vao (x1, X): khdng dusng thadng nao tach hai cap géc

0 1 2

ReLU: toa d6 am bi ép vé 0, nia dudi gap 1&n truc ngang

0 ! 2
z=xW +bvdéi Wtoan 1, b = (0, -1): z, = z; - 1, moi diém dén Ién
mot dudng thang

0 1 2

hi = 2h, = 0.5 tach hai I6p: ding 98% trong 200 diém

Lép an don cac diém 1én mot duong, ReLU gap phan am, roi mot duong thang
tach duoc.

Tao hai dic trung hy = ReLU(z; + x2) va hy = ReLU(z; + 2 — 1), v6i ReLU(z) =
max (0, z). Khi téng 1a 0, 1, 2, hai dic trung lan lugt 1a (0, 0), (1, 0), (2,1). Cong thirc § =
hy — 2hy cho 0, 1, 0, dang XOR. Pay la mot mang dugc dit trong sé bing tay, chua phai

mang da hoc.

Python

import numpy as np

import torch

torch.set_num_threads(1)

torch.manual_seed(11)

np.set_printoptions(precision=4, suppress=True)
X_xor = np.array([[0., 0.1, [0., 1.1, [1., 0.1,

[1., 1.11)

hidden = np.maximum(X_xor @ np.ones((2, 2)) + [0., -1.1, 0.)

print(hidden)
print(hidden @ np.array([1., -2.1))

KET QUA

[[0. 0.]
[1. 0.]
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[1. 0.1
[2. 1.1]
[6. 1. 1. 6.]

Dong cudi can cho 8, 1, 1, 0.Hidden layer da bién bén goc thanh nhiing vi tri ma 16p
sau két hgp dugc: hai goc (0,1), (1,0) cung roi vao diém (hy, hs) = (1,0), con goc (1,1)
bi day ra (2,1).

HOI NHANH
Gitr nguyén hai dic trung h,, hy clia mang XOR dit tay, chi di dau ra thanh § =
hy — hs. V6i bon dau vao (0, 0), (0,1), (1,0), (1,1), mang cho ra ham nao?

A OR:0,1,1,1
5 AND:0,0,0,1
¢ VAnla XOR:0,1,1,0

D NAND:1,1,1,0

Néu bo activation, hai 16p gop lai: (XWy + by)Ws + by = X (W Ws) + (b Ws + by), van la
mot 16p linear. Thém tham s6 ma khong thém phi tuyén khong giadi quyét duge XOR.

Xép nhiéu 16p nhu vay la dugc mdt mang no-ron nhiéu 16p (multilayer perceptron, MLP).

Cac 16p ndm gitra dau vao va dau ra goi 1a 16p dn; nhiéu 16p 4n thi goi 1a mang sau.

Mot no-ron ngudng, ra 1 khi wiz; + wezs + b > 0, tinh dugc AND, OR hay NAND; vi du
w = (—1,—1), b = 1.5 cho NAND. Nhung n6 chi vé dugc mdt dudng, nén XOR can it nhat
hai no-ron an. Ciing vy, mudn biét mot diém c6 nam trong tam giac khong, dung ba no-

ron an, modi cai kiém mot canh, réi no-ron ra lam phép AND.

Duong thang trong mat phang tach duge moi cach gan nhan cta 3 diém khong thang
hang, nhung khong véi 4 diém: bon goc XOR la vi dy, va bé di mot géc thi ba goc con lai
lai tach dugc.
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linear (khéng I8p an) - train 57%
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MLP2->8->1-

train 100%

Model linear chi dting 57% trén XOR; thém 8 neuron an ReLU thi hoc dugc.

HOI NHANH

Mang 2 — 100 — 1 gdm hai 16p linear ndi thing, khong c6 activation & gitta. Mang

nay biéu dién dugc nhitng ham nao?

A Moi ham lién tuc, nh& 100 neuron an

8 Pung nhiing ham ma mét I18p linear biéu dién dugc

¢ Thém dugc XOR, nhé 18p an tao ra dac trung mdi

D Nhiéu han mét I8p linear, nhung chua téi XOR

Forward co6 bang shape

Ta thong nhat mau ndm & hang. Mot batch X c¢6 shape (B, d), hidden width h, dau ra c:

Zy = XWi + by,

Tén Shape
Wi, b (d, h), (h,)
Zl’H (Bl h)
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Tén Shape Y nghia
Wa, by (h, ¢), (c,) Tao daura

pPY (B, ¢) Dy doan va target

Trong NumPy ta dung cach viét hang nhu bang nay. torch.nn.Linear(d, h) luu weight
shape (h,d) va thuc hién X weight' + b. Hai quy u6c ciing dang; khi chuyén trong s tu
viét sang Linear, can chuyén vi. Néu copy thing ma tran vuong thi shape van hgp 1€

nhung ndi dung co6 thé sai.

Mbi no-ron ctia 16p ndi v6i moi dau vao cta 16p trude, nén goi la 16p két ndi day du (fully
connected); nn.Linear (10, 3) lal6p 10 vao, 3 ra. S8 trong sé gitra hai 16p bing s6 vao
nhan so6 ra, cong thém so ra né€u c6 bias: mang 30 — 4 — 3 — 1 khong bias c6 120 +

12 + 3 = 135 trong so.

Forward phai luu X, Z;, H cho backward, vi dao ham phu thudc ching. D6 1a ngudn chi
phi activation memory: nhé gia tri trung gian dé€ khoi tinh lai. Backprop la thuat toan di

ngugc cac phép, con autograd la co ché thu vién xay graph va goi dao ham phu hgp.

HOI NHANH
Lop dau da dugce cai bing NumPy theo quy u6c hang, Z = X Wy, v6i W1 co shape
(3, 3).Chép thang W1 vao weight cia torch.nn.Linear (3, 3) roichay. Chuyén gi

xay ra?
A B&o 16i shape ngay & lan forward dau tién
8 Ra dung két qua, vi PyTorch tu chuyén vj khi can
¢ Chay ém, nhung tinh ra XW,", sai ma khéng bao

D Chi bias bi sai, phan trong sé van dung
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Tt loss vé 16p dau

Dé dé kiém, ta dung hoi quy moét daurac=1vaJ = £ 3, (P, — ¥;)?. Bai 3.3 s& ddi sang
loss phan loai. bat Go = 8J /0P = 2(P —Y)/B, shape (B, 1). V6i 16p linear cudi:

o - oJ
G—VV}_H Ga, 8—62_ZG2’i'

DPao ham theo hidden la Go W, . Khi ¢6 nhiéu dau ra, méi hidden neuron ndi t6i tit ca
nén anh hudng téi loss qua nhiéu dudng; chain rule cdng dong gép ctia cac duong ay, va

phép nhan ma tran lam san phép cong nay.

Gradient theo Wi can 8J/8Z;. Pai lugng nay phu thudc moi 16p phia sau nén chi c6 khi

backward dé vé; con dao ham cuc bo ctia activation thi tinh dugc ngay lac forward.

Qua ReLU, phan c6 Z; < 0 khong ddi dau ra khi xé dich nhd nén gradient béng 0; phan
Z1 > 0 di qua nguyén ven:

0J 0J
G = (G2W2T) ® I[Zl > O], ETa = XTGl, 6_61 = ZGlai‘

® 1a nhan tung phan tir, khong phai nhan ma tran. Vai hé qua va quy udc:

 Tai dung 0, ReLU khéng c6 dao ham,; ta va PyTorch chon gradient 0. Khi kiém bang
sai phén, tranh dat diém dang chd gay ay.

o Néu loss ldy trung binh trén nhiéu dau ra ¢, hé s6 sé 1a 2/(Bc); cong thirc 6 diy dung
c=1.

« Gradient ctia trong s ndi dau vao j v6i no-ron ¢ bang 0 khi z; = 0 hoac khi no-ron
do6 dong (z; < 0), bat ké gradient d6 vé 1a bao nhiéu.

» V&inn.Linear, weight c6 shape (out, in)vaY = XW ' + b, nén OL/0W = G' X véi
G = 0L/dY .

Vi gradient ctia mot no-ron di qua chinh trong s6 ctia né, néu moi trong s6 ctia mot 16p

bang nhau thi cac no-ron trong 16p nhin cuing gradient va mai giong nhau; khéi tao ngau

nhién la dé pha doi xng ay.
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Hinh du6i vé duong di dy cho mang 2 — 3 — 1 sé dung bang PyTorch 6 muc dung thu

vién: gradient tir J vé P, nhan W, dé vé H, qua céng ReLU’ r6i méi téi 16p dau.

O

o ©

@)
O O O-=

(8, 2) (B, 3) (8, 1)
X" 6: > dlWs - W.T O 1[Z: > 0] G- = 2(P - Y)/B

Forward di tu trai sang; gradient di ngugc tirJ, qua W, " va c6ng ReLU’,

HOI NHANH

H c6 shape (5, 4), 62 co shape (5, 1). Gradient theo W2 c6 shape gi?

A (5, 5)
B (5, 4)
c (1, 4
D (4, 1)

Tinh thtr trén mdt mau z = 2, y = 0, mang mot hidden neuron: w; = 0.5,b; = 0, wy =
2,b2 = 0. Forward c6 21 = 1,h = 1,p = 2, J = 4. Bit dau tu dau ra: dJ/dp = 4, nén
dJ /dws = 4h = 4 va dJ /dby = 4. Truyén vé hidden cho dJ/dh = 4w, = 8; ReLU dang
md viz; > 0,nén dJ/dw, = 8z = 16,dJ /db; = 8.

Cac gradient diing trong s6 trude cap nhat. Néu stra w, rdi moi tinh gradient 16p dau,
dang tron hai mang khac nhau trong cung lugt backward. Tinh di gradient truéc, cap
nhit tit ca sau. Khi mdt neuron am & moi mau, gradient qua ReLU ctia né bang 0; vian dé

nay s€ noi sang activation & bai ti€p.
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X h = ReLU(0.5x) p = 2h J=1(p -0)°2

O O 0 O

2(p - vy)
x x = 2 (ReLU ma) X W2 = 2

16 8 4
dJ/dw. dJ/dh dJ/dp

Forward 2 = 1 - 2 - 4; backward nhan dan 4 - 8 - 16.

HOI NHANH
Mang mot mau c6 h = ReLU(wyz), p = woh, L = (p —y)%. Taiz = 3, w; = 1, wy =
1,y = 1, gradient dL/dw; bing bao nhiéu?

A6
B 3
c 12
D4
Cai nho bang NumPy

Ta kiém trén hai mau, hai hidden neuron va diém khéng nam & chd gay. Tach
forward /backward thanh ham d€ cung mét code phuc vu tinh gradient va thir loss sau

cap nhat:

Python

X
Y

np.array([[1., 2.1, [2., -1.1D)
np.array([[1.]1, [0.1]1)
params = [np.array([[.2, -.31, [.4, .111), np.array([.1, .21),

np.array([[.5], [-.4]11), np.array([.05])]
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def forward(params):
W1, bl, W2, b2 = params
Z1 = X @ Wl + bl
H = np.maximum(Z1, 0)
P=H@W2 + b2
return P, (Z1, H)

def objective(params):
P, _ = forward(params)
assert P.shape == Y.shape

return np.mean((P - Y) ** 2)

def backward(params):
P, (z1, H) = forward(params)
62 =2 % (P -Y) / len(X)
61 (62 @ params[2].T) * (Z1 > 0)
return [X.T @ 61, G1.sum(axis=0), H.T @ G2, G2.sum(axis=0)]

print(forward(params) [0].ravel())
print(round(objective(params), 6))
for g in backward(params):

print(g)

KET QUA

[0.56 0.1 1]

0.1018

[[-0.12 0.176]
[-0.49 0.352]]
[-0.17 0.176]
[[-0.474]
[-0.044]]
[-0.34]

Hai du doan 14 0.56 va 0.10, nén loss tinh tay (0.44% + 0.10%)/2 = 0.1018. Kiém ting ma
tran gradient cung shape véi trong s6 tuong tng. Chang han dJ /dW, hang dau bang
1.1(—0.44) + 0.1(0.10) = —0.474; day 1a téng hai duosng dong gop qua hai miu. O batch

Imyzlz{éi fg%}rwwmnénﬂﬁﬂmhﬁngém&ﬂhﬁhﬂvémm&(m_>GJdmn

gradient qua dang 0 do.
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Z. mask

1.1 0.1 1 1 mau 2, neuron 2 déng:

gradient qua 6 nay bang 0

0.1 -0.5 1 0

hang 14 mau, cot la neuron an

Mask (Z, > 0) chan gradient 6 6 am duy nhat.

HOI NHANH
Ham backward & trén bi quén * (z1 > 0).Véi Z; clia batch nay, nhiing gradient

nao bi sai?
A Ca bon gradient, vi Gy cé mat trong moi cong thuc
8 Chi phan W1, by néi vao neuron an th hai
¢ Chi W, va by, Vi chiing nam sat ReLU nhat

D Khéng gradient nao, vi forward da cat H vé 0

Doi chi€u doc 1ap roi mai hoc

Sai phan trung tdm u6c lugng dao ham theo mot phan tir tham s6 6y, bang (J (6, + ¢) —
J(0r — €))/(2¢), gitt nguyén cac phan tir khac. M&i phan ti ton hai lan tinh loss. Cach
nay cham nhung khéng dung chung cong thtic nao véi backward, giong 16i gidi brute

force dung dé€ kiém thuit toan t6i uu trong CP.

Ta dung floaté4 va ¢ = 10°: sai s6 ctia sai phan trung tam ¢ €2, sai s6 1am tron cta
floaté4 con nhd hon, nén so véi ngudng atol=1e-8 la di chat. V6i float32, sai s6 lam
tron bi khuéch dai khi chia cho 2¢, nén khi kiém hay chuyén mang ti hon sang floaté4.
Moi phan tir cia Z; cach 0 it nhat 0.1, xa hon nhiéu so véi bu6ce xé dich, nén phép thir
khong vugt qua chd gay ctia ReLU.
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Python

def numerical_gradient(params, eps=1e-5):
answer = []
for p in params:
g = np.zeros_like(p)
for index in np.ndindex(p.shape):
old = p[index]
plindex] = old + eps
plus = objective(params)
plindex] = old - eps
minus = objective(params)
plindex] = old
glindex] = (plus - minus) / (2 * eps)
answer.append(g)

return answer

manual = backward(params)
numeric = numerical_gradient(params)
print('numeric match:', all(np.allclose(a, b, atol=1e-8)

for a, b in zip(manual, numeric)))

tp = [torch.tensor(p, dtype=torch.floaté4, requires_grad=True) for p in params]
tx, ty = torch.tensor(X), torch.tensor(Y)
pred = torch.relu(tx @ tp[0] + tp[1]) @ tpl[2] + tp[3]
((pred - ty) %% 2).mean().backward()
print('auvtograd match:', all(np.allclose(g, p.grad.numpy(), atol=1e-10)
for g, p in zip(manual, tp)))
updated = [p - .05 % g for p, g in zip(params, manual)]
print(round(objective(params), 6), round(objective(updated), 6))

KET QUA

numeric match: True
autograd match: True
0.1018 0.065513

Hai dong True no6i backward khép véi hai cach tinh doc 1ap tai bo tham s6 da chon. Dong
cudi cho thay mot buée gradient descent véi learning rate 0.05 dua loss tir 0.1018 xudng
0.065513. Hai loai bang ching nay khong thay dugc nhau. Loss giam sau mot buéce chi
can huéng cap nhat di xuéng, nén mét backward sai ¢ vai phan tir van co6 thé lam loss
giam. Ngugc lai, gradient ding khong hira héi tu téi nghiém toan cuc, vi loss clia mang

neural thuong khong 16i.
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HOI NHANH
Mang nho 6 trén ¢6 9 phan tr tham s6. Kiém bang sai phan trung tam thi phai tinh

objective bao nhiéu lan? V&i mot MLP c6 106 tham s6 thi sao?
18 1an, va mang 106 tham sé can 2 - 10° 1an
9 1an, va mang 10° tham sé can 10° 1an
2 lan, s6 tham sé khéng anh hudng chi phi

4 14n, méi tensor mét cap, va mang Ién van chi 4 1an

HOI NHANH

Gradient tinh bang NumPy tring véi autograd va véi sai phan trén mot batch nho.

biéu d6 bao dam dugc gi?
Mang sé cé diém validation cao sau khi train
Gradient descent sé t6i dugc nghiém toan cuc
Moi batch khac cling sé cho loss giam

Backward tinh ding dao ham tai diém da kiém

Dung thu vién & dang tang

Khi da hiéu co ché, bai thuc té viét torch.nn.Sequential(torch.nn.Linear(d,h),
torch.nn.ReLU(), torch.nn.Linear(h,c)) dé thu vién quan ly tham sé va autograd lo
phan backward. Truéc khi train, nén héi lai mo hinh hai diéu: output c6 shape nhu du

tinh khong, va mang c6 bao nhiéu tham sé:

Python
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model = torch.nn.Sequential(torch.nn.Linear(2, 3), torch.nn.RelLU(),
torch.nn.Linear(3, 1))
print(tuple(model(torch.zeros(4, 2)).shape))

print(sum(p.numel() for p in model.parameters()))

KET QUA

(4, 1)
13

Paura (4,1) labon du doan. S6 thams61a2-3 +3 +3 -1+ 1 = 13, tinh ¢4 hai bias;
layer ReLU khong c6 tham s6 hoc. Hai 16i hay gap khi tu viét model:

» L6p con phai duge gan lam thudc tinh ctia nn.Module hoac dat trong nn.ModulelList.
Dé trong list Python thudng thi model.parameters() khong thay, optimizer khong

hoc va .to(device) cling bo sot.

» Dung cung moét doi tugng 16p & hai cho, nhu nn.Sequential(l, nn.ReLU(), 1),1a

chia sé trong s&: parameters() chi dém mot lan va gradient cong tir ca hai ché.
Dau ra va loss phai di cing nhau: phan loai nhi phan dung mot logit véi

BCEWithLogitsLoss, nhiéu 16p loai trit nhau dung c logits v6i CrossEntropyLoss (bai 3.3).

HOI NHANH

Mang hoi quy tra vé pred shape (4, 1), gia tri ding bang targety =
torch.tensor([1., 2., 3., 4.]) céshape (4,). Thé nhung torch.nn.MSELoss ()
(pred, y) lai cho 2.5 thay vi 0. Vi sao?

A MSELoss mac dinh cdng cac binh phuong thay vi lay trung binh
B Saisb lam tron clia float32 cdng ddn qua bdn mau
¢ pred - ybijbroadcastthanh (4, 4), so moi cdp mau

Dy phai déi sang floaté4 cho cung kiéu véi pred
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Khi di thi

» Cho mang hoc thudc vai chuc mau truée. Loss khong vé gan 0 thi 16i ndm & code,
chua phai 6 hyperparameter.

o Tu viét backward thi kiém bang sai phan trén mang ti hon, dung floaté4.

o Chép trong s6 sang nn.Linear thi nhé chuyén vi, roi so output hai ban trén vai mau.

Tom tat

o LOp an tao dic trung mdi; activation la phan phi tuyén, thi€u né thi nhiéu 16p van chi
l1a mot 16p linear.

» Backprop di ngugc graph, nhan do nhay cuc bd va cdng cac nhanh. Qua ReLU,
gradient bi chan & cac 6 am.

» Gradient c6 cung shape véi tham s6; tinh dit moi gradient roi méi cap nhét.

 Kiém backward bang sai phan va autograd trén mang ti hon truéc khi train that.
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Kiém tra cuoi bai

CAU 1

Dé yéu cau dung mdt MLP chi gom 16p linear va ham ngudng ©(z) = 1 néu z > 0,
ngugc lai bang 0. Trong sd dat tay, khong hudn luyén. Pau ra phai bang 1 khi diém
(z,y) nam trong tam giac c6 dinh (0, 0), (3, 1), (1,5), tinh ca canh. L6p an c6 h; =
O(3y — z), ha = ©(7 — 2z — y), hs = ©(5z — y). Chon neuron dau ra.

@(hl + ho + h3 — 1)
@(hl +h2+h3 —2)
@(hl + ho + h3 —3)

©(3 — hy — hy — hy)

PHONG THEO ) USA-NA-AIO 2026 - Vong 1- Part 7.4

CAU 2

Mang khong cé bias. z; = waxy + wpxs, a; = g(21). T aq tach ra hai nhanh: z, =
weay, as = g(z2) va z3 = wpay, az = g(z3). Cudi cung z4 = wgas + wras, § = g(z4).
bat § = 04/0z,. Bi€u thiic nao 1a 8¢/0a;?

8 (weg'(z2)we + wrg'(23)wp)
dwpg'(z2)we
) (wEg’(zg)wc) (wpg’(zg)wp)

) (’LUE’LUC + ’LUF’LUD)

PHONG THEO ) CMU 10-601 - Exam 2 Practice - Q4.4
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https://www.usaaio.org/attachments/past-problems/2026/usaaio-2026-round-1-problems.pdf#page=19
https://www.cs.cmu.edu/~mgormley/courses/10601/handout/exam2_practice_problems.pdf#page=18

CAu 3

Vé6ilin = torch.nn.Linear(2, 3),lin.weight va lin.bias c6 shape gi?
(2, 3)va(s,)
(2, 3)va(2,)
(3, 2)va(2,)

(3, 2) va (3,)

CAU 4
Anh xam 28 x 28 dugc dudi thanh vector, réi dua qua MLP 784 — 128 — 10, ca hai
16p déu c6 bias. Mang c6 bao nhiéu tham s6?

100480
101632
101760

101770
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CAU 5

Mang mot dau vao: a1 = w1 + bi1, az = wi2x + b1z, zj = ReLU(q;), az = war21 +
Wap 2y + by1, § = o(as3). Loss 1 cross-entropy nhi phan, nén 8L /das = § — y. O mot
mau c6 a; = 0.5, ay = —0.2, v6i wy; = 1, wey = —1. Gradient theo hai bias ctia 16p

an thé nao?
8L /b1 = 0 va 8L /by = 0
8L /by, # 0va 8L /by, = 0
8L /b1 = 0 va 8L /by # 0

8L/8b11 7& 0va 8L/8b12 7é 0

PHONG THEO ) CMU 10-601 - Exam 2 Practice - Q4.2(d)

CAU 6
Mang mét lép an: Z1 = W11T1 + w122, 22 = W21T1 + W22X2, @4j = f(Zj) v6i f la
sigmoid. Pau ra trudc activation 1a z = via; + veas. Loss dugce cdng thém sd hang

phat Az2 cho ting mau. Pao ham ctia s6 hang phat nay theo wy; la gi?
22z v f'(21) 2
2\z 21
2Az vi1q

20z f'(z2) vif'(z1) 71

PHONG THEO ) MIT 6.036 - Final, Spring 2022 - Q2(a)
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https://www.cs.cmu.edu/~mgormley/courses/10601/handout/exam2_practice_problems.pdf#page=15
https://introml.mit.edu/_static/fall22/final/review/6036_final_sp22.pdf#page=3

CAu 7
Loss MSE 1ay trung binh trén B mau va c dau ra, nhu mac dinh ctia nn.MSELoss.

DPao ham theo mbi phan tr ctia P bang phan du nhan v6i hé s6 nao?
2/B
2¢/B
2/(Bc)

1/(Bc)

CAU 8
Hai mau cung dung moét trong s6 w. Dao ham ctia loss tirng mau theo w 1a 6 va —2.

Loss ctia batch 1a trung binh hai loss. Gradient theo w bing bao nhiéu?

—12
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CAuU 9
Forward da dung W2 cii. Trong backward tu viét, code cip nhat W2 truéce roi méi
tinh 61 = 62 @ W2.T. Sira 16i nay thé nao?

A Tinh hét moi gradient tif 1an forward cd, réi méi cap nhat
B Cap nhat Wi trudc, dé hai I8p cling dung trong s6 mdi
¢ Chialearning rate clia I8p dau cho sé I8p dé bu sai léch

D Sau khi cap nhat w2, tinh lai loss tu output cl

CAU 10
Mang mot dau vao, hai neuron dn sigmoid, dau ra linear: § = vio(wix + ¢1) +
voo (wax + ¢2) + d. Khéi tao hai neuron giong hét nhau, tlic wy = ws, ¢; = ¢, v1 =

vg, 101 chay batch gradient descent v6i MSE. Chuyén gi xay ra?
A Trong s6 diing yén, vi gradient bang 0 ngay tU dau
B Hai neuron mai giéng nhau, mang khéng han mét neuron
¢ Hai neuron tu tdch nhau sau vai budc, nhd nhiéu lam tron

D Neuron thi hai chét dan, chi neuron thi nhat con hoc

PHONG THEO ) MIT 6.036 - Final, Spring 2022 - Q4(h)

Poc thém
« D2L — Backpropagation: theo doi cac bién trung gian va quy tic chudi trong mang nhiéu 16p.

« Goodfellow, Bengio, Courville — Deep Learning, chuong 6: doc vé feedforward network, kha

nang bi€u dién va graph tinh toan.

e PyTorch 2.9 — Linear: ki€ém quy uéc weight va shape truéc khi chuyén mo hinh tu cai sang thu

vién.
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https://introml.mit.edu/_static/fall22/final/review/6036_final_sp22.pdf#page=11
https://d2l.ai/chapter_multilayer-perceptrons/backprop.html
https://www.deeplearningbook.org/contents/mlp.html
https://docs.pytorch.org/docs/2.9/generated/torch.nn.Linear.html

