Autoencoder

Trac nghiém 12 & Thuchanh 1 ¥ PDF bai

Autoencoder la mang hoc cach nén dir liéu thanh it s6 hon roi dung lai dit liéu
ban dau tir ban nén. Vi du bon cam bién cung thay ddi theo mirc hoat dong ctia
may thi c6 thé nén thanh mét s6 ma van dung lai gan ding. Mau nao dung lai
sai nhiéu la mau khac véi dir liéu da hoc, nén autoencoder hay dugc dung dé
phat hién bat thuéng. Nhung sai s6 dung lai 16n chi la ddu hiéu can kiém, chua
phai két luan may hong.

MUC TIEU

« Hiéu encoder, ma nén, decoder va loss dung lai.
» So autoencoder tuyén tinh v4i PCA.

» Dung sai s6 dung lai d€ phat hién bat thudng; chon ngudng trén validation.

Nén la mot rang budc thong tin

Encoder fy d6i x thanh code z it chiéu hon; decoder g, d6i code thanh %. Training cuc
tiéu sai khac gitra input va reconstruction, trung binh trén batch B mau, méi mau d

feature:
R 1 . 2
z=fo(x), x=gy(z), J=po > (@i —wig)”.
1,J

Code it chiéu, con goi 1a biéu dién an (latent), tao ntt that (bottleneck): model khéng da
chd chép moi chi tiét nén phai gitr ciu triac chung. Anh chir s 28 x 28 nén vé 32 chiéu la
bot tlr 784 xudng 32 s6, khoang 24.5 lan. Vi dnh, 16i MSE cong nit thit hep thudng lam

anh tai tao ma: chi ti€ét nao khong gitr duge, model trd trung binh cta ching.

Néu latent rong bang input hoidc encoder/decoder qua manh, model c6 thé hoc phép

chép lai va tai tao t6t ca mau la; vi vay loss tai tao nhoé khong tu chiing minh code hiu
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ich. Autoencoder bo thong tin theo loss, nén c6 thé bo luén thir ma mot nhiém vu khac

can.

O O O Ox
O O O Ox

encoder 4 - 1 decoder1-> 4

4 cam bién dung lai 4 s6

Autoencoder 4 - 1 - 4: nén bon s6 thanh mét, roi dung lai.

Hai ntra ctia model c6 thé chay & hai noi. Khi nén d€ truyén, thiét bi chay encoder va chi
gl z; noi nhan gitr decoder dé dung x. Khi phat hién bat thuong, hai ntra chay lién nhau,

vi score phai so x v6i chinh x.

HOI NHANH
Mot tram c6 100 cam bién, dudng truyén chi da gai 8 s6 moi gidy, con may cht can
dung lai da 100 s6. Dung autoencoder 100 — 8 — 100 thé nao?

A Tram chay ca hai nlta roi gi % du 100 sb

B Tram chay encoder va gui z, may chu chay decoder

¢ Tram gui 8 cam bién diu, may chl chay encoder

D Tram chay decoder va gui 8 s6, may chu chay encoder

Di liéu c6 mot cau trac biét trude

Ta sinh bén cam bién cting phu thuéc moét s6 ¢: [t, 2t, —t, 0.5¢] cdng nhi€u nhod. Cau tric

sach that su chi c6 mét bac tu do, nén nén vé mot chiéu co 1y do. Train, validation va test
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dugc sinh riéng; mean /std chi 1y train. Cac vector khong bi ép vao 0-1, vi vy decoder

cudi dé linear, khong dung sigmoid.

Python

import numpy as np
import torch

from torch import nn

torch.set_num_threads(1)
torch.manual_seed(43)
g = torch.Generator().manual_seed(43)

direction = torch.tensor([1., 2., -1., .5])

def make_normal(n):
t = torch.randn(n, 1, generator=g)
clean = t % direction
noisy = clean + .03 * torch.randn(n, 4, generator=g)

return clean, noisy

clean_train, raw_train = make_normal(128)

_, raw_valid = make_normal(48)

_, raw_normal_test = make_normal(32)

_, raw_anomaly_test = make_normal(16)

raw_anomaly_test[:, 1] += 1.5

mean = raw_train.mean(dim=0)

scale = raw_train.std(dim=0, unbiased=False).clamp_min(le-6)
train = (raw_train - mean) / scale

valid = (raw_valid - mean) / scale

test = (torch.cat([raw_normal_test, raw_anomaly_test]) - mean) / scale
test_labels = torch.cat([torch.zeros(32), torch.ones(16)]).long()
print(tuple(train.shape), tuple(valid.shape), tuple(test.shape))

Cac mau bat thudng (anomaly) dugc tao bang cach 1éch riéng cam bién thi hai. Day la
dinh nghia bat thuong trong bd mo6 phong nay. Trong dit liéu thit, nhan hoic hiéu biét
chuyén mon phai quyét dinh diéu gi dang bao; mot gia tri xa trung binh van c6 thé la

hoat dong hop lé.

Chuan hoa quan trong vi MSE cdng theo feature: cam bién c6 don vi 16n sé chi phdi néu

khong chon thang do hop 1y.
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HOI NHANH
Target cia autoencoder da chudn hoa z-score, nén co gia tri am va gia tri 16n hon 1.

Vi sao decoder dé 16p cudi linear lai hgp hon sigmoid?
A Sigmoid khdéng cho gradient khi input cua n6 am
B MSE chi tinh dugc khi decoder khong cé bias
¢ Linear tu bao dam phat hién dugc moi bat thudng

D Sigmoid chi cho ra sé trong (0, 1), khdng phi dugc mién cua target

Tinh thir v6i mot encoder dat tay. V6i hai cdm bién sach trén duong zs = x1, chon
encoder z = (z1 + x5)/2 va decoder (z, z). Mau [1, 1] tai tao dang. Mau [0.9,0.1] cho
z = 0.5, tai tao [0.5,0.5], MSE ((0.4)? + (—0.4)?)/2 = 0.16. Phép chi€u bd phan 1éch khoi

cdu trac chung.

., . _ Xz = X4
[2.2, 2.2]: xa géc, 16i van O

[1,11:16i 0

N\
\

@ (0.9, 0.1] - [0.5, 0.5]: I6i 0.16

biém trén duong x, = x; dugc dung lai diing; diém 1éch khoi dudng thi c6 16i.
Néu mot mau la van ndm trén duong dy, vi du [100, 100], cong thirc trén tai tao dang.

Mot anomaly vé @6 16n doc cdu tric c6 thé khong duge reconstruction error phat hién.

Day la gi6i han can hiéu truée khi goi model 1a bo phat hién bat thudng.
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HOI NHANH
Van dung encoder z = (z1 + z2)/2 va decoder (z, z). Xép bamau A = [5,5], B =
[1.2,0.8], C = [0, 0.6] theo MSE tai tao, ttr 16n dén nhd.

A A>B>C
B A>C>B
t C>B>A
0D B>C>A

Tu cai baseline PCA truéc

V6i dit liéu da trir mean, PCA mét chiéu chinh la mot autoencoder tuyén tinh viét san:
encoder z = e'x chi€u 1én huéng chinh e (vector don vi), decoder x = z e chiéu ngugc.
Theo dinh ly Eckart-Young, trong moi cach nén tuyén tinh vé k chiéu roi dung lai, &

thanh phan chinh dau tién cho MSE trén train nho nhat.

Vi vdy PCA vua la baseline vira 1a can du6i cho autoencoder tuyén tinh: mang toi uu tot

sé hoc cting phép chiéu, du latent ctia n6 ¢6 thé bang toa do PCA nhan mot hé s khac 0.

Python

train_np = train.numpy()

_, singular_values, vt = np.linalg.svd(train_np, full_matrices=False)

axis = vt[0]

latent_np = train_np @ axis

reconstruction_np = latent_np[:, None] * axis[None, :]

print('PCA latent shape:', latent_np.shape)

print('PCA train MSE:', round(float(np.mean((reconstruction_np - train_np) ** 2)), 6))
print('variance fraction:', round(float(singular_values[0] %% 2 /

np.sum(singular_values *x 2)), 6))

Hai s6 an khép nhau. Sau chudn hoa, méi cot c6 phuong sai 1, téng phuong sai la 4; MSE
trung binh trén bon c6t ding bang phan phuong sai bi bo: 1 — 0.998994 = 0.001006. Ti 1é
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gitr lai cao phu hgp thiét ké mot bién ¢ diéu khién bon cam bién.

Nhung phuong sai 16n chua chic mang thong tin cho nhan (bai 2.9): nhan c6 thé phu
thudc ding mot huéng it phuong sai ma phép nén da bod. Baseline nay kiém muc tiéu

reconstruction, khong thay cho danh gia ctia nhiém vu dung code vé sau.

HOI NHANH
Hai linear autoencoder 4 — 1 — 4 khong bias cho cung mot reconstruction trén
moi mau, nhung latent ctia model B luén gap doi latent ctia model A. Biéu nay co6

mau thuan khong?
Khéng, vi decoder clia B chia déi dé bu lai
C4, vi latent t6i uu phai trung toa dé PCA
C4, vi latent gap déi thi output cling gap doi

Cé, vi chi d6i seed mdi lam latent khac di

HOI NHANH
Dit liéu 5 cdt da chudn hda, mébi cot c6 phuong sai 1. PCA gilr 2 thanh phan, giai
thich dugc 90% phuong sai. MSE téi tao trén train, 14y trung binh theo mau va theo

cot, bang bao nhiéu?
0.02
0.1
0.5

0.9
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Hoc encoder/decoder bang PyTorch

Ta dung mang linear 4 — 1 — 4 khong bias, vi dit liéu da center theo train va cau trtc
that chi c6 mot bac tu do. Muén hoc ciu tric cong, autoencoder can tang an cd

activation nhu ReLU; x€p thém tang linear ma khong co activation chi tao ra mot phép

tuyén tinh khac, khong vugt duge PCA. Véi dir liéu thang nhu & day, mang nhd nhat la da

dé kiém pipeline.

Python

class LinearAutoencoder(nn.Module):
def __init__(self):
super().__init__(Q)

nn.Linear(4, 1, bias=False)

self.encoder
self.decoder = nn.Linear(1l, 4, bias=False)

def forward(self, x):

return self.decoder(self.encoder(x))

autoencoder = LinearAutoencoder()
optimizer = torch.optim.Adam(autoencoder.parameters(), 1r=.03)
initial_loss = (autoencoder(train) - train).square().mean().item()
for _ in range(300):
autoencoder.train()
optimizer.zero_grad(set_to_none=True)
reconstructed = autoencoder(train)
assert reconstructed.shape == train.shape
loss = (reconstructed - train).square().mean()
loss.backward()
optimizer.step()
autoencoder.eval()
with torch.no_grad():
final_loss = (autoencoder(train) - train).square().mean().item()
valid_loss = (autoencoder(valid) - valid).square().mean().item()
codes = autoencoder.encoder(valid)
print('train MSE:', round(initial_loss, 6), '->', round(final_loss, 6))
print('validation MSE:', round(valid_loss, 6))
print('latent:', tuple(codes.shape))

Train MSE gidm tir 0.22791 xudng 0.001038, chi cao hon cén dudi PCA 0.001006 khodng
3%: 300 budc Adam da téi rat gan phép chi€u tdi uu. Validation 0.00094 thap hon train
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mot chut; v6i 48 mau, chénh 1éch ¢ nay la dao dong ngau nhién ctia nhiéu, khong phai

dau hiéu ro ri.

codes co shape (48,1), mdt s6 moi mau; ddu va thang ctia n6 c6 thé déi theo seed, nén

khi dung code lam feature cho clustering hay classifier, phai danh gia lai trén split cia

nhiém vu ay.

train MSE
10°
107
1072
10 AE 0.001038
can dugi PCA 0.001006
0 100 200 300

budc Adam

Loss ctia linear autoencoder giam sat mic PCA nhung khong xuong dudi.

HOI NHANH

Sau khi train 1au hon, mét ban bao linear autoencoder 4 — 1 — 4 khong bias dat

MSE 0.0009 trén train, trong khi trén dang tap train ay, PCA mét chiéu cho
0.001006. Nén nghi gi trudc tién?

>

v s)

Hop ly, vi mang c6 8 weight nén khdp tét han PCA
Hgp ly, vi Adam tim dugc nghiém ma SVD bd sét
Pang ngd, vi PCA 1a can dudi, nén phai kiém lai phép do

Pang ngd, vi linear AE luén cé MSE gap doéi PCA
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Tu reconstruction error t&i ngudng bao

Bai toan nay goi la phat hién bat thuong (anomaly detection): hgp khi gan nhu chi c6 dir
liéu binh thudng, con 16i thi hi€m va moi lan mot kiéu, nhu may hong, vét xu6e trén day

chuyén hay giao dich gian lan.

Tinh 16i cho tirng mau, trung binh theo feature, khong gép mat chiéu batch. Chon
ngudng trén validation binh thudng, chdng han phan vi 95%; day la cach dat mdc bao
tuong ddi, khong bdo dam ti 1é bao nham diung 5% trén moi test. Validation nho lam

ngudng dao dong; dir liéu 1éch phan phoi c6 thé tang s6 bao sai.

Cach c¢6 dién hon la khép mét phan phéi chudn cho tiing dic trung roi bao khi p(x) < g;

e cang 16n thi cang it bo s6t nhung cang bao nham nhiéu.

Python

def reconstruction_error(model, x):
model.eval()
with torch.no_grad():

return (model(x) - x).square().mean(dim=1)

valid_error = reconstruction_error(auvtoencoder, valid)

threshold = torch.quantile(valid_error, .95).item()

test_error = reconstruction_error(autoencoder, test)

flag = test_error > threshold

true_positive = (flag & test_labels.eq(1)).sum().item()

false_positive = (flag & test_labels.eq(0)).sum().item()

false_negative = ((~flag) & test_labels.eq(1)).sum().item()

print('threshold:', round(threshold, 6))

print('normal/anomaly median error:', round(test_error[:32].median().item(), 6),
round(test_error[32:].median().item(), 6))

print('TP FP FN:', true_positive, false_positive, false_negative)

Hai median cach nhau hon tram lan (0.000808 so v6i 0.106747), nén score tach hai nhém
rat ro. Ngudng bat d 16 mau bat thuong (FN = 0) va bao nham 2 trong 32 méu binh
thuong, tlrc 6.25%, gan mic 5% ma phan vi 95% nham t6i; v6i 32 mau, méi mau da 1a hon

3 diém phan tram.
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Nhan test chi dung dé chdm, khong dung chon ngudng. Néu co validation chira anomaly
da gan nhan, chon ngudng téi da F1 trén dé cting hop 1€, nhung khi 4y bai toan da dung
nhan, khong con la phat hién bat thuong khong giam sat.

ngudng 0.0029

1
|
.o .“0 o':.’O.’ .?.

binh thudng °
Y]

|
|
|
|

. |

bat thudng [ {

! o
|
|

10 1072 1072 107
16i tai tao (thang log)

TP16-FP2-FNO

Lai tai tao trén test; vach dut la ngudng 95% cta validation.

Trén thang log, nhom bat thudng nam cach ngudng hon mot bac do 16n, con ngudng
ndm sat dudi ctia nhém binh thudng. Vi vy ddi ngudng trong vung nay chi yéu déi sé
FP, hau nhu khong ddi TP.

HOI NHANH
Binh phuong sai s6 reconstruction c6 shape (B, 4). Mu6én méi mau c6 mot MSE

anomaly score, phai gop theo chiéu nao?
A L&y mean theo dim=0, gil lai 4 s6
8 Lay sum theo dim=0, réi chia cho B
¢ Lay mean trén moi chiéu, chi con mét s6

D L&y mean theo dim=1, gilf lai B s6
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HOI NHANH
D6i ngudng tir phan vi 95% 1én phan vi 99% ctia cuing mdt tap validation, gilt

nguyén model. Trén cung tap test, cau nao vé TP va FP luén dang?
A TP khong giam, FP khong tang
B TP khoéng giam, FP khéng giam
¢t TP khdéng tang, FP khéng giam

D TP khdéng tang, FP khéng tang

Denoising thay target cia viéc hoc

Autoencoder thong thudng nhan x va tai tao x; denoising autoencoder nhan ban bi
nhiéu x nhung target la x sach. Néu target cling nhiéu, model dugc thuéng khi gilt
nhiéu. Loc tiéng go phim, ti€éng quat ma gi giong noi trong tng dung hop truc tuyén la
cung bai toan trén am thanh. Khi c6 cap noisy/clean hodc co ché moé phong nhiéu hop

1¢, ta cuc tiéu ||g(f(x)) — x||2.

M6 phong c6 sdn clean_train, nén moi step ta tao mot ban nhiéu méi véi do 1éch chuan
0.15 trén thang da chuan hoa; model khéng thé hoc thuéc mot ban nhiéu ¢ dinh. Panh
gia trén 24 cap clean/noisy mdi, dung lai mean/std ctia train, va so véi cach don gian

nhat 1a gitt nguyén noisy input:

Python

torch.manual_seed(47)
denoiser = LinearAutoencoder()
denoise_optimizer = torch.optim.Adam(denoiser.parameters(), 1r=.03)
clean_scaled = (clean_train - mean) / scale
noise_generator = torch.Generator().manual_seed(47)
for _ in range(200):
corrupted = clean_scaled + .15 * torch.randn(clean_scaled.shape,
generator=noise_generator)

denoise_optimizer.zero_grad(set_to_none=True)
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loss = (denoiser(corrupted) - clean_scaled).square().mean()
loss.backward()
denoise_optimizer.step()
clean_eval, _ = make_normal(24)
clean_eval = (clean_eval - mean) / scale
noisy_eval = clean_eval + .15 % torch.randn(clean_eval.shape, generator=noise_generator)
denoiser.eval()
with torch.no_grad():
baseline = (noisy_eval - clean_eval).square().mean().item()
denoised = (denoiser(noisy_eval) - clean_eval).square().mean().item()
print('noisy input MSE:', round(baseline, 6))

print('denoised MSE:', round(denoised, 6))

L6i gidm tir 0.019573 xuong 0.005335, khoang 3.7 1an. Hinh hoc gii thich con sé nay:
nhiéu Gaussian dang huéng rai déu nang lugng 1én ca bon chiéu, con tin hiéu sach nam
trén mot duong. Chi€u 1én duong ay chi gitr lai khoang 1/4 nang lugng nhiéu,
0.019573/4 ~ 0.0049, gan muc 0.005335 do dugc.

Co ché nay can hai diéu kién: cdu trtc sach it chiéu, va nhiéu léch khoi cau trac ay. Vi
mot dang nhiéu khac, hodc dit liéu c6 chi tiét that ndm ngoai ciu truc da hoc, phai do lai

trén dang di liéu do: phép chiéu x6a moi thir 1éch khoi duong, ké ca chi tiét that.

dau vao nhiéu
sau khi chiéu
cau truc sach

chi git phan nhiéu
nam doc theo dudng

Chié€u 1én duong tin hiéu bd dugc phan nhiéu vuéng goc voi no.
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Denoising autoencoder: hang trén c6 nhiéu, hang gitra 1a output khi hoc,
hang dudi 1a anh sach.

HOI NHANH
Mot doi viét vong train denoising, nhung dong loss lai 1a loss =

(model(corrupted) - corrupted).square().mean(). Muc tiéu hoc da thanh gi?
A Van dung lai ban sach, chi la héi tu cham haon
8 Du doan riéng phan nhiéu dé tri di sau
¢ Dung lai chinh input cé nhiéu, nhu autoencoder thusng

D Khéng hoc gi, vi loss bang 0 ngay tU dau

HOI NHANH

Tin hiéu sach nim trén mot mét phang 2 chiéu trong khong gian 10 chiéu. Nhiéu
Gaussian déu theo moi huéng cho MSE 0.05 so véi ban sach. Chi€u dang 1én mét
phéng dy thi MSE con khoang bao nhiéu?

A 0.005
B 0.01
c 0.025
D 0.04
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Khi di thi

» Dé cham AUC hay average precision thi nop score lién tuc; dé cham F1 thi chon
ngudng trén validation.

« Chay PCA trudc: vai gidy trén CPU, va autoencoder chi dang git khi thang no.

» Kiém chiéu ctia score: dé quy udc score 16n la bat thuong hay ngugc lai.

Tom tat
» Autoencoder hoc nén réi dung lai; loss quyét dinh théng tin nao dugc git.

» Autoencoder tuyén tinh t6i uu hoc dtng phép chi€u PCA, nén PCA vira la baseline vira
la cin du6i MSE.

 Lo6i tai tao 1a mdt diém sd: can ngudng chon trén validation va danh gia bang FP/FN;
16i 16n chua phai két ludn may hong.

» Denoising dung input nhiéu va target sach, va chi dugc kiém trén dang loai nhiéu da
do.
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Kiém tra cuoi bai

CAU1
Mot autoencoder tuyén tinh mot chiéu dung encoder z = &' x, v6i € 1a vector don

vi cting huéng véi (1, —2, 3). V6i x = (—1, —4, 6), latent z bang bao nhiéu?
25/+/14
25/14
9/+/14

25

PE THI  USA-NA-AIO 2026 - Vong 1- Part 2.2

CAu 2

Tiép Cau 1, decoder dung x = z &. Vector sai s0 tditaor = x — x la gi?
+(—39,-6,9)
1(39,6,-9)
1(25,-50,75)

L (—23,-38,57)

PE THI  USA-NA-AIO 2026 - Vong 1- Part 2.3
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CAuU 3
Mot doi mudn nén manh hon. Trén cung mot tap train da tru trung binh, ho déi
PCA tir k thanh phan, v6i MSE tai tao Mj, xuéng k — 1 thanh phan dau, v6i MSE

M, 4. Cau nao ludn dang?
My, > M,
M1 < My,
M., = M, néu d{ liéu da chuan héa

Khéng so dugc néu khéng biét nhan

PHONG THEO ) CMU 10-601 - Exam 3 Practice - Q9.2(i)

CAU 4

Trong mot bd dit liéu, phuong sai I16n nhat ndm theo huéng u, con nhan chi phu

thudc vao huéng v L u, noi phuong sai rat nho. Lay latent ctia mdt autoencoder
tuyén tinh mot chiéu da train tot lam feature duy nhat cho classifier. Két qua dé

thay nhat la gi?
Classifier tét, vi latent gilt gan hét phuong sai
Gan nhu doan mo, vi latent bam theo u
Classifier tét, vi autoencoder tu gilt huéng c6 ich cho nhan

Gan nhu doan mo, vi latent mét chiéu thi luén vé dung

PHONG THEO ) CMU 10-601 - Exam 3 Practice - Q9.2(iii)

Al Canuc80k - Bai 3.10 - Autoencoder 16/20


https://www.cs.cmu.edu/~mgormley/courses/10601/handout/exam3_practice_problems.pdf#page=48
https://www.cs.cmu.edu/~mgormley/courses/10601/handout/exam3_practice_problems.pdf#page=48

CAU5
Trén dit liéu 20 cot da trir trung binh, moét doi gitr d ca 20 thanh phan PCA, roi 1ay

16i tai tao cta ting mau lam score bat thuong. Két qua la gi?
B4o 16i, vi PCA phai gii it chiéu hon input
Tach tét nhat, vi gilt du 100% phuong sai
Mau nao cling dudc dung dung, nén score déu bang 0

Chi m4u bat thudng con cé 16i tai tao khac 0

PHONG THEO ) CMU 10-601 - Exam 3 Practice - Q9.2(iv)

CAU 6
Hai cam bién: nhiét d6 do bang °C, d6 1éch chuin khoang 2, va ap suat do bang Pa,
do6 1éch chuan khoang 500. Train autoencoder trén so liéu thé voi MSE. Léi tai tao

sé chti yéu phan anh diéu gi?
Cot ap suat, vi sai s6 do theo Pa I6n hon nhiéu
Cot nhiét do, vi né bién déng tuong ddi nhiéu hon
Ca hai nhu nhau, vi MSE |ay trung binh theo cot

Khoéng cot ndo, vi autoencoder tu chuan hoa input
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https://www.cs.cmu.edu/~mgormley/courses/10601/handout/exam3_practice_problems.pdf#page=49

CAu 7
Ngudng la phan vi 95% ctia score trén mot tap validation gom toan mau binh
thuong. Sau d6 nha may thay mot loat cdm bién méi, va phan bo dit liéu chua duge

kiém lai. Ta két ludn dugc gi?
Ngudng chi mé ta phan dudi score cla tap validation ci
Ti I& bdo nham vé sau dung bang 5%
Recall vGi bat thudng bang 95%, vi chon phan vi 95

MAu nado vuct ngudng ciing chic chén 14 bat thusng

CAu s
Mot doi viét autoencoder Linear(10,32) » Linear(32,2) > Linear(2,32) »
Linear(32,10) nhung quén dit activation gitia cac 16p. So v6i PCA 2 thanh phan

trén cung tap train, MSE tai tao t6t nhat ma mang nay dat dugc la bao nhiéu?
Thap hon PCA, nh& c6 I8p an rong 32 chiéu
Khoéng thadp han PCA, vi mang van tuyén tinh va hang khéng qua 2
Thap hon PCA, néu train d 1au bang Adam

B&ng 0, vi tdng s6 weight I16n han s6 feature
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CAuU 9
Denoiser ctia bai dugc train v6i nhiéu Gaussian nhé cong vao cd bon cam bién. Khi
dem dung that, 16i hay gip lai la mdt cam bién thinh thoang bi ket va tra vé 0.

Trudc khi dung denoiser, ta nén lam gi?
A Dung ngay, vi denoiser da giam MSE gan 4 lan
8 Train lai v&i nhiéu Gaussian I16n hon nhiéu
¢ M6 phdng 16i ket vé 0, rdi do lai so véi baseline

D Bo denoiser, vi autoencoder chi khit dugc nhiéu Gaussian

CAuU 10
O phan ngudng ciia bai, test c6 32 mau binh thudng va 16 mau bat thusng, output
inra TP FP FN: 16 2 0. Precision va recall ctia 16p bat thuéng bang bao nhiéu?

A Precision 1.0, recall 0.89
B Precision 0.94, recall 1.0
¢ Precision 0.89, recall 0.94

D Precision 0.89, recall 1.0

Poc thém
« Goodfellow, Bengio, Courville — Deep Learning, chuong 14: doc ntt that, gisi han capacity va
quan hé véi PCA.

» Vincent va cong su — Stacked Denoising Autoencoders: xem muc tiéu noisy input - clean

target va hoc bi€u dién.

» Baldi, Hornik (1989) — Neural Networks and Principal Component Analysis: Learning from
Examples Without Local Minima, Neural Networks 2(1). Chitng minh autoencoder tuyén tinh

toi uu hoc ding khong gian PCA.
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https://www.deeplearningbook.org/contents/autoencoders.html
https://www.jmlr.org/papers/v11/vincent10a.html

» PyTorch — Optimizing Model Parameters: dung lai training loop da hoc cho reconstruction

loss.
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https://docs.pytorch.org/tutorials/beginner/basics/optimization_tutorial.html

