Tensor va autograd

Trac nghiém & Thuc hanh Y PDF bai

PyTorch la thu vién dung dé xay va huan luyén mang neural trong khoa hoc. Dit
liéu trong PyTorch la tensor: mang nhiéu chiéu giong mang NumPy, nhung
chay dugc trén GPU. biém méi quan trong hon la autograd: PyTorch ghi lai cac
phép tinh da lam dé tu tinh dao ham cta loss theo tiing trong sd, thay cho viéc
tinh tay nhu 6 bai 0.6. Bai nay tinh mét gradient bang tay truée, roi kiém ring

autograd cho cung két qua.

MUC TIEU
Poan shape ciia tensor tru6c khi chay code.
Phan biét nhan tiing phan t&, nhan ma tran, reshape va déi chiéu.
Tinh gradient bing tay va kiém bang autograd.

Dung detach, no_grad; chuyén tensor gitra CPU va GPU.

Tu mang C++ tGi tensor

Tensor 1a mot khaéi s6 c6 shape, kiéu dit liéu (dtype) va noi luu (device). Mot s6 c6 shape
(), mdt vector ba s6 c6 shape (3,), bang hai hang ba cot c6 shape (2, 3).Phép tinh nao
cling doi ba th nay khép nhau, giong kich thuéc mang va kiéu s6 trong mot 16i giai CP.
Tensor khdng tu biét chiéu nao la hoc sinh, token hay dic trung; ngudi viét code phai tu

nhd.

Trong so va dac trung thuong dung float32; ma l6p hodc token ID dung inté4, con goi
la torch.long. Tensor s6 nguyén khong thé dit requires_grad=True, vi dao ham chi ¢
nghia trén s6 thuc. torch.tensor suy dtype tu dit liéu, nén chi mot dau cham thap phan
cling ddi kiéu ciia ca tensor. Vi du dudi dung s6 nhd dé tinh tay duge: mot bang hai mau,

chiéu sang hai ddc trung moi.

Python
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import torch

torch.set_num_threads(1)

torch.manual_seed(7)

X = torch.tensor([[1., 2., 3.1, [4., 5., 6.1]1)
W = torch.tensor([[1., 0.1, [0., 1.1, [1., 1.1D)
b = torch.tensor([0.5, -0.5])

Y=X@W+b

print(tuple(X.shape), X.dtype, X.device)

print(Y.tolist())

print(torch.tensor([1, 2, 3]).dtype, torch.tensor([1., 2., 3.]).dtype)

Dong dau cho ca shape, dtype va device. Dong thir hai gom hai hang vi ta van c6 hai mau.
V6i hang dau, dau ra thenhatla 1 + 3+ 0.5 = 4.5; dduraththaila2 + 3 — 0.5 = 4.5.
Bias (2,) dugc cong vao tung hang. @ gop chiéu dic trung, con X * X chi binh phuong
ting 6. Dong cudi cho thdy dtype di theo dirliéu: [1, 2, 3] thanh inté4, [1., 2., 3.]
thanh float32.

X (2, 3) Y (2, 2)
1 0 b (2,)
1 2 3 4.5 4.5
@ g 1 + 0.5 -8.5 =
4 5 6 10.5 10.5
1 1

1-1 + 20 + 3-1+ 0.5 =4.5

chiéu 3 bj gdp; hai mau gilt nguyén

X @ W + b: chiéu 3 bi gop, hai mau gilt nguyén.

Pai lugng Y nghia Shape
X B méu, mbéi mau d dac trung (8, d)
] d dau vao thanh h dau ra (d, h)
b Bias cho tiing d4u ra (h,)

X@W+ b Pac trung mdi cla tiing mau (B, h)
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HOI NHANH

X c6 shape (8, 3),Wco shape (3, 5).X @ Wco shape gi?

A (3, 3)
B (5, 8)
c (8, 5)
p (8, 3, 5)

Shape dung phai di cung y nghia ding

Khi x Iy chudi, tensor thuong 1a (B, L, d):batch, do dai, dic trung. reshape chia lai
cach nhin mot day phan tir; n6é khong déi thir tu logic ctia day. transpose hodc permute
mdi hoan ddi cac truc. bay giong khac biét gitta danh lai chi s6 ctia mang mot chiéu va

chuyén vi that mot bang hai chiéu.

Python

A = torch.arange(6).reshape(2, 3)
print(A.tolist())

print(A.reshape(3, 2).tolist())
print(A.transpose(0, 1).tolist())
print(A.unsqueeze(0).shape, A.sum(dim=1).shape)

So hai bang (3, 2):reshape gom hai phan ti lién ti€p thanh mot hang; transpose 1ay cac
cot cli lam hang mdéi. Shape bing nhau khong bao dam dit liéu mang ciing nghia.

unsqueeze (0) thém chiéu batch kich thuéc 1; sum(dim=1) gop ba cot ctia moi hang.
squeeze(0) chi x6a chiéu 0 néu n6 bang 1. Tranh dung squeeze () khong chi dinh chiéu

khi batch c6 thé bang 1: chiéu batch c6 thé mat ngoai y mudn.

Vai quy u6c gap lién tuc:
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* Mot batch anh mau c6 shape (N, C, H, W):323anh RGB 64 x 641a (32, 3, 64, 64).
Thu vién anh thuong tra (H, W, 3), nén phai permute(2, 0, 1) trudc khi thém chiéu
batch.

» GOp theo chiéu nao thi chiéu d6 bi€n mat: logits (32, 10) lay nhan bang
argmax(dim=1), con dim=0 cho 10 s6, mbi s6 la anh c¢6 diém cao nhat ctia mot 16p.

e torch.cat nditheo mot chiéu co6 sin: hai tensor (3, 4) thanh (6, 4).torch.stack
tao chiéu mai: thanh (2, 3, 4).

A (2, 3) A.reshape(3, 2) A.transpose(0, 1)
0 1 0 5
0 1 2
2 5 1 4
3 4 5
4 5 2 5
hang dau sau reshape: [0, 1] hang dau: [0, 3]

Cung shape (3, 2): reshape giit th ty, transpose dua c0t thanh hang.

x: shape (96, 96, 3), kénh mau x.permute(2, 0, 1):(3, 96, x.reshape(3, 96, 96):cling xem lai két qua reshape nhu

& chiéu cudi 96), ba lat Ia ding ba kénh R, (3, 96, 96), nhung méi “k&nh" la  mét anh: hinh bi xé thanh soc
G, B mot phan ba day s6, tron ca R,
G,B

Déi (H, W, 3) sang (3, H, W): permute gitr diing kénh mau, reshape tron lan.
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HOI NHANH

Bang A c6 shape (2, 3).Mudn déi thanh (3, 2) sao cho cac ¢t cti thanh hang

mdi, ta dung gi?

A A.reshape(3, 2)

B A.view(3, 2)

C A.unsqueeze(0)

D A.transpose(0, 1)

Broadcasting cling can kiém. Phép cong (B, h) véi (h,) cé v nghia bias; phép trir du

doan (B, 1) v6inhan (B,) laitao (B, B). May khong hiéu ta dinh so tirng mau. Dat

assert prediction.shape == target.shape truéc loss hoi quy la mét kiém tra ré nhung
hitu ich.
pred (2, 1) (2, 2
target (2,)
1 6 -1 mean((-)2) = 0.5
1 2 =

2

1 0 MSE ding = O

méi du doan bj trif cho moi nhan; chi dudng chéo 1a cdp ding

(2, 1) tru (2,) thanh bang (2, 2), nén MSE ra 0.5 thay vi 0.
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HOI NHANH
Du doan pred = [[1.], [2.]], shape (2, 1), kh6p ding nhan target = [1., 2.1,
shape (2,).Vayma ((pred - target) *x 2).mean() laiinra0.5. Visao?

A float32 lam tron 1va 2 nén hiéu khac 0
B Phép tru bi broadcast thanh (2, 2), so moi cap véi nhau
¢ Nhan phai cé kiéu long thi phép trif méi ding

0 mean() chia thém cho chiéu thi hai

Autograd luu duong di ctia phép tinh

Trong bai linear regression, ta tu viét gradient. V6i mang nhiéu 16p, biéu thitc dai hon
nhung moi phép cuc bd van nho: nhan, cong, binh phuong, ReLU. Autograd ghép dao
ham cuc bd bang quy tadc ham hgp. N6 tinh dao ham ctia phép tinh da thuc hién, khong
tim cong thirc tdi uu va khong tu sira trong s6. So v6i sai phan hitu han 6 bai 2.1,
autograd cho dao ham chinh xac va chi can mot lugt nguge cho moi tham s6, thay vi méi

tham s6 mot lugt chay.

Hinh dung phép tinh nhu mot DAG trong CP. Forward tinh cac dinh theo thir tu topo, luu
gia tri can thiét. Backward di ngugc DAG, truyén do nhay ctia loss vé cac dau vao. Néu
mot bién gop mat & nhiéu nhanh, cac dong gop gradient duge cdng, giong cdng s6

dudng di tir cac nhanh t6i mot dinh.

PyTorch dung DAG ngay trong ltc forward chay va dung lai 6 méi lan forward (d6 thi
dong). Vi vay if hay vong lap Python trong forward khong can autograd: backward di
theo ding nhanh da thyc su chay.

Mbi phép luu dang thir nd can cho backward. Sigmoid luu chinh dau ra y vi dao ham 1a

y(1 — y), nén stra y tai chd nhu y.add_(1) sau forward sé lam backward bao 16i.
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Thr trén mot phép tinh nhd. Pdt w = 2, u = 3w, J = (u — 1)%. Forward chou = 6, J =
25. Néu tang w mdt lugng rat nho, v tang ba 1an lugng do. Con J nhay véi u mét lugng
2(u — 1) = 10. Vi vay

dJ dJ du
= = 2(u—1)-3=30.
dw du dw (u )
w u = 3w J=(u-1)°2
O O N )
du/dw = 3 dJ/du = 2(u - 1) = 10
30 10 1

dJ/dw = 18 x 3 = 30
Forward 2 - 6 - 25; backward nhan dao ham cuc bg: 10 x 3 = 30.
Gradient duong noéi ring tang w mdt chit sé lam loss tang tai diém dang xét. Mudn di

xuong, gradient descent dung w < w — 1 30. V6i n = 0.01, mot buéc cho w = 1.7; d6 la
phép cap nhat riéng, khong thudc backward().

V6i nhiéu bién, gradient gom cac dao ham riéng: f = x?y + 3y tai (1, 2) c6 gradient
(2zy, =%+ 3) = (4,4).

Python
w = torch.tensor(2., requires_grad=True)
u=3=*w

J=(u-1) % 2
J.backward()
print(round(J.item(), 2), round(w.grad.item(), 2))
with torch.no_grad():
w -= 0.01 * w.grad
print(round(w.item(), 2))

Hai s6 & dong dau khép 25 va 30 da tinh tay; dong sau kiém phép cip nhat 1.7. Vai diéu

doc tir doan code:
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requires_grad=True yéu cau PyTorch ghi lai cAc phép tinh dung t6i w.

w la tensor 1a do ta tao truc ti€p; gradient dugc cOng vao w.grad. Tensor trung gian

nhu v khong gitt . grad, nhung dao ham van di qua n6 binh thuong.
J 1a mot s6 (scalar) nén backward () biét bat dau tir dd nhay 1. V6i dau ra la vector,

phai gop thanh mét s6 trude, vi du 1ay téng hodc trung binh.

HOI NHANH
Van J = (3w — 1)%, nhung tai w = 0. Gradient bang bao nhiéu, va mot buéc

gradient descent ddy w theo huéng nao?
6, giam w, tlic di ngugc dau gradient
6, ting w, tlc di theo dau gradient
—6, giam w, tUc di theo dau gradient

—6, tdng w, tuc di ngudc dau gradient

HOI NHANH
Cho x = torch.tensor(-3., requires_grad=True),roiy = 2 * x if x > 0 else

X ** 2vay.backward(). x.grad bang bao nhiéu?
-6.0, dao ham cua nhadnh x *x 2
2.0, dao ham cla nhanh 2 * x
-2.0, trung binh dao ham cua hai nhanh

B4o 16i, vi graph phai cé dinh trudc khi forward
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Gradient dugc cong don

PyTorch cong gradient mdi vao . grad. Cach nay cho phép tich lity nhiéu microbatch,
nhung trong training loop binh thuong ta phai x6a truéc méi budce. Sau backward (),
PyTorch gidi phéng cac gia tri trung gian cta graph, nén méi lugt dudi day c6 forward

riéng:

Python

v = torch.tensor(2., requires_grad=True)
((3 * v - 1) %% 2).backward()
print(v.grad.item())

((3 % v - 1) %% 2).backward()
print(v.grad.item())

v.grad = None

((3 * v - 1) %% 2).backward()
print(v.grad.item())

Day 30, 60, 30 cho thay gradient cong don va phép x6a da hoat dong. Trong training
loop, viéc x6a do optimizer.zero_grad(set_to_none=True) dam nhan. Goi backward()
hai lan trén cung mot graph sé bao 16i; diing stra bing retain_graph=True: gilt graph ton
bd nhd, khong xo6a gradient ci, va graph cii van md ta trong s6 cti. Méi buéc huén luyén

can forward méi roi backward méi.

v.grad

backward backward grad = None backward

30 60 - 30

30 + 30: cdng don, khéng ghi dé

Mbi lan backward céng thém: 30 roi 60; x6a grad thi lai 30.
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HOI NHANH
Mot ban tinh Loss mot lan truée vong 1ap, roéi méi epoch goi Loss.backward() va
optimizer.step(). Sang epoch thi hai thi bao RuntimeError: Trying to backward

through the graph a second time. Stra thé nao?
A Thém retain_graph=True dé graph khoéng bi giai phéng
B Goioptimizer.zero_grad() trudc lan backward() thd hai
¢ PBua forward va phép tinh loss vao trong vong lap

D DP6ithanh loss.detach().backward() dé tach khoi graph ci

Detach, no_grad va ban sao

Khi luu du doan dé tinh metric, ta khong muon gitt ca dudng tinh toan. Co ba cong cu:

o detach() tao tensor khong ndi gradient vé nguon. N6 van dung chung vang nhé véi
tensor goc.

» detach().clone() tao ban sao doc lap, dung khi mudn luu lai gia tri lac do.

e with torch.no_grad(): tam ngung ghi graph cho cac phép trong khoi, dung khi suy

ludn hoac cép nhét trong s6 bang tay.

no_grad() khong tu chuyén model sang ché€ do danh gia eval() (bai 3.4 va 3.6); ngugc

lai, eval() cling khong tat gradient. Luc danh gia nén dung ca hai.
Ta kiém y nghia “cit dudng gradient” bing biéu thirc v3. Néu gitr ca hai nhanh, dao ham
tai v = 214 3v? = 12. Néu tinh v? réi detach, hé s6 4 &y dugc coi nhu hing s6:

Python

v.grad = None

square = v %% 2

frozen_square = square.detach()

(frozen_square * v).backward()
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print(v.grad.item(), frozen_square.requires_grad)
snapshot = square.detach().clone()

print(snapshot.item())

Gradient 4 12 dang v6i graph da bi cit, du gia tri forward van bing 8. Vi vay detach
khong phai cach sira 16i backward: n6 ddi bai toan, va tham s6 nam truéc diém cit sé
khong hoc duge. Chuyén tensor can gradient sang NumPy cling nén viét
tensor.detach().cpu().numpy () khi chi phuc vu phan tich. V6i mét s6 don 1é nhu loss,
loss.item() tra vé sd Python; ghi log biang s6 nay khong gitr graph.

Cép nhéat tham s6 bang tay cling dat trong no_grad(): with torch.no_grad(): w -= 1lr
* w.grad; viét thdng thi PyTorch bao 16i stra tai chd mdt tensor 1a can gradient. Ngugc
lai, chay forward trong no_grad() roi goi loss.backward() sé bao loss khong c6 grad_fn.
Detach con duge dung c6 chii dich: mang trang thai 4n ctia RNN sang doan van ban sau

bing hidden.detach() (bai 3.8).

gilt nguyén graph: v - v?

vZ = 4
@ vi = 8 v.grad = 3v2 = 12
2 34 detach: hang 4 -
\"A a detac ang \" V2 =4 X
@ VAR v.grad = 4

Gitr graph: gradient 12. Detach v2: chi con 4.
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HOI NHANH
w béng 2 va da cé w.grad bing 30. Chay snap = w.detach(), roi with

torch.no_grad(): w -= 8.1 * w.grad. snap.item() in ra gi?
A 2.0, vi snap da tach khoi graph
B 2.0, vino_grad khéng lam déi gia tri cia w
C -1.0, visnap dung chung vung nhd vdi w

D Bé&o 16, vi tensor da detach thi khéng doc dugc

Thiét bi va noi luu di liéu

GPU thuc hién nhiéu phép s6 song song, nhung moi tensor trong mot phép tinh phai
cung device:

» Vi tensor, .to(device) tra vé tensor méi trén device da chon, nén phai gan lai: X =
X.to(device).

e V6imodel, model.to(device) chuyén tham s ctia model tai chd.

« Tensor tao md&i trong forward, nhu torch.ones(. . .), mic dinh ndm trén CPU; viét

device=x.device hodc torch.ones_like dé€ no theo dir liéu, dung ghi ciing 'cuda’.

DPoan sau chon CUDA khi cd, néu khong thi dung CPU; cac dong con lai khong phu thudc

may:

Python

device = torch.device('cuda' if torch.cuda.is_available() else 'cpu')
X_device = X.to(device)
linear = torch.nn.Linear(3, 2).to(device)
with torch.no_grad():

result = linear(X_device)
print(str(device), tuple(result.shape))
print(result.detach().cpu().numpy().shape)
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May chay bai khong c6 CUDA nén dong dau in cpu; trén may co6 CUDA, ciing doan code
chon cuda ma khong phéi stra dong nao. Dong hai la duong thuong dung khi 1y két qua
ra phan tich: ngit graph, chép vé CPU, r6i méi sang NumPy.

GPU ciing khong tu nhanh hon: v6i dit liéu rat nhd, thoi gian chép dit liéu va khai dong
c6 thé 16n hon phan tinh. Bai 3.7 ¢6 cach do thdi gian mdi bu6ce trén may CUDA.

HOI NHANH
Model da goi model.to('cuda'). Trong vong ldp c6 dong X.to('cuda'), khdong gan

lai, r6i model1(X), va PyTorch bao cac tensor nam trén hai device khac nhau. Vi sao?
A X.to trd vé mot ban mai, con X cii van 6 CPU
8 model.to cling phai gan lai thi model md&i chuyén
¢ Phai dung X.cuda(), vi .to chi dbi dtype

D Batch qua nhé nén PyTorch gitt X 6 CPU

Khi di thi
» In shape 6 ranh gi6i dataset, model va loss; dit assert pred.shape == target.shape.

« Nhan 16p cho cross-entropy la long; nhan hoi quy va nhan BCE la float.

» Dat device & mot chd va chuyén bang .to(device), dung go cling .cuda().

TéHm tat
« Tensor la mang kém shape, dtype va device. reshape chia lai day phan ti, transpose
ddi truc; broadcasting c6 thé lang 1€ tao shape sai.

» Autograd ghi DAG ctia forward, roi cong gradient theo cac duong & backward.
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backward() chua cip nhit trong s6; .grad cong don nén phai x6a truéc moi budc.

detach() cat graph, clone() tao ban sao, .item() 14y ra s6 Python, no_grad() ngiing
ghi graph cho mot khoi.

Kiém tra cuoi bai

CAU 1
Batch embedding E c6 shape (4, 6, 8):4 cau, modi cau 6 token, mdi token 8 dac
trung. Mudn méi cau c6 mot vector bang trung binh cac token, ta goi

E.mean(dim=?), va nhan dugc shape gi?
dim=0, shape (6, 8)
dim=1, shape (4, 8)
dim=1, shape (4, 1, 8)

dim=2, shape (4, 6)
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CAu 2

a = torch.tensor([1, 2, 3])vab

co dtype gi?

A alafloat32, bla float32

B alainté4, blaintés

C alainté4, bla float32

D alafloat32, bla intb64

= torch.Tensor([1,

PHONG THEO ) NOAI 2026 Singapore - Vong sd loai - Ciu 129

CAu 3

X = torch.tensor([1.,

2) .mean(), roi Loss.backward(). x.grad bang bao nhiéu, lam tron hai chir s6?

A [0.67, -1.33, 2.00]

B [2.00, -4.00, 6.00]

c [0.33, 1.33, 3.00]

D 4.67
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(x **
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CAu 4

Mot model khai bao ba 16p fc1, fc2, fc3 trong __init__, nhung forward chi goi fcl

—_

roi fc2. Sau loss.backward(), fc3.weight.grad la gi?
Tensor toan 0, vi f¢3 khdng anh hudng tdi loss
None, vi f¢c3 khéng co trong dé thi cua forward
Gradient binh thudng, vi fc3 co6 trong model.parameters()

B4o 16i luc backward, vi cé tham sé khéng dudc dung
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CAU 5
Huén luyén full-batch trén di liéu c6 dinh. Mdi epoch goi optimizer.zero_grad(),
tinh loss, goi loss.backward(), nhung quén optimizer.step(). Loss in ra qua cac

epoch sé thé nao?
Giam cham, vi backward tu cap nhat vdi learning rate mac dinh
Tang dan, vi gradient cong dén qua cac epoch
Khoéng dbi, vi backward chi tinh gradient

Thanh NaN, vi graph cl khéng dugc giai phong
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CAu 6
Mot ban khéitaow = torch.randn(3, requires_grad=True) * 0.01, tinh loss roi

goi backward(). w.grad la None, va PyTorch dua ra canh bao. Vi sao?
w dugc sinh ra tu mét phép nhan, khéng phai tensor 1a
Nhan véi 0.01 lam mét requires_grad cla w
torch.randn tao tensor khéng hé trg dao ham

Gradient qua nhd nén bi lam tron thanh None

CAu 7

loss la tensor O chiéu, logits la tensor (32, 10), ca hai con néi véi graph. Ta
muon (a) ghi loss vao log du6i dang s6 Python, va (b) git Logits & dang tensor
nhung khong gitr graph. Goi gi?

(a) Loss.detach(), (b) logits.detach()
(a) Loss.detach(), (b) logits.item()
(a) Loss.item(), (b) Logits.item()

(a) Loss.item(), (b) Logits.detach()
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CAuU 8
Ham du doan tap test chay preds.append(model(xb)) cho 2000 batch trén GPU.

BO nhé tang dan rdi bao out of memory, di batch nao ciing rat nhé. Stra thé nao?
Goi optimizer.zero_grad() sau méi batch du doan
Giam batch size xuéng mét nira réi chay lai
Goi torch.cuda.empty_cache() sau mdi batch

Chay trong torch.no_grad(), va luu két qua bang .cpu()

CAU 9
X c6 shape (64, 18):64 mau, mdi mau 10 dic trung. D€ trit moéi hang cho trung
binh ctia chinh hang d6, mot ban viét m = X.mean(dim=1) r6i X - m. Két qua thé

nao?
Bdo 16i, vi (64, 10) va (64,) khdong broadcast dudc
Chay dung, moi hang trif trung binh cta chinh né
Chay dudc, nhung ra (64, 64), so moi cdp mau

Chay dugc, nhung tru trung binh theo tung cét
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CAU 10
Model c6 tham s6 trén CUDA, X dang & CPU, va y la nhan 16p ki€u long dung cho

cross-entropy. Mudn train mot batch trén CUDA, ta lam gi?
A Chichuyén X, vi ham loss tu chuyén y theo input
B Chuyén ca X |an y t8i device ctia model
¢ Goimodel.eval() dé ty déng bod device cua input

D P6iy sang float dé loss nhan nhan & CPU

Poc thém

« PyTorch — Automatic Differentiation: doc vé graph dong, gradient cdng don va cach tat theo
doi.

« D2L — Forward /Backward Propagation: xem do thi tinh toan nhu cau néi tir dao ham mot
bién sang mang.

e PyTorch 2.9 — Tensor: tra shape, dtype, device va cac thao tac tensor truéc khi ghép model
16n.
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