Gradient boosting
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Gradient boosting cling gop nhiéu cay, nhung khac random forest: cac cay
dugc hudn luyén lan lugt, méi cdy mai hoc phan sai ma cac cay truée dé lai, roi
cdng mdt phan nhod du doan ctia no6 vao két qua. Véi loss binh phuong, phan sai
chinh la hiéu gitra gia tri that va du doan; véi loss khac thi dung gradient ctia
loss, nén maéi c6 chit gradient trong tén. V6i dit liéu dang bang, day thuong la

model manh nhat.

MUC TIEU

Tinh mot bu6c boosting véi loss binh phuong.
So sanh boosting v6i random forest.

Chon s6 cay va learning rate bang validation.

Y tudng: cong don nhiing ban va
M6 hinh cu6i cung la téng ctia nhiéu cay nho:
M

Fuy(x) = Fy(x) + v Y hm(x),

m=1

trong do F, la du doan ban dau (vi du trung binh ctia y), mdi h,, 1a mét cdy nong, va v €

(0,1] 1a toc do hoc (learning rate, shrinkage).

Khac véi random forest, cac cay ¢ day khong doc lap: cay thir m dugce xay dé sira 16i clia
F,n—1. Random forest giam variance bing cach trung binh nhiéu cay sau; boosting giam

bias bang cach cong don nhiéu cdy nong.
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https://www.kaggle.com/code/quangluduy/ai-canuc80k-2-7-gradient-boosting
http://127.0.0.1:56872/giao_trinh/pdf/bai-2.7.pdf

random forest boosting

cay 1 cay 2 cay 3 cay 4
cayl > cay2 > cay3 —> cay4
trung binh méi cay stia phan du cua tdng trudc nod
song song, cay sau néi tiép, cay noéng
giam variance giam bias

Random forest: cay doc 14p roi 1ay trung binh. Boosting: cay sau stra 16i cay
trude.

HOI NHANH
So random forest v6i gradient boosting khi ta thém that nhiéu cay. biém trén

validation ctia m6i bén thuong thay ddi thé nao?
A Ca& hai déu t6t 1én mai, chi cham dan
B Ca& hai déu chic chén overfit nang
¢ Rung thi bdo hda, con boosting co thé té di

D Rung thi té di, con boosting bao hoa

V6i sai s6 binh phuong: hoc phan du

Véiloss L = 3(y — F)?, 6 bu6c m ta tinh phan du r; = y; — F,,_1(x;), hudn luyén cay h,,
dé du doan r;, roi cap nhat F,, = F,—1 + vhy,. Luu y ddu:  day phan du la target trir du
doan, tic hu6éng can sta, ngugce véi bai 2.1,

Viduz = (1,2,3,4),y = (1,2,6,7), v = 0.5, mdi cay la mot goc cay (stump) chia mot 1an:

1. Fy=§ = 4. Phandur = (—3,-2,2,3). MSE = 6.5.
2. Stump t6t nhit cho r chia gitta z = 2 va ¢ = 3: 1a trai du doan —2.5, 14 phai 4-2.5.

3. F; =4+ 0.5 (—2.5,-2.5,2.5,2.5) = (2.75, 2.75, 5.25, 5.25). MSE = 1.81.
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Phan du méi (—1.75, —0.75,0.75,1.75) nho hon han, va cdy thtr hai sé ti€p tuc chia nho
ching. Chon v = 1 thi mot buée giam nhiéu hon, nhung trén dit liéu that, buéc nhd cung

nhiéu cay thudng téng quat tot hon.

x £ 2.5
e
6 : .
.i : F phan du tu F,
T T 1
; ; -3 -2 23
4 ______T_________:_ ________ _IL_________:—____ F0:4
MSE
2 § ® 6.5 5 1.81
®
0
1 2 3 4

Sau mot cay, MSE tur 6.5 xuong 1.81.

HOI NHANH
Mot mau co target 10, du doan hién tai la 6. Cay méi doan phan du ctia mau dy 1a 3,
vi 14 ctia n6 1dy trung binh nhiéu mau. Véi v = 0.5, sau bu6e nay phan du ctia mau

con bao nhiéu?

A 4
B 1
c 25
D 15
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1cay 10 cay 100 cay

ENTEAC 2R BB

1cay do sau 5, n = 0.2: RMSE 5cay ddsau5,n=0.2:RMSE 40 cayddsau5,n=0.2: RMSE 300 cay do sau 5,n=0.2:
train 66.0, diém chua thay 66.2  train 40.1, diém chua thdy 41.0  train 21.1, diém chua thdy 26.3  RMSE train 7.4, diém chua thay
21.7

Gradient boosting trén cung bai doan mau: anh goc, du doan sau m cay, va
phan du (cang dam cang sai) ma cdy ti€p theo phai stra.

Tong quat: gradient descent trong khéng gian ham

Phan du F chinh 13 oL
an Y cnin a—a—F

ding cho moi loss kha vi: thay vi phan du, ta khép cay vao gradient 4m (pseudo-

v6i loss binh phuong. Friedman (2001) nhan ra diéu nay

residuals)

— aL(yia F)
m — - T arn .

oF F=F, 1(x;)

Gradient descent & bai 2.1 di ting bué6c trong khong gian tham s6 w; gradient boosting
di ting budce trong khong gian ham, va méi budc 1a mot cay. boi loss 1a d6i bai toan: log

loss cho phan loai, Huber cho dit liéu c6 outlier, cac loss x€p hang cho bai ranking.
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binh phuong: r tri tuyét déi: sign(r)

-3 0 3 -3 0 3
r=y-F r=y-F

Vi tri tuyét d6i, phan cay phéi khép chi con +1, nén outlier khdng 14n at.

HOI NHANH
Daéi loss tur binh phuong sang tri tuyét ddi, L = |y — F'|. Pseudo-residual ctia mot

mau la gi?
A sign(y — F), chicon £1
8y — F, giéng hét loss binh phuong
¢ (y— F)?, dé phat manh 16i 18n

D |y — FJ, 6 I6n cla I6i

XGBoost: thém dao ham bac hai va regularization

XGBoost (Chen va Guestrin, 2016) khai trién Taylor bac hai cta loss quanh F,,, ;. V6i moi
mau, goi g; va h; la dao ham bac mdt va bic hai ctia loss theo du doan. Néu mét 1a j chtra
tép mau Ij, dét Gj = ZiGIj g; va Hj = Zite h;. Khi do glé. tri toi uu cha la va 101 ich khi

chia mot 14 thanh hai la

1[ & G2 (Gp+Gg)
2 |H,+ A  Hp+A Ho+Hnt+A| |

Gain =

Al Canuc80k - Bai 2.7 - Gradient boosting 5/21



A la phat L2 trén gia tri 13, v 1a “phi” cho méi 1a méi: lai 1a “16i + phat” ctia bai 2.2, 1an nay
cai thang vao tiéu chi chia cdy. Véi loss binh phuong, g; = F' — y; va h; = 1, nén w} ding

la trung binh phan du trong 14 (co vé 0 mot chat nho \).

HOI NHANH
Loss binh phuong. Mot 14 chtia ba mau, v6i g; = F — y; lan lugt la —2, —1, —3. V6i

A = 1, gia tri 1 w* bang bao nhiéu?

A 2

B —1.5
c 6

D 15

Ba thu vién, ba diém nhan

XGBoost LightGBM CatBoost
Y tudng noi Pao ham bac Histogram, XU ly c6t phan loai bang ordered target statistics
bat hai, moc cay
regularization theo la
trong tiéu chi (leaf-wise),
chia rat nhanh
Tham so dao max_depth num_leaves depth (cay doi xung)
phuc tap
Phuhgp khi ~ Céan 6n dinh, D liéu 18n, Nhiéu cot phan loai, it muén tinh chinh
nhiéu tai liéu can téc do

Ca ba déu xtr Iy gia tri thi€u sdn va cé ban chay GPU. Trong scikit-learn,

HistGradientBoostingClassifier/Regressor theo cung tinh than véi LightGBM.
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HOI NHANH
Bang c6 20 cdt phan loai, nhiéu c6t c6 t6i hang nghin gia tri nhu ma clra hang hay

ma san pham, va ta chi con it thdi gian tinh chinh. Nén th thu vién nao truéc?
A XGBoost, sau khi one-hot moi cét phan loai
8 LightGBM, sau khi d6i méi ma thanh mét s6 nguyén
¢ CatBoost, dua thdng cac cot phan loai vao

D Random forest, sau khi x6a cac c6t phan loai

Tham s6 va cach chinh

o learning_rate va n_estimators di doi v6i nhau: t6c dé hoc nhé can nhiéu cay hon.
Cach lam chuan: ¢8 dinh learning_rate khoang 0.03-0.1, dat s6 cay that 16n, dung
early stopping trén validation dé thu vién tu dung khi di€ém khong tang nira.

» Do phtic tap tung cay: num_Tleaves (15-127) hodc max_depth (4-8), cung

min_child_samples.

e Ngau nhién hoa dé giam overfit: lay mau dong (subsample, bagging_fraction khoang
0.7-0.9) va cot (colsample_bytree, feature_fraction khoang 0.7-0.9).

° Regularization: reg_lambda, reg_alpha.

Khac random forest, boosting c6 thé overfit khi thém cdy. D6 la 1y do early stopping gan
nhu bit budc.
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MSE validation

24
16
8
vong 2648
—O
0
1 10 100 1000
s6 cay (thang log)
Learning rate 0.01 can nhiéu ciy hon han 0.1 méi t6i day.
HOI NHANH

Pang dung learning_rate=0.1, early stopping diing 6 khoang 300 cay. Ddi sang

learning_rate=0.01, sO cay trudc khi dung c6 xu huéng thé nao?
A Tang nhiéu, c& vai lan dén musi lan
8 Gidm con khoang 30, vi méi cdy manh hon
¢ Khéng déi, vi early stopping tu bu

D Khéng doan dudc, vi hai tham s6 ddc 1ap véi nhau

Mot ban sita nhin dugc tung so

Cho bén méau véi target 1, 1, 3, 3. MO hinh ban dau dy doan trung binh la 2. Phan du

target trit du doan la —1, —1, 1, 1: hai mau dau can ha xudng, hai mau sau can nang lén.

Bai 2.1 dinh nghia phan du 1a du doan trir target; & day d6i ddu dé no6 chi huéng can stra.

Chép cong thic tur tai liéu khac thi phai xem ho dung quy u6c nao, kéo cap nhat ngugc

dau.

Python

import numpy as np

from sklearn.tree import DecisionTreeRegressor
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xb

np.array([[0.], [1.1, [2.1, [3.1])
yb = np.array([1., 1., 3., 3.1)
prediction = np.full(len(yb), yb.mean())

learning_rate = 0.5

for stage in range(3):
residual_to_fix = yb - prediction
correction = DecisionTreeRegressor(max_depth=1, random_state=0)
correction.fit(xb, residual_to_fix)
prediction = prediction + learning_rate * correction.predict(xb)
mse_now = np.mean((prediction - yb) *% 2)

print(stage + 1, prediction.tolist(), round(float(mse_now), 6))

Lan dau mo hinh di tir 2 vé 1.5 hoidc 2.5. Phan con thi€u chi bang mot nira nén vong sau
du doan 1.25 hoac 2.75. MSE gidm 1 = 0.25 - 0.0625 - 0.015625. Day la dit liéu hoan hao
cho stump, khong c6 nhiéu; thém nhiéu cay trén di liéu that cé thé ti€p tuc gidm train

loss nhung lam validation xau di.

3 e e oo miu 2, 3: target 3
e g
2
(T TP P O __ mau 0, 1: target 1
s6 cay 0 1 2 3
MSE 1 MSE 0.25 MSE 0.0625 MSE 0.015625

Mbi céy stta mot nira phan con thi€u; MSE giam 4 lan sau mdi cay.
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HOI NHANH
Target bing 5, du doan hién tai bang 3, cay stra doan phan du la 2. Vi learning rate
0.1, du doan méi biang bao nhiéu?

A 5

B 3.2
c 28
D 3.02

Theo doi validation theo s6 cay

Ta can xem hai dudng loss chtr khong chi s6 cudi cung. V6i GradientBoostingRegressor,
staged_predict trd du doan sau tiing vong, nén mét lan fit cho ca dudng cong va md
hinh t6t c6 thé ndm trudce vong cudi. Thi nghiém dué6i dung dit liéu phi tuyén cé nhiéu

16n va cay sau 3, dt d€ thiy boosting hoc thudc.

Python

from sklearn.datasets import make_friedmanl
from sklearn.ensemble import GradientBoostingRegressor

from sklearn.model_selection import train_test_split

X_stage, y_stage = make_friedmanl(n_samples=250, noise=4.0, random_state=3) # phi tuyén,
nhiéu 16n

X_train, X_valid, y_train, y_valid = train_test_split(X_stage, y_stage, test_size=0.3,
random_state=8)

boost = GradientBoostingRegressor(n_estimators=300, max_depth=3, learning_rate=0.1,
random_state=0)

boost.fit(X_train, y_train)

train_losses = [np.mean((pred - y_train) %% 2) for pred in boost.staged_predict(X_train)]
valid_losses = [np.mean((pred - y_valid) %% 2) for pred in boost.staged_predict(X_valid)]
best_round = int(np.argmin(valid_losses)) + 1

print("vong chon:", best_round)

print("MSE train, vong chon va vong cudi:", round(float(train_losses[best_round - 11), 2),
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round(float(train_losses[-11), 2))
print("MSE valid, vong chon va vong cudi:", round(float(valid_losses[best_round - 11), 2),
round(float(valid_losses[-1]1), 2))

MSE

validation 23.05

train 0.08

0 31 100 200 300
s6 cay

MSE train gidm mai; MSE validation thap nhat & vong 31.

Train MSE di tir 6.84 & vong 31 xudng 0.08 & vong 300: md hinh gan nhu thudc long 175
mau train. Validation thap nhat & vong 31 (20.86), roi tang 1én 23.05: 269 cdy cudi cht yéu
hoc nhiéu. Néu ctt chay hét 300 vong, ta tra thém thdi gian d€ c6 mo hinh té hon khoang
10%. Vi vong 31 dugc chon bang chinh tap validation nay, con s6 20.86 hoi lac quan;

mudn udc lugng doc 1ap can mot test dé riéng.

HOI NHANH
Trong thi nghiém trén, MSE validation thiap nhat & vong 31 v6i 20.86, con & vong
300 la 23.05. Nén luu md hinh & vong nao, va bao diém nao lam uéc lugng cho dir

liéu maoi?
A Vong 300, bao MSE validation 23.05
B Vong 300, bao MSE train 0.08
¢ Vong 31, bao MSE train 6.84

D Vong 31, bao diém trén mét tap test riéng
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Dung thu vién

Python

from sklearn.datasets import make_friedmanl
from sklearn.ensemble import HistGradientBoostingRegressor

from sklearn.model_selection import train_test_split

X, y = make_friedmanl(n_samples=5000, noise=1.0, random_state=0) # quan hé phi tuyén cé

tudng téc

X_tr, X_va, y_tr, y_va = train_test_split(X, y, test_size=0.2, random_state=0)

model = HistGradientBoostingRegressor(learning_rate=0.05, max_iter=2000, max_leaf_nodes=31,
early_stopping=True, validation_fraction=0.1,
n_iter_no_change=50, random_state=0)

model.fit(X_tr, y_tr)

print("sd cay:", model.n_iter_, " R2 validation:", round(model.score(X_va, y_va), 3))

HOI NHANH

bat max_iter=2000, nhung mo hinh chi c6 n_iter_ = 285 cay. Vi sao?
A Hét thdi gian chay nén thu vién tu diing
B Learning rate tu giam vé 0 sau 285 vong

TU vong 286, cac cay mdi déu bang 0

o

o

Early stopping difng sau 50 vong lién khéng cai thién

Vé6i LightGBM, doan tuong duong la LGBMRegressor (learning_rate=0.05,
n_estimators=5000, num_leaves=31) kém callbacks=[1ightgbm.early_stopping(100)]
khi fit.
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LightGBM trong khu6n K-fold

bé bang thudng cho train c6 nhan va test khong nhan. Chia train thanh K fold; mébi
fold hoc trén K — 1 phan, phan con lai dung cho early stopping va dé chdm. Méi dong
train dugce du doan ding mdt 1an bdi model chua thay né; gom lai 1a du doan out-of-fold
(OOF). Du doan cho test la trung binh K model.

Dir liéu dudi c6 tam cot s6 va cot city kiéu category; LightGBM nhan théng, khéng can

one-hot.

Python

import numpy as np

import pandas as pd

import lightgbm as 1gb

from sklearn.datasets import make_classification
from sklearn.model_selection import StratifiedKFold

from sklearn.metrics import roc_auc_score

X_num, y = make_classification(n_samples=3000, n_features=8, n_informative=5, flip_y=0.08,
random_state=1)

rng = np.random.default_rng(1)

df = pd.DataFrame(X_num, columns=[f"f{i}" for i in range(8)])

df["city"] = rng.choice(["HN", "HCM", "DN", "HP", "CT"], size=len(df))

y = np.where(df["city"].isin(["HN", "DN"]) & (rng.random(len(df)) < 0.25), 1, vy) # thanh
phd c6 anh hudng that

df["city"] = df["city"].astype("category")

train, test = df.iloc[:2400], df.iloc[2400:]

y_train, y_test = y[:2400], y[2400:]

folds = StratifiedKFold(n_splits=5, shuffle=True, random_state=0)
oof = np.zeros(len(train))
test_pred = np.zeros(len(test))
for k, (tr, va) in enumerate(folds.split(train, y_train)):
model = 1gb.LGBMClassifier(learning_rate=0.05, n_estimators=2000, num_leaves=15,
subsample=0.8, subsample_freq=1, colsample_bytree=0.8,
random_state=0, verbose=-1, n_jobs=1)
model.fit(train.iloc[tr], y_train[tr], eval_set=[(train.iloc[va], y_train[val)],
eval_metric="auc", callbacks=[1gb.early_stopping(100, verbose=False)])
oof[val = model.predict_proba(train.iloc[val)[:, 1]
test_pred += model.predict_proba(test)[:, 1] / folds.n_splits
print(f"fold {k}: cdy tét nhat {model.best_iteration_}, AUC {roc_auc_score(y_train[val,
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oof[val):.3f}")
print("AUC out-of-fold:", round(roc_auc_score(y_train, oof), 3))

print("AUC test (trung binh 5 model):", round(roc_auc_score(y_test, test_pred), 3))

phan 1 phan 2 phén 3 phan 4 phan 5

folao () AUC 0.929
fold 1 :] AUC ©.898
fold 2 C ) AUC 0.920
fold 3 :] AUC 0.985
fold 4 () auco.934

oof | J( Il J( J( ) auc 0.917

Mbi fold chdim mét phan; ghép nam phan dugc du doan out-of-fold.

Mbi fold chon s6 cay riéng (74 dén 104); n_estimators=2000 chi la tran. AUC ting fold
léch nhau t6i 0.036, nén mot lan chia train /valid c6 thé sai ¢& +0.02. Piém OOF 0.917
gop ca 2400 dong va sat diém test 0.923. Khi thir dac trung hay tham s6 méi, so diém
OOF, khong so di€m mot fold.

Sau early stopping, predict_proba tu dung s6 cay tot nhat. Mang oof con dung dé tron

model, vi khong model nao da thiy nhan ctia dong minh du doan.

HOI NHANH
Vi sao diém trén oof udc lugng duge di€ém trén dir liéu méi, con di€m ctia model

fold 0 cham lai trén toan b train thi khong?
A oof c6 nhiéu dong hon
B M®6i dong cla oof dudc du doan bdi model chua hoc dong dé
t Model fold O dung s6m hon cac fold khac

D StratifiedKFold giU ti Ié€ nhan
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V6i XGBoost chi can thay model; gitt nguyén folds dé hai bo OOF so dugc ting dong:

Python

import xgboost as xgb

oof_xgb = np.zeros(len(train))
for k, (tr, va) in enumerate(folds.split(train, y_train)):

model = xgb.XGBClassifier(learning_rate=0.05, n_estimators=2000, max_depth=4,
subsample=0.8,

colsample_bytree=0.8, enable_categorical=True,

tree_method="hist",

early_stopping_rounds=100, eval_metric="auc", random_state=0,
n_jobs=1)
model.fit(train.iloc[tr], y_train[tr], eval_set=[(train.iloc[val, y_train[val)l,
verbose=False)
oof_xgb[va] = model.predict_proba(train.iloc[val)[:, 1]
print("AUC 00F XGBoost:", round(roc_auc_score(y_train, oof_xgb), 3))
print("AUC 0OF trung binh hai thu vién:", round(roc_auc_score(y_train, (oof + oof_xgb) / 2),

3))

Trung binh hai bd OOF chi tang 0.001: hai model cung loai cay, cung dic trung nén sai &
nhiing dong giong nhau. Tron c6 lgi khi cac model sai & chd khac nhau (bai 8.4). Mic

tang nhé nhu vay con dudi do dao dong gitta cac seed.

enable_categorical=True cho XGBoost doc cOt category, di cung tree_method="hist".

CatBoost nhan c0t phan loai qua cat_features; may chua c6 thi pip install catboost.

Khi di thi
» Dt li€u bang thi thir LightGBM hoac CatBoost véi early stopping trudc.

 Early stopping dung fold validation ctia chinh fold d6; du doan test la trung binh K
mo hinh.

» Thém feature tot thuong dang cong hon tinh chinh tham s6.
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Tom tit

» Boosting cong don cac cay nong, mdi cay khép gradient am ctia loss tai mé hinh hién
tai.

» Random forest trung binh cac cay sau dé giam variance; boosting cong cac cay nong
dé giam bias, nhung thém cay qua nhiéu thi overfit. Chon sd vong bang validation
ding ciu truc dit liéu.

* XGBoost dung dao ham béac hai va dua regularization vao tiéu chi chia; Light GBM

nhanh nh¢ histogram va moc theo 1a; CatBoost manh véi cot phan loai.

 V6i dir liéu bang, day la lya chon dau tién.

Kiém tra cudi bai
Mudi cau kiém ca cach hiéu, phép tinh va quy trinh. Cau sai chi ra phan can doc lai; hay

lam truéce khi mé 16i gidi.

CAU1
Boosting v6i loss binh phuong, targetla [2, 8, 5], du doan hién taila [3, 4, 6].
Cay ti€p theo hoc phan duy - prediction nao?

A [_11 41 _1]
B [11 _41 1]
c [5, 12, 11]

0 [1, 16, 1]
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CAuU 2

Tu cai gradient boosting cho loss binh phuong:

F = np.zeros(len(y))
for m in range(n_estimators):

residuals =y - F # dong A
tree = DecisionTreeRegressor(max_depth=3)
tree.fit(X, residuals) # dong B

F += learning_rate * tree.predict(X) # dong C
Da6i sang loss tri tuyét doi (MAE) thi phai stta dong nao?
Chi dong A, déi thanh np.sign(y - F)
Dong A va B: dung dau phan du, 14 1ay median
Chi dong C, vi learning rate phai do theo loss

Moi dong, vi MAE can thuat toan khac han

PE THI  NOAI 2026 Singapore - Chung két - Cau 3

CAu 3

Vi sao cac cdy trong gradient boosting thong thudng phai hoc lan lugt?
Vi cay nao ciing hoc y géc, nén chi fit 1an lugt dudc
Vi target clia vong sau phu thuéc vao cac vong trudc
Vi méi cay can clung mot tap bootstrap véi cay trudc

Vi cac cay phai cé cung cau truc thi mdi lay trung binh dugc
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CAU 4
Trong XGBoost, gia trilala w* = —G/(H + A). Tang reg_lambda, tic A, tir 0 1én 10

thi cac gia tri la thay déi thé nao?
Lén han, vi A thudng cho 1
Bi kéo vé& gan 0 hon
Khoéng déi, vi A chi anh hudng gain

Poi dau khi A > H

CAU 5
Dung staged_predict, MAE trén validation sau 50, 100, 200 va 400 cay lan luot 1a
3.2,2.7,2.9 va 3.4, trong khi MAE trén train van giam. Trong bén mdc nay, chon

ma&c nao?
400, vi MAE train thap nhat
200, vi nam gilta 100 va 400
50, vi it cAy nhat thi ludn téng quat tét nhat

100
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CAU 6
Chon s6 vong tét nhat trén validation, roi bao diém validation &y nhu mot diém test

ddc 1ap. Lam vay c6 dang khong?
Pung, vi validation chua dudc dung dé fit cay
Pung, néu da cé dinh seed
Sai, vi validation da tham gia viéc chon

Pung, néu khéng cé budc chuan hoa

CAU 7
Giam learning rate tir 0.1 xuéng 0.02 nhung van git 100 cay, thi MAE ca trén train
1an validation déu tang. Thi nghiém ti€p theo nao kiém gia thuyét “chua hoc du

vong’?
Giam tiép s6 cay dé tranh overfit
Nhan du doan véi 5 dé bu cho learning rate
K&t luan learning rate nhé luén lam mé hinh kém di

Thi thém vong & muc 0.02, theo ddi validation
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CAu 8

V6i binary cross-entropy theo logit f va p = o(f), gradient am ctia mdt mau theo f

la gi?
(y —p)?
Yy—npo
y—f
p—y
CAU 9

Ta du bao thang sau tir dit liéu cac thang trudc, va early stopping dang 1ay ngau

nhién mot phan train lam validation. D6i thé nao dé sat voi muc tiéu hon?
Pé riéng khéi thai gian cudi 1am validation dé chon s6 vong
VAan chia ngau nhién, nhung ting ti I1& validation dé bu cho th tu thsi gian
Sap theo target, dé riéng cac gia tri I6n lam validation

Chon s6 vong theo 6i train, vi validation theo th&i gian thusng kho hon
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CcAu 10

Baseline chay trén CPU c6 MAE validation hgp Iy, nhung file du doan thiéu 12 ID.
Trudce khi tinh chinh 14y, ta can lam gi tru6ce?

A Coi MAE hién cé la bang chung file nép da dung
8 Dién cac ID thiéu bang du doan trung binh, khéng can tim nguyé&n nhan
¢ Sua lubng xuat két qua, kiém du ID, r6i cham lai baseline

D Tang s6 cay dé mé hinh tu sinh a0 du doan

Poc thém
« Chen, Guestrin (2016) — XGBoost: A Scalable Tree Boosting System. Nguon ctia cong thirc gia
tri la va gain bac hai trong bai.

» Ke va cOng su (2017) — LightGBM: A Highly Efficient Gradient Boosting Decision Tree;
Prokhorenkova va cong su (2018) — CatBoost: unbiased boosting with categorical features. Boc

d€ hi€u histogram, moc theo 1a va cach CatBoost xtr Iy ¢t phan loai.

« Friedman — Greedy Function Approximation. Bai géc ndi boosting véi gradient descent trong

khong gian ham.

« scikit-learn — Gradient boosting. Poc loss, shrinkage, staged prediction va early stopping.
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https://arxiv.org/abs/1603.02754
https://arxiv.org/abs/1706.09516
https://jerryfriedman.su.domains/ftp/trebst.pdf
https://scikit-learn.org/stable/modules/ensemble.html#gradient-boosting

