Logistic regression va softmax

Trac nghiém & Thuc hanh Y PDF bai

Mot bo loc thu rac nhan email “Chae mung! Ban da trang iPhone, bam vao day
dé nhan”. N6 khdng can biét chic day la spam. Piéu n6 can 1a mét con sd kiéu
“xac suat spam la 0.97", d€ ngudi dung tu quyét dinh chin ti mic nao. Linear
regression ctia bai 2.1 cho ra mét sé thuc bat ky, khong phai xac suat. Bai nay
stta ding ché do: gitr phan tuyén tinh, nhung ép dau ra vé khoang (0, 1) va hoc
biang mot ham mat mat hgp vaéi xac suat. Két qua la logistic regression, mo
hinh phan loai dugc diing nhiéu nhat trong thuc té va cting chinh la mét

neuron cua mang neural & chuong sau.

MUC TIEU

Biét vi sao linear regression khong dung cho phan loai.
Viét logistic regression bing NumPy va so véi scikit-learn.
Chon ngudng quyét dinh khac 0.5 khi can.

Dung softmax cho bai nhiéu 16p.

Dirliéu: loc thu rac

Mbi email duge mo ta bang hai con s8: s6 duong link va s@ tir quang cao nhu “mién phi’,
“trang thuong”, “khuyén mai”. Nhan la 1 néu la spam, 0 néu la thu thuong. Giong bai 2.1,
ta tu sinh dit liéu tir mot quy luat da bi€t dé sau nay doéi chi€u xem mo hinh hoc duge gi.
Quy luat duing ham sigmoid, sé dugc giai thich ngay & muc sau; ltic nay chi can biét email

cang nhiéu link va tir quang cao thi cang dé la spam.

Python

import numpy as np

rng = np.random.default_rng(20)

n = 400
links = rng.poisson(2.0, n) # sO0 dudng link
kw = rng.poisson(1.5, n) # so tU quang céo
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z_true = 1.1 % links + 0.9 * kw - 4.5 # quy luat that, mé hinh khdng dugc
biét

y (rng.random(n) < 1 / (1 + np.exp(-z_true))).astype(float) # 1 = spanm

X = np.column_stack([links, kw]).astype(float) # (400, 2)
X_tr, X_te, y_tr, y_te = X[:300], X[300:]1, y[:300], y[300:]
print(X_tr.shape, X_te.shape, " ti 1& spam:", y.mean())
print(X[:4], y[:41)

KET QUA

(300, 2) (100, 2) +ti 1& spam: 0.3125
[[1. 1.1

[0. 0.]

[2. 0.]

[6. 3.1] [0. 6. 0. B.]

Khoang mot phan ba sd email 1a spam. 300 email dau diing dé hoc, 100 email sau dé

kiém tra.

Vi sao khong dung linear regression?
Cach nghi dau tién: nhan 1a s6 0 va 1, vy ct chay linear regression rdi coi dau ra la xac
suat.

Python

from sklearn.linear_model import LinearRegression

1in = LinearRegression().fit(X_tr, y_tr)
p_lin = lin.predict(X_tr)
print("dy doan nho nhat:", p_lin.min().round(2), " 16n nhat:", p_lin.max().round(2))

print("sd email c6 'xac suat' ngoai [0, 1]:", np.sum((p_lin < 0) | (p_lin > 1)))

KET QUA

dy dodn nhé nhdt: -0.2 16n nhat: 1.34

s6 email c6 'xac sudt' ngodi [0, 1]: 54

Van dé thir nhat hién ngay trong output: mot phan dang ké du doan nam ngoai [0, 1].
“Xac suit —0.2" khong c6 nghia gi.
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Van dé tha hai nghiém trong hon. D€ dé nhin, tam chi dung sé link. Linear regression
cho mot duong thang; email dugce coi la spam khi dudng thang vuot 0.5, tic s6 link vugt
mot ngudng nao do. Gio thém vao tdp train 20 email “si€u spam” c6 tir 15 dén 24 link.
Nhiing email nay ro rang la spam, phan loai chiing ching kho gi, nén 1é ra chting khong

dugc lam thay déi ranh gidi.

Python

def link_threshold(model):
"mnSs link tai d6 dudng thang cdt mdc 0.5."""
return (0.5 - model.intercept_) / model.coef_[0]

def accuracy_at(t):
"""Accuracy trén tap test khi coi email cé tU t link trd 1én 1a spam."""

return np.mean((X_te[:, 0] >= t) == y_te)

L_tr = X_tr[:, :1] # chi sé link, shape (300, 1)
extra = np.repeat(np.arange(15, 25), 2)[:, Nonel # 20 email siéu spam

L_more, y_more = np.vstack([L_tr, extral), np.append(y_tr, np.ones(20))

for name, L, yy in [("300 email gdc ", L_tr, y_tr), ("thém 20 siéu spam", L_more,
y_more)]:

t = link_threshold(LinearRegression().fit(L, yy))

print(f"{name}: ngudng = {t:.2f} link accuracy test = {accuracy_at(t):.2f}")

KET QUA

300 email gdc : ngudng = 3.07 link accuracy test = 0.78

thém 20 siéu spam: ngudng = 6.00 link accuracy test 0.68

Ngudng nhéy tir khoang 3 link 1én 6 link, va accuracy trén tap test tut 10 diém phan tram.
Ly do nim & ham mat mat binh phuong: email 24 link c6 nhan 1 nhung dudng thang du
doan cho né mot s6 16n hon 1 nhiéu, nén bi tinh la “sai nang” D€ giam cai sai vo 1y do,
duong thing phai thodi xuéng, kéo theo ngudng dich sang phai. M6 hinh bi phat vi qua

chic chan & chd dang.
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Thém 20 email si€éu spam, ngudng ctia linear regression dich tu 3.11€n 6 link.

Hai van dé c6 chung mot goc: dau ra khong bi chidn trong (0, 1), va ham mat mat khong

hop v6i xac suat. Hai muc ti€p theo sira lan lugt tiing céi.

HOI NHANH
Thém vao train 20 email c6 tu 15 dén 24 link, email nao cling la spam thét. Vi sao

ngudng cda linear regression lai dich tir khoang 3 link lén 6 link?
A Email d&, d& dung nhan, van bi phat vi du doan vugt quéa 1
B Tilé spam trong train tang nén ngudng phai tang theo
¢ 20 email &y that ra bi gan nhan sai nén lam héng mé hinh

D M6 hinh bi overfit vi c6 thém mau & ving xa

Sigmoid va log-odds

Gitr phan tuyén tinh z = w'x + b nhu cq, roi ép né vé khoang (0, 1) bang ham sigmoid:

1

p=P(y=1|X)=U(z)=m-
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0.5

z

Sigmoid nhin moi sd thuc z va tra vé mdt xac suat trong (0, 1).

Sigmoid nhan moi s6 thuc va tra vé mot sé trong (0,1). 2 = 0chop = 0.5; 2 = 3 chop =
0.95; 2 = —3 cho p ~ 0.05. Di xa khoi 0 thi duéng cong phang dan: tang z tir 10 1én 20
gan nhu khong déi p. Tén c6 chi “hdi quy” vi mo hinh hoi quy ra mét xac sudt, nhung

viéc ctia no la phan loai: cat xac suat 6 mot ngudng la c6 nhan.
Dbé hiéu z 1a gi, giai ngugc phuong trinh trén theo z:

b
1—p'

z = log

Ti s6 1’%}) goi la odds, cach néi “may an mét” quen thudc trong ca cuge: p = 0.75 thi odds
la 3, nghia la kha nang spam gap 3 kha nang khong spam. z la log ctia odds, goi la log-
odds hay logit. Vay logistic regression la mdt mo hinh tuyén tinh, nhung tuyén tinh cho
log-odds chir khong cho xac suit. Di ngugce lai cling dé: z = In 3 cho odds 3, tic p = 3/4.
Mudn lac dau mé hinh doan khoang 0.01 cho bai chi ¢ 1% méu duong thi dat bias bing

In(0.01/0.99) ~ —4.6.

Hé qua truc ti€p: tang x; thém mot don vi thi z tang w;, nén odds nhan thém e¥s. Bai bao
y khoa hay viét “hat thudc lam odds méc bénh tang gip 3” chinh la doc hé sd cta logistic

regression theo cach nay.
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HOI NHANH

Mo hinh cho mét email p = 0.8. Odds spam ctia email 4y bang bao nhiéu?

A 4
B 0.8
c 0.2
D 1.25
Ranh gi¢i quyét dinh

Mudn ra nhan thi cit xac suat 6 mot ngudng, méic dinh 1a 0.5. Vi o(z) > 0.5 khi va chi khi

z > 0, ranh giGi gitra hai 16p 1a tap di€ém co
w'x+b=0.

V6i hai dic trung, do 1a mot duong théng; véi d dac trung, mot siéu phéng. Sigmoid chi
quyét dinh xac suit thay d6i nhanh hay cham khi di xuyén qua ranh gi6i, khong lam ranh
gi6i cong di. Logistic regression vi vy van la mot bo phan loai tuyén tinh. Mudn ranh
giGi cong thi 1am nhu bai 2.1: thém dic trung =3, x3, 172, khi d6 ranh gidi thng trong
khong gian dac trung mai thanh dudng cong trong mat phéng cii. Chang han thém mot
cOt x2 + x3 thi ranh gidi 1a duong tron, hodc van 1 dudng thang néu hé s ctia cot do

béng 0.
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tU quang cao
spam
thu thudng

s6 link

Cac muc xac sudt la nhitng dudng thang song song; p = 0.5 1a ranh gidi.

V6i mot dac trung, ranh gigi la mot di€ém: x = —b/w. Nhan ca w va b v6i mot s6 duong
khong déi dau ctia z, nén khong d6i nhan nao; chi xac suat déc hon hay thoai hon quanh
ranh gi6i. Khoang cach tir diém x t6i ranh gisi la |[w'x + b| /|| w/||. Lap lai thi nghiém 20
email siéu spam, 1an nay bang logistic regression ctia scikit-learn. Tham s C=np.inf tit
khoan phat ctia bai 2.2 dé so cho céng bing véi linear regression khong phat; muc sau sé

noi ky hon.
Python

from sklearn.linear_model import LogisticRegression

for name, L, yy in [("300 email géc ", L_tr, y_tr), ("thém 20 siéu spam", L_more,
y_more)]:

m = LogisticRegression(C=np.inf).fit(L, yy)

t = -m.intercept_[0] / m.coef_[0, 0]

print(f"{name}: ngudng = {t:.2f} link accuracy test = {accuracy_at(t):.2f}")

KET QUA

1
w

300 email gbc : ngudng .01 link accuracy test = 0.78

1
W

thém 20 siéu spam: ngudng .01 link accuracy test = 0.78

Ngudng khéng nhiic nhich, it nhat dén hai chir s6 thap phan. Véi email 24 link, mé hinh

da cho p rat gan 1; dang nhin va dung tu tin thi gan nhu khdng bi phat, nén nhiing email

nay khong kéo ranh gi6i di dau ca. Ly do nam ¢ ham mat mat ctia muc ti€p theo.
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HOI NHANH

Logistic regression mot feature c6 w = 2, b = —6. Ranh gi6i quyét dinh ndm & dau?
A z=-3
B =6
c z=0.5
D =3

Ham mat mat: cross-entropy

Mo hinh gan xac suat p; cho nhan 1 va 1 — p; cho nhan 0. M6t cach ty nhién dé cham
diém la hoi: m6 hinh gan bao nhiéu xac suat cho dang cai nhan da xay ra? Véi mot mau,
cons@ dolap, néuy; =1val—p; néuy =0, viet gonla p! (1 — p;)'¥. Coi cac email
doc 1ap, xac suat cho ca tip dir liéu la tich ctia ching. Chon tham sd lam tich nay l6n

nhat goi la maximum likelihood.

Tich ctia hang tram s6 nho hon 1 rat khé lam viéc, nén ta l1ay log dé bién tich thanh téng,
d6i dau dé thanh bai toan cuc ti€u, roi chia cho n. Két qua la binary cross-entropy, con
goi la log loss:
1 n
J(w,b) = —=3 {y log pi + (1 — y;) log(1 — p;) }

i=1

Trong mdi s6 hang chi mot trong hai phan con lai: v6i email spam 1a — log p;, v6i thu
thudng la — log(1 — p;). Nhin vao mdt email spam that: doan p = 0.99 mat 0.01; doan

p = 0.5 mat 0.69; doan p = 0.01 mit 4.6. Khi p — 0, loss tang v6 han. Cross-entropy phat
rat nang su tu tin sai, va gan nhu khong phat su tu tin dung. Day chinh la 1y do 20 email
siéu spam khong kéo dugc ranh gi6i. Vi thu thuong ma moé hinh doan p = 0.9, loss la
—log 0.1 ~ 2.30. Nhung moi email van gop mot khoan duong, du nho, nén ranh giGi phu

thudc vao tat ca cac diém cha khong chi nhitng diém gan no.
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Tai sao khong gitr ham binh phuong (p — y)? cho quen? Hay nhin gradient theo z. Vi

mot email spam ma mé hinh dang doan p = 0.01, tdc sai rat nang:

» Binh phuong: Z(p — 1)? = 2(p — 1) p(1 — p) ~ —0.0196.

* Cross-entropy: & ( —logp) =p — 1= —0.99.

Gradient ctia ham binh phuong nhé hon 50 lan, dang & ché mo hinh can sira nhiéu nhét.
Thtra s6 p(1 — p) dén tir dao ham ctia sigmoid va gan bing 0 & hai dau, noi dudng cong
phéng. Cross-entropy c6 log triét tiéu dang thira s6 d6. Thém nita, ham binh phuong
ghép voi sigmoid khdng con 16i, con cross-entropy thi 16i: khong c6 cuc ti€u dia phuong

nao dé mic ket.

loss |gradient theo z|
6 1
cross-entropy

binh phudng

cross-entropy
binh phudng

0.5

0 0.5 1 0 0.5 1
p doan cho email spam p doan cho email spam

Spam bi doan p nhé: cross-entropy cho gradient 16n, binh phuong gan 0.

HOI NHANH
Vé6i p = o(z), néu dung binh phuong sai s6 thay cho cross-entropy, thi khi moé hinh

rat tu tin ma sai, chuyén gi xay ra?
A Gradient theo z van luén bang p — y
8 Binh phuang sai s6 khéng tinh dugc véi nhan 0 va 1
¢ Gradient theo z c6 thé rat nho, do thira s6 p(1 — p)

D Khoéng co gradient, vi sigmoid khéng c6 dao ham
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Gradient va tu cai bang NumPy

Pao ham ctia sigmoid c6 dang dep: ¢’(z) = o(2) (1 — o(2)) = p(1 — p). V6i mot mau, loss

lal=—[ylogp+ (1 —y)log(1l—p)|. Theo quy tic chudi:

1-p
02/ 0p

ot =\(—%+1_—y> p(l—p)=-y(l-p)+(1-yp=p—y.

d Op/0z

Moi phan s6 triét tiéu, chi con lai “xac suat doan trir nhan that”. Vi z = w'x + b, nhan

thém x dé c6 dao ham theo w, réi 1ay trung binh trén ca tap:

So v6i linear regression ¢ bai 2.1, cong thic giong hét, chi thay y bang p va khong c6 hé
s0 2. Su trung hgp nay khong phai tinh cd: ca hai thudc cing mot ho mo hinh
(generalized linear model), va 6 d6 gradient ludn cé dang “du doan trir thuc té€, nhan véi

dac trung”

Thirvé6imot mauz = 2, nhany =1, mo hinhw =1,b= —-1.Khid6z=1-2—-1=1,
p=o0(1) =0.731,loss = —1log 0.731 = 0.313. Gradient theo wla (p — y) z = (0.731 —
1) -2 = —0.538. Gradient am nghia la tang w sé giam loss: mot budc véi learning rate 0.5

chow =1+ 0.5-0.538 = 1.269, va md hinh tu tin hon vao nhan dang.

Bang shape cho 300 email train v6i 2 ddc trung:

Pai lugng Biéu thuc Shape
Pac trung X (300,2)
Tham sé w, b (2,), s6
Diém tuyén tinh z=X@w+bh (300,)
Xac suat p = sigmoid(z) (300,)
Sailéch p -y (300,)
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Pai lugng Biéu thuc Shape

Gradient theo w X.T@ (p-vy)/n (2,)

Cai dat theo dang cach ctia bai 2.1, gop (w, b) vao mdt vector theta:

Python

def sigmoid(z):
# sigmoid(z) = exp(-log(1l + exp(-z))), tinh &n dinh
return np.exp(-np.logaddexp(0., -z))

def loss(theta, X, y):
logits = X @ theta[:-1] + theta[-1]
# cross-entropy tinh thdng tU logits: khéng tran sé, khong can kep

return np.mean(np.logaddexp(0., logits) - y * logits)

def grad(theta, X, y):
r = sigmoid(X @ thetal[:-1] + thetal[-1]) - vy # p -y, shape (n,)
return np.append(X.T @ r / len(y), r.mean())

Loss dugc tinh théng tur logits bing logaddexp, nén khong tran s6 va khong can kep xac
suit. Néu kep xac suat ngay trong loss dung dé hoc, gradient p — y sé khong con khép 6
vung bi kep. Truée khi huan luyén, kiém gradient bing sai phan trung tdm nhu bai 2.1,

budce ré nhat dé bat 16i dau hoac 16i chia n:

Python

def numerical_grad(f, theta, h=le-5):
g = np.zeros_like(theta)
for j in range(len(theta)):

e = np.zeros_like(theta)

e[jl = h
g[j]l = (f(theta + e) - f(theta - e)) / (2 * h)
return g

def rel_error(a, b):

return np.linalg.norm(a - b) / (np.linalg.norm(a) + np.linalg.norm(b))

thetal® = np.random.default_rng(1l).normal(size=3)
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num = numerical_grad(lambda t: loss(t, X_tr, y_tr), theta0)
print(f"sai s6 tuong ddi: {rel_error(grad(theta®, X_tr, y_tr), num):.le}")

KET QUA

sai sd tuong d6i: 5.8e-12

Sai s6 ¢ 10~ '2: gradient dung. Gid chay gradient descent. Hai dic trung déu 1a s6 dém

nho, cung thang do, nén & day khong can chuan hoa.

Python

theta = np.zeros(3)

history = []

for epoch in range(5000):
history.append(loss(theta, X_tr, y_tr))
theta -= 0.5 % grad(theta, X_tr, y_tr)

print("w =", thetal[:2].round(3), " b =", theta[2].round(3))
print("loss ban dau:", round(history[0], 4), " sau 5000 vong:", round(history[-11, 4))

KET QUA

w = [1.124 0.947] b = -4.73
loss ban dau: 0.6931 sau 5000 vong: 0.3995

Loss ban dau la 0.6931 = log 2, khdng phai ngau nhién: véi theta bang 0, moi email co

p = 0.5 va mo6i email mat — log 0.5. Pay la mot méc nén nhé dé kiém code: bai hai 16p

khoi tao bang 0 thi loss ban dau phai la log 2 (dung class weight thi mdc nay déi).
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Gradient descent ctia bai trén 300 email: ranh giéi p = 0.5 (nét lién) va hai
mirc 0.1, 0.9 (nét dit) dich dan vé ché tach spam.

Tham sd hoc duge ndm gan quy luat that (1.1, 0.9, —4.5); phan léch 1a do chi c6 300

email. Poi chi€u véi scikit-learn:

Python

model = LogisticRegression(C=np.inf).fit(X_tr, y_tr)

print("scikit-learn: w =", model.coef_[0].round(3), " b =", model.intercept_.round(3))
print("trung gradient descent:", np.allclose(theta, np.append(model.coef_[0],
model.intercept_), atol=1e-3))

KET QUA

scikit-learn: w = [1.124 0.947] b = [-4.73]

trung gradient descent: True

Hai cach cho cung mét nghiém. scikit-learn khong dung gradient descent ma dung L-
BFGS, mét phuong phap dung thém thong tin do cong nén hdi tu trong vai chuc buéc
thay vi vai nghin. Khac véi linear regression, & day khong c6 nghiém dong: dat gradient

bing 0 cho mdt hé phuong trinh chira sigmoid, khéng giai ra dugc bang bién ddi dai so.
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VE THAM SO C

LogisticRegression mac dinh c6 phat L2 véi C=1.0, trong do C ti 1€ nghich véi A cta bai
2.2. O trén ta diing C=np. inf dé tit phat va so dugc v6i code tu viét. Trong thuc t€ nén
gitt phat: khi di liéu tach dugc hoan toan bing mot duong thang, logistic regression
khong phat sé ddy trong s6 1én vo han dé moi p ti€n vé dang 0 hodac 1, va thuat toan
khong bao gic dung 6 mot nghiém hitu han.

HOI NHANH

Khai tao moi tham s6 bang 0 cho mdt bai phan loai hai 16p. Cross-entropy luc dau
bing bao nhiéu?

t log2~0.693

D Khoéng xac dinh dugc

Poc hé s6 qua odds

Hé s6 ctia logistic regression khong doc duge nhu linear regression, ki€u “thém mot link

thi xac suat tang bao nhiéu”. Cach doc dang la qua odds, nhu muc truée da noi.

Python

w = model.coef_[0]

print("thém 1 link: odds nhan", np.exp(w[0]).round(2), " thém 1 tU quang cdo: odds nhan",
np.exp(w[1]).round(2))

emails = np.array([[1, 11, [2, 11, [7, 11, [8, 111) # (sbd link, s0 tU quang céao)
print("P(spam):", model.predict_proba(emails)[:, 1].round(3))
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KET QUA

thém 1 link: odds nhan 3.08 thém 1 tU quang cdo: odds nhan 2.58
P(spam): [0.065 0.177 0.983 0.995]

Mbi link thém vao nhan odds spam 1én khoang 3 1an, bat ké email dang & dau. Nhung xac
sudt thi khong tang déu. Pi tur 11én 2 link, xac suat tang khoang 0.11; di tir 7 1én 8 link, khi
email da gan nhu chic 1a spam, xac sudt chi nhich thém khoéng 0.01 vi khong thé vugt
qua 1. Odds nhéan déu, xac suit bao hoa. Muon so do quan trong gitta cac dic trung co

don vi khac nhau thi chuan hoa truéc, giong bai 2.2.

0.5

mdi link: odds x 3.08

0 1 2 3 4 5 6 7 8 9 10
s6 link (1t quang cao)

Mbi link nhan odds lén 3 lan, nhung xac suit tang chdm dan khi gan 1.

HOI NHANH
Mot email dang c6 p = 0.5. Hé s6 ctia “s6 link” 1a w = In 3. Thém mét link thi p

thanh bao nhiéu?

A 15
B 0.83
c 0.6
D 0.75
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Ngudng quyét dinh

CHON NGUGNG TREN VALIDATION
Tap goi la test trong vi du nhd du6i day dugc dung dé minh hoa nhiéu ngudng. Néu dung
bang d6 d€ chon ngudng, n6 da dong vai tro validation. Trong mdt bai that, chon ngudng

theo chi phi hodc metric trén validation va chi cham test dé€ riéng sau khi chét lya chon.

Ngudng 0.5 hgp 1y khi hai loai sai c6 gia nhu nhau. Véi bo loc thu rac thi khong: dé lot
mot email spam chi hoi phién, con chan nham mot email that (thu mai nhap hoc, két qua

thi) c6 thé rat dat. Xem ngudng thay déi diéu gi trén 100 email test:

Python

p_te = model.predict_proba(X_te)[:, 1]
print("predict triung p > 0.5:", np.array_equal(model.predict(X_te), (p_te >
0.5).astype(float)))
for t in [0.3, 0.5, 0.9]:

block = p_te >= t

print(f"ngudng {t}: chan ding {np.sum(block & (y_te == 1)):>2} spam, "

f'chan nhadm {np.sum(block & (y_te == 0)):>2} thu that, lot {np.sum(~block & (y_te

== 1)) :>2} spam")

print("accuracy:", model.score(X_te, y_te), " 1udn doan 'khdng spam':", np.mean(y_te == 0))

KET QUA

predict trUng p > 0.5: True

ngudng 0.3: chan ding 30 spam, chdn nham 21 thu that, lot 3 spam
ngudng 0.5: chan ding 25 spam, chdn nham 7 thu that, lot 8 spanm
ngudng 0.9: chan ding 4 spam, chdn nham 0 thu that, lot 29 spanm

accuracy: 0.85  ludn doan 'khong spam': 0.67

Dong dau xac nhan predict chinh 1a cat p > 0.5 (dung bang 0.5 thi scikit-learn chon 16p
0). Ha ngudng thi chin duge nhiéu spam hon nhung chidn nham nhiéu thu that hon;
nang ngudng thi ngugc lai. Khong c6 ngudng nao t6t nhat cho moi bai: ngudng la quyét
dinh nghiép vy, chon theo cai gia ctia tiing loai sai. M6 hinh chi cung cép xac suit. Bai 1.5

c6 cac thude do cho ding su danh déi nay (precision, recall, duong ROC).
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Dai ngudng la ddi s6 thu that bi chdn nham 14y s6 spam lot qua.

Dong cu6i 1a mdt 16i nhac khac. Mot “mo hinh” luén doan “khdng spam” da duge
accuracy khoang 0.67, vi hai phan ba sd email la thu thudng. Accuracy ctia md hinh thét
phai dugc so v6i moc do, khong phai véi 0. Dit liéu cang 1éch thi moc nay cang cao: néu

chi 1% email 1a spam, doan btra “khdng spam” da cé accuracy 0.99.

Khi dé bai chdm béng log loss, cai can ndp la xac suat. Mc tuong tng la doan cho moi
email cung mdt xac suat bing ti 1é spam ctia tp train:
Python

from sklearn.metrics import log_loss

base = np.full(len(y_te), y_tr.mean())
print("log loss moc:", round(log_loss(y_te, base), 3), " mé hinh:", round(log_loss(y_te,
p_te), 3))

KET QUA

log loss mdc: 0.635 md hinh: 0.371

Al Canuc80k - Bai 2.3 - Logistic regression va softmax 17/28



HOI NHANH
V6i b loc thu rac, chan nham mot thu that tén kém hon nhiéu so véi dé lot mot

thu spam. Ta nén chinh ngudng thé nao?
A Ha ngudng xuéng 0.3 dé chan dugc nhiéu spam hon
8 Nang ngudng I&n, va chon muc cu thé trén validation
¢ Gilt 0.5, vi d6 la ngudng chuan ctia mé hinh

D Huan luyén thém nhiéu vong cho mé hinh chéc hon

Nhiéu 16p: softmax regression

Nhéan dang chir s6 viét tay c6 10 16p, tir 0 dén 9. M rong tu nhién: moi 16p k cod vector
trong s6 wy, va bias by, riéng, cho mot diém z; = w,, x + by, (goi chung la logits). Ham

softmax bién K diém thanh mot phan phoi xac suat:

ek

Pr= =%

Zj:l e’

Moi p, duong va cong lai bang 1. L6p ¢6 diém cao nhat cé xac sudt cao nhat, nhung cac
16p khac khong bi day vé dang 0, nén “max” mém hon, dung nhu tén goi. Véi K = 2,

P = ﬁe,lﬁ; = o (21 — 22): softmax hai 16p chinh 1a logistic regression trén hiéu hai
diém. Softmax luén chia hét xac suat cho cac 16p da biét: dua anh mot chiée 6 td vao mo

hinh ch6, méo, chim thi n6é van chon mét trong ba, cé khi rat chic.

Ham mat mat van la cross-entropy: £ = — log p,, trir log xac suat ctia 16p diung. Gradient

theo logits cling gitr dang quen thudc:

ov
o =P —¢€y,

0z
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trong do e, la vector one-hot ctia nhan thit. M6 hinh day xac sudt ctia 16p dung 1én va

ctia cac 16p khac xudng, dung bang lugng dang chénh. Méi thanh phan ctia p — e, nim

trong [—1, 1]: am & 16p dang, duong & cac 16p khac.

Pai lugng Biéu thuic Shape (1300 anh, 64 diém anh, 10 I6p)
Anh X (1300, 64)

Trong s6 W, b (64,10), (10,)

Logits Z=X@W+h (1300, 10)

Xac suat P = softmax(Z) (1300, 10), mbi hang céng bang 1

Nhan one-hot Y (1300, 10)

Gradient theo W X.T@®-Y)/n (64,10)

Cai softmax c6 mot cai bay. e

nén thanh inf, va inf / infla nan. Cach chita dua trén mot nhan xét: cong cung mot
hang s6 ¢ vao moi z;, khong déi softmax, vi e® xuat hién & ca tir lan mau va triét tiéu.

Chon ¢ = — max;, 25, thi s6 mi 16n nhat 1a 0, khong bao gi¢ tran. Cung 1y do, nhan moi

vugt qua so 16n nhat ma kiéu floaté4 biéu dién dugc,

logit v6i mot s6 duong gilt nguyén thit tu nén gilt nguyén 16p du doan, chilam phan phai

nhon hon hay bet hon.

Python
def softmax_naive(z):

e = np.exp(z)

return e / e.sum()

def softmax(Z):

Z = 7 - Z.max(axis=-1, keepdims=True) # trU max tUng hang, k&t qud khdng doi

E = np.exp(Z)

return E / E.sum(axis=-1, keepdims=True)
z = np.array([2.0, 1.0, 0.0])

print(softmax(z).round(3))
print(softmax_naive(z + 1000), softmax(z + 1000).round(3))
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KET QUA

[0.665 0.245 0.09 ]
[nan nan nan] [0.665 0.245 0.09 ]

Dong dau tinh tay dugc: trir max duge (0, —1, —2), 1dy ma duge (1, 0.368, 0.135), tdng la
1.503, chia ra dugc (0.665, 0.245, 0.090). Lép dau hon 16p thir hai 1 don vi logit, va xac
suat gap e ~ 2.7 lan. Néu nhan dang 1a 16p thi hai thi loss 1a —log 0.245 = 1.41, va
gradient theo logits 1a p — e2 = (0.665, —0.755, 0.090): kéo 16p dau xuong, ddy 16p tha

hai lén.

z er(z - max) p
2 1 0.665
exp + 1.503
1 0.368 0.245
0 0.135 0.090
téng = 1

Softmax ctia (2, 1, 0): trir max, 14y m, chia cho téng

Khi can log py, (@€ tinh loss) thi diing tinh softmax réi mai 14y log, vi py, rat nho cé thé lam

tron thanh 0. Dung thing log-sum-exp v6i cling meo trir max:

log pr = 2z, — m — log E e~ m, m = mjax 2.
J

Thir trén b chir s6 viét tay ciia scikit-learn: 1797 anh 8 x 8, méi diém anh c6 gia tri ttr 0
dén 16.
Python

from sklearn.datasets import load_digits

D, t = load_digits(return_X_y=True)

D=D/ 16 # diém anh vé [0, 1]
idx = np.random.default_rng(0).permutation(len(t))

D, t = D[idx], t[idx]
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D_tr, D_te, t_tr, t_te = D[:1300], D[1300:], t[:1300], t[1300:]
print(D_tr.shape, D_te.shape)

KET QUA

(1300, 64) (497, 64)

Huén luyén bang gradient descent. D€ so dugc v6i LogisticRegression() mac dinh
(C=1), ta thém dang khoan phat L2 ma n6 dung: ham mat mat cta scikit-learn la
C Y, 4 + 5| W|% chia cho Cn thi thanh loss trung binh cong 54— || W 2.

Python

n, K = len(t_tr), 10
Y = np.eye(K)[t_tr] # one-hot, (1300, 10)
lam = 1 / (1.0 * n) # khép C = 1
W, b = np.zeros((D_tr.shape[1], K)), np.zeros(K)
for epoch in range(5000):
G = (softmax(D_tr @W + b) - Y) / n # (1300, 10)
W-=2.0*% (D_tr.T @ G + Lam * W)

b -= 2.0 * G.sum(axis=0)

pred = np.argmax(D_te @ W + b, axis=1)

print("ty cai: accuracy test =", round(np.mean(pred == t_te), 3))

sk = LogisticRegression(C=1.0, max_iter=1000).fit(D_tr, t_tr)
print("scikit-learn: accuracy test =", round(sk.score(D_te, t_te), 3))
print("nhdn tring nhau:", np.mean(sk.predict(D_te) == pred),
" xac suadt léch 16n nhat:", np.abs(sk.predict_proba(D_te) - softmax(D_te @ W +
b)) .max().round(3))

KET QUA

ty cai: accuracy test = 0.978
scikit-learn: accuracy test = 0.978

nhan tring nhau: 1.0  xac sudt léch 16n nhat: 0.032

Mot mo hinh tuyén tinh don gian da nhin dang khoang 98% chir s6. Hai cai dat cho cung
nhan trén moi anh test; xac suit con léch nhau mot chat vi gradient descent sau 5000

vong van chua hoi tu hén, trong khi L-BFGS cia scikit-learn da t6i noi.

Moi cot ctia W c6 64 s, x€p lai thanh dnh 8 x 8 thi doc dugc md hinh dang “nhin” gi.

biém anh c6 trong s6 duong la noi nét muc lam tang diém ctia 16p do, trong s6 am la noi
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nét myc lam gidm diém. Hinh du6i khong giong nhiing chit s6 mau: mo6 hinh khdng hoc

“chi 0 trong thé nao” ma hoc “ché nao c6 muc thi phan biét duge 0 véi chin 16p con lai”.

0 1 2 3 4 5 6 7 8 9
I i o EE I
trong s6 ﬂf er.. h ﬁ .H. -r ] t’ 7; ﬂf #

xanh: nét muc & day tang diém I8p - cam: giam diém

Trén: anh trung binh moi chi s6. Du6i: 64 trong s6 ctia 16p do.
HOI NHANH
Cong thém 100 vao moi logit 21, . .., zx. Xac suat softmax thay déi thé nao?
A Khéng thay dbi
B Ldp cé logit I6n nhat tdng I&n gan 1
¢ Moi xac suat déu ting Ién

D Thanh nan

Khi di thi

o Dé cham log loss thi ndp predict_proba, kiém dang thi tu cot 16p.
o Dé chiam F1 hay c6 16p hiém thi chon ngudng trén validation, ding dé mac dinh 0.5.

o Tu cailoss thi tinh tir logits bing logaddexp hodc meo trir max, khong 14y log ctia
softmax.
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Tom tit
Linear regression trén nhan 0/1 cho “xac suit” ngoai [0, 1] va bi nhiing diém dé phan
loai kéo 1€ch ranh giai.
Logistic regression la mo hinh tuyén tinh cho log-odds: p = o(w ' x + b). M&i don vi
clia z; nhan odds lén e*i. Ranh giéi quyét dinh vén la dudng thang.
Hoc bang cuc tiéu cross-entropy, sinh ra tir maximum likelihood. Ham 16i, gradient

LXT(p — y) cung dang v6i linear regression; khong c6 nghiém dong.

Ngudng 0.5 chi la mac dinh; chon ngudng theo cai gia ctia tung loai sai. So accuracy
v6i moc doan 16p dong nhat.

Softmax mé& rong ra K 16p véi gradient p — e,; khi cai phai trir max va kep xac suat.

Kiém tra cuéi bai
Mudi cau dudi day bao quat ca bai. Lam hét roi xem diém; cau nao sai thi doc lai muc

tuong ung.

CAU1

Bai phan loai hai 16p c6 ba feature: tudi tir 18 dén 80, thu nhap tir 20 dén 500 triéu,
va diém tin dung tir 300 dén 850. Logistic regression khong chuan hoa dat
accuracy 72%, thém StandardScaler thi dat 84%. Vi sao?

Chuéan héa loai bd cac gia tri thu nhap bat thudng, chéng overfit nhém giau
Chuan héa dua dir liéu vé quanh 0, vao ving gan tuyén tinh cua sigmoid
Cung thang do thi t6i uu hoi tu tét, cdt thu nhap khéng con Ian 4t gradient

Chuan hdéa tang learning rate cho feature it bién thién nhat

PE THI  NOAI 2026 Singapore - Vong sd loai - Cau 305
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CAU 2
Hé s6 ctia mot feature la w; = 0.7. Tang feature ay thém 1 don vi, gitt nguyén cac

feature khac. biéu gi thay dgi?
Xac suat tdng thém dung 0.7
Odds nhan thém %7 ~ 2
Xac suat tdng gap khoang 2 lan

Odds céng thém dung 0.7

CAuU 3
Mot email spam thit, y = 1, dugc mo hinh doan p = 0.1. Cross-entropy cia mau
nay bing bao nhiéu?

0.1

0.105

0.9

2.30
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CAU 4
Mo hinh loc spam cho ra logit z, qua sigmoid thanh p. Ta nén huan luyén bang loss

nao, va vi sao?
Binh phugng (y — p)?, vi d& hiéu, coi phan loai nhu héi quy
Hinge max (0,1 — yz), vi né t6i da & va chéng dugc spam cé y lach
Tri tuyét déi |y — p|, vi it nhay véi nhan bi gan nham

Cross-entropy, vi gradient theo z la p — y, manh khi sai

PE THI  NOAI 2026 Singapore - Vong sd loai - Cau 273

CAU 5
Logistic regression hai 16p dung truc ti€p hai feature z;, 25, vector trong s6 khac 0,

ngudng 0.5. Trong mat phing feature, ranh gisi quyét dinh c6 dang gi?
Mot dudng cong tly y, vi xac suat di qua ham phi tuyén
Pudng thdng, nhung chi khi b = 0
Pusng thdng wiz; + wazs +b =10

Pugng sigmoid hinh chi S trong mat phang z;, -
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CAu 6

Softmax hai 16p v6i logit (3, 1). Xac suat ctia 16p thir nhat bang bao nhiéu?
0.75
o(2) ~ 0.88
7(3) ~ 0.95

0.5

CAu 7
np.exp(np.array([1000., 1001.]1)) chora [inf inf], khién softmax thanh nan.
Stra thé nao cho ding?

Tri di logit 16n nhat trudc khi 1ay md
Chia moi logit cho 1000 trudc khi 1dy md
Dung float32 thay cho floaté4

Kep moi logit vao doan [—10, 10]
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CAu 8
Validation c¢6 1000 email, chi 50 email la spam. M6 hinh A doan tat ca la khong
spam. Mo hinh B ¢6 TP = 30, FP =40, FN = 20, TN = 910. Néu chon theo F1 ctia 16p

spam, mo hinh nao thang?
Hoa, vi ca hai déu bd sét spam
B, v&i F1 bang 0.50, du accuracy cua A cao hon
A, viaccuracy la 0.95 nén F1 cling la 0.95

A, vi A khéng co FP nén F1cao hon

PHONG THEO ) USA-NA-AIO 2026 - Vong 1- Part 1.4

CAU 9
Bai hai 16p yéu cau ndp xac sudt ctia 16p spam dé cham log loss. model.classes_ la

["spam", "valid"].Trong predict_proba(X_test),ta lél'y cOt nao?
Cot0
Ccot 1
Lay nhan tu predict, réi d6i spam thanh 1

Lay cot co xac suat trung binh cao hon
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CAU 10
Feature nhi phan z; rat hi€ém: trong train, email nao ¢6 z; = 1 cling la spam.

Logistic regression khong c6 regularization. Trong so toi uu w; sé ra sao?
A H@u han, bang log-odds spam khi z; = 1
B Bang 0, vi feature qua hiém nén khéng mang théng tin
¢ Tang mai, vi gradient theo w; khéng bao gi6 vé 0

D Am, dé bu cho viéc feature hiém khi bat 1én

PHONG THEO ) CMU 10-601 - Exam 2 Practice - Q2.3(c)

Poc thém
» James, Witten, Hastie, Tibshirani — An Introduction to Statistical Learning, chuong 4. Logistic
regression, cach doc odds va so sanh v6i cac b phan loai khac, c6 lab Python.

 Jurafsky, Martin — Speech and Language Processing, chuong Logistic Regression. Trinh bay tu
bai toan phan loai van ban, suy gradient tiing budc, rat hgp dé doc sau bai nay.

o Ng, Ma — CS229 Lecture Notes, phan Classification va Generalized Linear Models. Gidi thich vi
sao gradient cta linear va logistic regression c6 cung dang.

« Zhang va cong su — Dive into Deep Learning, muc Softmax Regression. Softmax nhin tir phia
mang neural, c6 phan log-sum-exp; cau ndi sang chuong 3.

o Murphy — Probabilistic Machine Learning: An Introduction, chuong 10. Logistic regression day

d: maximum likelihood, phat 1.2, cac thuit toan t6i uu bac hai.

 Tailiéu chinh thiec: scikit-learn — Logistic regression, cac tham sé C, class_weight va lua

chon solver.
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