Regularization

Trac nghiém & Thuc hanh Y PDF bai

Quay lai bai toan dinh gia can ho ¢ bai 2.1. Lan nay bang di liéu réng hon: ngoai
dién tich va khodng cach téi trung tam con 30 cot khac, kiéu nhu s6 chit cai
trong tén chit nha hay ngay trong tuan liic dang tin, khong cdt nao lién quan
t6i gia. Trong khi d6 chi c6 40 can dé€ hoc. Linear regression khép 40 can nay
gan nhu hoan hdo, nhung doan can méi thi sai nhiéu: n6 hoc thudc 40 can chlt
khong hoc dugce cach dinh gia. Regularization sita viéc nay bang cach phat
trong s6 16n: model van phai khép di liéu, nhung trong s6 cang 16n thi loss

cang tang.

MUC TIEU

Nhén ra overfitting qua chénh léch di€m train va test.
Dung Ridge va Lasso; chon mirc phat biang cross-validation.
Biét vi sao Lasso dua dugc trong s6 vé 0 con Ridge thi khong.

Poc tham s6 alpha, C trong scikit-learn.

Khi m6 hinh hoc thudc

Dt liéu sinh theo ding cong thitc ctia bai 2.1, chi thém 30 cdt ngau nhién khong lién
quan gi dén gia. 40 can dau dung dé hoc, 60 can con lai dé kiém tra. Pic trung dugc

chuan hoa bang trung binh va d6 1éch chuan cta tp train, nhu bai 2.1 da dan.

Python

import numpy as np

rng = np.random.default_rng(1)

n, k =100, 30

area = rng.uniform(30, 120, n)

dist = rng.uniform(1, 15, n)

junk = rng.normal(size=(n, Kk)) # 30 cot khong 1ién quan dén gia

y = 0.05 * area - 0.15 % dist + 1.0 + rng.normal(0, 0.4, n)
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X = np.column_stack([area, dist, junkl]) # (100, 32)
X_tr, X_te, y_tr, y_te = X[:40], X[40:]1, y[:40], y[40:]

mu, sigma = X_tr.mean(axis=0), X_tr.std(axis=0)

A_tr, A_te = (X_tr - mu) / sigma, (X_te - mu) / sigma
print(A_tr.shape, A_te.shape)

KET QUA

(40, 32) (60, 32)

Dung R? ctia bai 2.1 dé cham, va giai least squares nhu ci:

Python

def r2(y_hat, y):
return 1 - np.mean((y_hat - y) *% 2) / np.var(y)

def fit_ols(A, y):
Ab = np.column_stack([A, np.ones(len(A))])
theta = np.linalg.lstsq(Ab, y, rcond=None)[0]
return thetal[:-1], theta[-1]

w, b = fit_ols(A_tr, y_tr)

print("R2 train:", round(r2(A_tr @ w + b, y_tr), 3), " R2 test:", round(r2(A_te @ w + b,
y_te), 3))

print("2 hé sé that:", w[:2].round(2), " |h& s6 rac| 16n nhat:",

np.abs(w[2:]).max() .round(2))

KET QUA

R2 train: 0.985 R2 test: 0.349
2 hé s6 that: [ 1.15 -0.79] |hé sd réac| 16n nhat: 0.44

biém train 0.985, diém test 0.349. Khoang cach 16n nhu viy la dau hiéu kinh dién ctia
overfitting (bai 1.2). Nhin vao hé sd sé thdy vi sao: nhitng ¢t rac, von phai c6 hé s6 0, lai
nhan trong so t6i 0.44, ¢ mot nira hé s6 ctia khodng cach. Véi 33 tham so va chi 40 can,
mo hinh luén tim dugce cach dung cac cot rac dé khép nét phan nhiéu cia tap train.

Nhiing khép d6 hoan toan ngau nhién, nén sang tap test thi ching gay hai.
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dién tich

0.44

khoang cach

30 cot rac: 1é ra hé sé bang 0

Hé s0 least squares trén 40 can: ¢0t rac cling nhan trong sé dang ké.

HOI NHANH
Gilr nguyén 40 can train, nhung tang s6 cot rac tir 30 1én 37. Khi d6 ¢6 39 hé so
cong thém bias, tirc 1a 40 4n cho 40 can. Khong can chay code, R? trén train cla

least squares sé la bao nhiéu?
A Van khoang 0.985, vi cét rac khdng mang théng tin vé gia
8 Thap han 0.985, vi thém c6t rac |a thém nhiéu
¢ Bungbang1

D Chua doan dugc khi chua biét gia tri cac cot rac

Phat d6 16n trong so

Y tudng: thay vi chi cuc tiéu 16i, ta cuc tiéu 16i cong thém mot khoan phat cho trong s6

16n:
Jw,b) =Y (wix; +b—y)" + AQ(w) .
i=1 it i3 1o
N _  phat d6 16n

khop dir liéu
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Vi sao trong s6 16n dang bi phat? Khi cac dic trung cung thang do, trong s6 16n nghia la
du doan thay d6i manh khi dic trung thay d6i mot chat. Mot md hinh nhu vay rat nhay
v6i nhitng dao dong ngau nhién trong dir liéu, tirc variance cao. Khoan phat buéc mo
hinh chi diing trong sd 16n khi viéc d6 giam 16i dt nhiéu dé bu lai. Diéu kién “cting thang
do” khong phai chi ti€t phy; muc chuin hoa & cudi bai sé cho thiy boé qua n6 thi chuyén

gi xay ra.

Hé s6 A > 0la nim vin. A = 0 tra vé least squares thuong. A rat 16n thi moi trong sd bi
ép vé 0 va mo hinh chi con doan gia tri trung binh. O giita 1a diém can bing gitta bias va
variance ma ta sé tim bang validation. Phat qua tay thi ca train l1an validation cung tut:
mo hinh chua khép. V6i cung dit liéu, gia tri nho nhat ciia 16i cdng phat khong thé giam
khi A tang, vi v6i moi w khoan phat chi 16n thém.

Hai lya chon phd bién nhat cho Q:

Ridge (L2) Lasso (L1)
Khoanphat  [jw[3 =3, w} [wily = 32;w;]
Tac dung Co moi trong s6 vé gan 0 Pua nhiéu trong sé vé dung 0O
Hgp khi Nhiéu d&c trung cung c¢é ich, cé tusng quan Chi it dac trung that su quan trong

Bias b khong bi phat. N6 chi doi toan bd du doan 1én hodc xuong cho khép muc gia trung
binh; phat b sé kéo moi du doan vé 0 du di liéu noi gi.
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HOI NHANH
Ridge c¢6 intercept khong bi phat. Gilt nguyén dit li€u train va tang mac phat A 1én

rat 16n. Dy doan sé tién dan vé gia tri nao?
A Trung vicuay_train
B Gia tri hay gdp nhat cla y_train

C Trung binh cua y_train

Ridge

V6i khoan phat L2, dao ham ctia A||w||? 12 2Aw, nén nghiém dong chi thém ding mot s6
hang so v6i bai 2.1. D€ khong phat b, ta trir trung binh khoi cac ¢ft clia X va khdi y truée

Tw:

(goila X.,y.), giai w, roilay b =7 — x
¥ ~1
Whage = (X! X+ M) X,y
S6 hang AI cong A vao moi tri riéng ctia X, X., nén ma tran ludn kha nghich khi A > 0.

Ridge vi vy chita luon chuyén da cong tuyén & bai 2.1: khi hai dic trung gan nhu tring
nhau, least squares c6 thé cho +500 va —499, con Ridge chia déu thanh kiéu 0.5 va 0.5.
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Hai dac trung gan trung nhau: Ridge chon diém gan géc nhat trén ranh.

Python

def fit_ridge(A, y, lam):

\ Wi

N
least squares AN

a_mean, y_mean = A.mean(axis=0), y.mean()

Ac, yc = A - a_mean, y - y_mean

w = np.linalg.solve(Ac.T @ Ac + lam * np.eye(A.shape[1]), Ac.T @ yc)

return w, y_mean - a_mean @ w

from sklearn.linear_model import Ridge

w, b = fit_ridge(A_tr, y_tr, 3.0)
model = Ridge(alpha=3.0).fit(A_tr, y_tr)

print(np.allclose(w, model.coef_), np.allclose(b, model.intercept_))

KET QUA

True True

Ham mat mat ctia Ridge trong scikit-learn ding bang J & trén, v6i alpha chinh la A, nén

hai két qua trung nhau.
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HOI NHANH
Lay nghiém Ridge v6i A = 3 lam diém xuat phat, roi chay gradient descent cta bai
2.1 trén tong binh phuong 16i khéng cé khoan phat, véi buée nho va chay du lau.

Trong s6 sé di vé dau?
A Bung yén, vi nghiém Ridge da 1a diém t6i uu
8 Dich dan vé nghiém least squares
¢ Dao déng mai quanh nghiém Ridge

D Codanvéo

PHONG THEO ) MIT 6.036 - Final, Spring 2022 - Q4(a), (d)

Gi¢ thir nhiéu mirc phat:

Python

for lam in [0, 0.2, 1, 3, 10, 30, 100]:

w, b = fit_ridge(A_tr, y_tr, lam)

print(f"lambda = {lam:>5}: R2 train = {r2(A_tr @ w + b, y_tr):.3f} R2 test = {r2(A_te
@w+ b, y_te):.3f}")

KET QUA

lambda = 0: R2 train = 0.985 R2 test = 0.349
lambda = 0.1: R2 train = 0.985 R2 test = 0.644
lambda = 1: R2 train = 0.982 R2 test = 0.839
lambda = 3: R2 train = 0.974 R2 test = 0.839
lambda = 10: R2 train = 0.934 R2 test = 0.764
lambda = 30: R2 train = 0.814 R2 test = 0.603
lambda = 100: R2 train = 0.547 R2 test = 0.356

bay la bias-variance trén mdt bang s6. Tang A thi diém train ludn giam, vi m6 hinh bi
troi tay. Diém test thi tang roi giam: lac dau khoan phat dap tat cac hé sé rac (giam
variance), vé sau n6 dap ludn ca hai hé s thit (tang bias). Dinh ndm quanh A tir 1 dén 3,
nang R? test tir 0.349 1én 0.839.
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hoc thudc troi tay

0.75

0.5

0.25
train
0 test
1072 10™" 10° 10" 102 10°
A
Tang A thi R? train giam déu; R? test 1én dinh & khoang gitra roi giam.
HOI NHANH

O dong A = 100 ctia bang, R? trén train 12 0.547, trén test 12 0.356. M6 hinh dang

gap van dé gi?
A Variance cao, vi van con hoc thuéc tap train
8 Bias cao, vi phat qua manh nén khdp khéng néi ca tap train
¢ Khéng cé van dé gi, vi khoang cach train va test da nhd han 8 A = 0

D DU liéu test bi 16i, vi diém test thap han 6 A = 3

Lasso

Ridge co moi hé s6 vé phia 0 nhung gan nhu khong bao gi¢ dua hé s6 nao vé dang 0.
Lasso dung khoan phat ||w||1 thi lam dugc. Mau chét nam & goc nhon ctia |w| tai 0; cling

vi goc nhon d6 ma Lasso khong c6 nghiém dong.

C6 hai cach nhin vi sao. Cach thir nhat la hinh hoc: bai toan c6 phat tuong duong véi cuc
tiéu 16i trong mot vung rang budc Q(w) < ¢. Vung L2 1a hinh tron, viing L1 1a hinh thoi c6
gdc ndm trén cac truc. Cac dudng dong mirc ctia 16i la nhiing elip lan dan ra tir nghiém

least squares, va lan dau cham hinh thoi thuong 1a 6 mét goc, noi c6 mét toa dd bang 0.
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Ridge - L2 Lasso - L1

least squares

least squares

W+ W1

Puong dong mitc cham hinh thoi & goc, noi wy = 0.

Cach thir hai 1 tinh thing trong truéng hop don gidn nhat: cac cot ctia X tryuc chuén (
X'X =1I),vaz = x]Ty la hé s0 least squares. Tt day dén hét bai, Lasso dugc viét voi hé
s6 § tru6e phan16i, £ >°, r? + A||w||;, d€ cong thic gon; Ridge van dung J nhu trén. Khi
d6é moi trong s6 dugc tinh riéng:

wr'idge _ Zj w

J 1+’

lasso

5% = sign(z;) max(|z;| — A, 0).

Ridge co moi hé s6 theo cung mét ti 1. Lasso trir di mot lugng ¢ dinh A rdi cit vé 0;
phép bién ddi nay goi la soft-thresholding. Hé s6 nao c6 d6 16n dudi A bi€n mat hoan

toan.

_- khong phat

Lasso:z -1
Ridge: z/2

e vé ding 0

-3 -2 -1 0 1 2 3
z (hé s least squares)

V6i A = 1, Ridge chia d6i moi hé s6; Lasso trur 1 roi cat vé 0 khi |z < 1.
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Lay z = (3, 0.5, —1.2) va A = 1. Ridge cho w = (1.5, 0.25, —0.6): moi hé s6 gidm mot
nira, khong hé sd nao vé 0. Lasso cho w = (2, 0, —0.2): dic trung thir hai bi loai, hai dac

trung con lai mdi cai mat dang 1 don vi do 16n.

Ridge: chia dbi Lasso: b6t 1, cit & 0
1.5 2
@<——O @®<——oO
0.25 0
@O @<0O
-0.6 -8.2
0—0 o0——@
-1 0 1 2 3 -1 0 1 2 3

Vong réng la z, chdm dic 1a hé s6 sau khi phat.

HOI NHANH
Lasso dung ham 3|y — Xwl|> + Allw||1, v6i X "X = I. Mot hé s6 least squares bing
z = 0.8,va A = 1. Hé s6 Lasso tuong (ing bang bao nhiéu?

A O

B 0.8

c 0.4

D —-0.2
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HOI NHANH

Van z = (3, 0.5, —1.2), cac cOt truc chuan. Véi Lasso, A nhd nhat béng bao nhiéu
thi ca ba hé s¢ déu bang 0?

A 0.5
B 1.2
c 3

D Khéng c6, vi Lasso ludn gill it nhat mot feature

Khi cac cot khong truc chudn, Lasso dugc gidi bang coordinate descent: 1an lugt tdi uu
tung w; trong khi git cac trong sé khac co dinh. Méi buéc con chinh la mét phép soft-
thresholding nhu trén. V6i dit liéu da trir trung binh, cai dat chi khoang mudi dong:

Python

def soft(z, t):

return np.sign(z) * np.maximum(np.abs(z) - t, 0)

def fit_lasso(A, y, lam, sweeps=500):

a_mean, y_mean = A.mean(axis=0), y.mean()

Ac, yc = A - a_mean, y - y_mean

w = np.zeros(A.shape[1])

col_sq = (Ac ** 2).sum(axis=0)

for _ in range(sweeps):

for j in range(len(w)):

r_j =yc - Ac @w + Acl[:, 3] * w[j] # phan du khi bé ddc trung j
w[j] = soft(Ac[:, j1 @ r_j, lam) / col_sql[j]

return w, y_mean - a_mean @ w

w, b = fit_lasso(A_tr, y_tr, 8.0)
print("gil lai cac cdt:", np.nonzero(w)[6], " hé s6:", wlw != 0].round(3))

print("R2 test:", round(r2(A_te @ w + b, y_te), 3))

KET QUA

gid lai céc cft: [0 1] hé s6: [ 1.037 -0.408]
R2 test: 0.891
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V6i A = 8, Lasso giir lai dang hai cot dau la dién tich va khoang cach, loai ca 30 cot rac.
Khong ai n6i cho né biét cot nao la rac. Lasso vira udc lugng vira chon déc trung (feature

selection) trong cung mot budc.

o . . _ \ \ A ’ 1 2
Lasso cta scikit-learn dung ham méat mat ;- >, 77 + a||w|

1, tirc chia ham cta ta cho n.
Nghiém khong dGi néu alpha = A\/n:

Python

from sklearn.linear_model import Lasso
model = Lasso(alpha=8.0 / 40, tol=1e-10, max_iter=100000).fit(A_tr, y_tr)
print(np.allclose(w, model.coef_, atol=le-6), np.allclose(b, model.intercept_, atol=le-6))

KET QUA

True True

Chon A bing cross-validation

O muc Ridge, ta da chon X bing cach nhin thing vao R? test. Lam vay dé quan sat bias-
variance thi dugc, nhung con s6 0.839 d6 khong con la u6c lugng khach quan: chinh tap
test da duge dung d€ chon. A la siéu tham so (hyperparameter). N6 khong hoc dugc tir
tap train, vi trén tap train thi A = 0 luén thang, nén phéi chon bing cross-validation (bai
1.3) trén mot luGi thang log, vi du 1073,1072, ..., 10%. Tap test chi dugc diing mot lan, &

A

cuOi.

BudGc chuan héa ciing hoc tir dit liéu (trung binh va dé 1éch chuan), nén phai dugc fit lai
bén trong tung fold. Cach gon nhat la goi StandardScatler va mo6 hinh vao mdt Pipeline,
roi d€ 6ridSearchCV do alpha:

Python

from sklearn.linear_model import Lasso, Ridge
from sklearn.model_selection import GridSearchCV
from sklearn.pipeline import make_pipeline

from sklearn.preprocessing import StandardScaler

alpha_grid = np.logspace(-3, 3, 13)

for name, estimator in [("Ridge", Ridge()), ("Lasso", Lasso(max_iter=10000))]:
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pipeline = make_pipeline(StandardScaler(), estimator)
step_name = name.lower()

search = GridSearchCV(pipeline, {step_name + "__alpha":
search.fit(X_tr, y_tr)

alpha = search.best_params_[step_name + "__alpha"]

coef = search.best_estimator_[-1].coef_

print(f"{name}: alpha = {alpha:.49} R2 test = {search.score(X_te, y_te):.3f}

f"sd hé s6 khac 0 = {np.count_nonzero(coef)}")

print (f" 2 hé sd that = {coef[:2].round(3)} |hé s6 rac| 16n nhat

{np.abs(coef[2:]) .max():.3f}")

KET QUA
Ridge: alpha = 3.162 R2 test = 0.837 s0 hé s6 khac 0 = 32
2 hé s that = [ 1.092 -0.504] |hé s8 rac| 16n nhat =
Lasso: alpha = 0.03162 R2 test = 0.925 s8 hé sd khac 0 = 14
2 hé s6 that = [ 1.234 -0.527] |hé& sé réac| 16n nhat =

alpha_grid}, cv=5)

Ridge chon alpha = 3.16, roi dung vao vung A tir 1 dén 3 da thay 6 bang truée, nhung lan

nay khong can nhin tap test. Lasso dat R? test 0.925, cao hon ca mic 0.891 ctia Lasso véi

A = 8, du van giir 12 cot rac. So hai dong hé s6 1a thay 1y do. V6i A = 8, Lasso loai sach

rac nhung co ludn hai hé s6 that xuéng 1.037 va —0.408. Mirc phat nhé hon do CV chon

gitr hai hé s6 that 6 1.234 va —0.527, con cac cot rac song sot chi ¢ hé s6 nho hon 0.1 va

gay hai khong dang ké. Cross-validation t6i uu diém du doan; né khong cam két tim

dang tap dac trung that.

HOI NHANH

Lasso v6i A = 8 loai sach 30 c0t rac, con Lasso do cross-validation chon van gitr 12

cOt rac. Vay ma ban thi hai lai du doan tot hon trén test, 0.925 so v6i 0.891. Vi sao?

A Vi phat manh ciing co ca hai hé sé that, gay bias I6n
8 Vi12 cotrac ay that ra cé lién quan dén gia
¢ Vi cross-validation da nhin thay tap test

D Vi mé hinh cé nhiéu feature han luén du doan tét hon

Al Canuc80k - Bai 2.2 - Regularization

13/24



Vé cac hé s6 theo ) (regularization path) sé thay ro qua trinh chon loc: khi phat tang, cac

cOt rac roi vé 0 trudce, hai cot that tru lai lau nhat.

= dién tich

khoang cach
1072 1072 107" 10°
alpha (phat tang =)

-1

Phat cang manh, c0t rac vé 0 trudce, hai cot that vé 0 sau cing.

Ridge Lasso Ridge Lasso

A = 0.01: R? test Ridge 0.40, Lasso 0.59; Lasso con 31/32 hé sé A = 2: R? test Ridge 0.84, Lasso 0.93; Lasso con 8/32 hé sé khac
khac 0 0

Ridge Lasso Ridge Lasso

A = 12: R? test Ridge 0.74, Lasso 0.84; Lasso con 2/32 hé sé khac A = 80: R? test Ridge 0.40, Lasso -0.01; Lasso con 0/32 hé s6
0 khac 0

Hé s6 ctia Ridge va Lasso khi A tang (cam: dién tich, xanh: khoang cach, xam:
30 cot rac): Ridge co déu, Lasso dua tiing hé s6 vé dang 0.
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Chuan hoa trudc khi phat

Khoan phat tinh trén do 16n trong s6, ma do 16n trong sé phu thudc don vi do. Dai
khoang cach tir km sang m (nhéan 1000) thi hé s ctia n6 nhé di 1000 lan dé gitt nguyén
du doan, va khoan phat w? nho di 106 1an. Cung mot A, dic trung do6 gan nhu khong con
bi phat. Thir v6i Ridge trén hai dic trung that, chua chuan hoa:

Python
B = X_tr[:, :2] # dién tich (m2?), khoang cach (km)
for unit, scale in [("km", 1), ("m", 1000)]:

M = B % np.array([1, scalel) # khodng cédch do bdng km hodc bang m

m = Ridge(alpha=1000).fit(M, y_tr)
print(f"khodng cach theo {unit:>2}: hé s6 quy vé mbéi km = {m.coef_[1] * scale:.3f}")

KET QUA
khodng céach theo km: hé s& quy vé mdi km = -0.058
khodng cach theo m: hé s& quy vé mdi km = -0.175

Cung di liéu, cung A, chi d6i don vi. Tinh theo km thi hé s6 khoang cach bi ép manh vé
phia 0; tinh theo m thi né gan nhu khong bi phat, cho ding hé sé cta linear regression
khong phat trén 40 can nay (—0.175). Mirc phat ma moi dic trung phai chiu phu thudc
vao don vi ctia nd, khéng phu thudc vao viéc n6 quan trong dén dau. Chudn hoa dua moi

dac trung vé cung thang do dé khoan phat cong bang.

khoang cach theo km

khoang cach theo m -0.175

khéng phat: -0.175 0

Cung Ridge, chi d6i km sang m: hé s6 gan nhu khéng con bi phat.
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HOI NHANH
D6i mot feature tir km sang m ma van gitr nguyén du doan, thi hé sé cta feature ay
giam 1000 lan. Néu gilt nguyén A, khodn phat L2 trén riéng hé s6 nay thay déi thé

nao?
A Giam 1000 lan
8 Tang 1000 000 lan
¢ Khéng dbi

D Giam 1000 000 lan

Elastic Net

Khi nhiéu dic trung tuong quan manh véi nhau, Lasso c6 xu huéng gitt mét cai va bo cac
’ . \ . , \ ’ . A . o 1— 7.

cai con lai, kha tuy . Elastic Net tron hai khoan phat, A (p||w||; + 7 |wl2) véi p € [0, 1],

nén van thua nhung gitt duge ca nhoém dic trung tuong quan. p = 11a Lasso, p = 01a

Ridge. Trong scikit-learn, p la 11_ratio.

Ridge Lasso Elastic Net

Elastic Net c6 goc nhu Lasso, canh cong nhu Ridge.
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HOI NHANH
Co ba c6t gan trung nhau, cung do mét thir va cung c6 ich, cong thém vai cot
nhiéu. Elastic Net v4i 11_ratio=0.5 thuong lam gi véi ba cot ay?

Bo céa ba, vi phat L1 cdng L2 manh han Lasso

Gilt dung mét cot nhu Lasso, vi van con phan L1

Gill ca ba, v6i hé sb I6n hon cla least squares

Gilt ca ba, vi hé sé chia gan déu cho nhau

Regularization & khap noi

Y tuéng “16i cong phat” xudt hién trong gan nhu moi mé hinh ctia khoa hoc:

C trong logistic regression (bai 2.3) va SVM (bai 2.8).
D0 sau toi da va s6 mau tdi thiéu ¢ 14 ctia decision tree (bai 2.5).
Phat L1, L2 trén gia tri 1 trong XGBoost va LightGBM (bai 2.7).

Weight decay, dropout, early stopping trong mang neural (bai 3.6).

HOI NHANH
So LogisticRegression(C=0.01) véi LogisticRegression(C=100). Khac nhau thé

nao?
C=0.01 phat manh han, trong s6 nhé hon
C=0.01 phat yéu hon, trong s6 16n hon
Nhu nhau, vi € chi anh hudng téc dd

C 14 s6 vong lap
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Khi di thi
» Do alpha hodc C trén thang log: 0.01, 0.1, 1, 10.

» Dat chuan hoa va model trong ctung Pipeline dé cross-validation chuan hoa dung trén
tung fold.

» Nghi c6 nhiéu c6t rac thi chay Lasso xem ¢4t nao con lai.

Tom tit

» Regularization cuc tiéu 16i cOng phat d6 16n trong so; A diéu khién can bang bias-
variance. Bias b khong bi phat.

* Ridge (L2) c6 nghiém dong (X, X, + AI) ' X y., co moi hé s6 vé phia 0 va giit
nghiém 6n dinh khi dic trung tuong quan.

 Lasso (L1) cat hé s6 nho vé ding 0 bang soft-thresholding, nén chon dugce dic trung;
cai gia 1a hé so that cting bi co.

» Chuan hoa truéce khi phat; chon A béng cross-validation trén ludi log, khdng bing tap

test; dé y thang do ctia alpha va chiéu ngugc cta C.

Kiém tra cudi bai
Mudi cau dudi day bao quat ca bai. Lam hét roi xem diém; cau nao sai thi doc lai muc

tuong ung.
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CAU1
Ridge cho R? train 0.99 nhung R? validation chi 0.35. Ta nghi m6 hinh dang overfit.
Thi nghiém nao kiém diéu d6 hgp Iy nhat?

Giam X cho R? train gan 1 hgn
Chon X béng cach cham nhiéu Ian trén test
Bo scaler, gitt A, vi khoan phat khong phu thudc thang do

Thi X 18n hon trén cung céc fold, réi so 16i train va validation

PHONG THEO ) CMU 10-601 - Practice Problems, Exam 2 - Q3.4

CAU 2
Xét Ridge voi J(w) = 1|ly — Xwl|?> + 3||lw|?, X "X = Tva X"y = z. Mot toa d ciia
z bang 4, va A = 1. Hé sd tuong tng bang bao nhiéu?
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https://www.cs.cmu.edu/~mgormley/courses/10601/handout/exam2_practice_problems.pdf#page=12

CAu 3
V6i Lasso J(w) = 3|y — Xw|* + A|w|1, X "X =1I,t0add z; = (X Ty); = —2.5va
A = 1. Hé s6 t6i uu bang bao nhiéu?

—-1.5
—2.5

—-1.25

CAU 4
Trén cung mot bo dit liéu, ta hoc hai mo hinh hoi quy tuyén tinh véi cung mirc phat
A > 0. M6 hinh A phat L1, m6 hinh B phat L2. Piéu gi nhiéu kha nang xay ra nhat?

A va B c6 s6 trong sé khac 0 bang nhau.

A c6 it trong s6 khac 0 hon B.

B c6 it trong s6 khac 0 hon A.

Ca hai déu khoéng thé cé trong sé dung bang 0.

Khéng co6 cach nao biét mé hinh ndo cé it trong s6 khac 0 han.

PE THI  USA-NA-AIO 2026 - Vong 1- Part 1.2
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https://www.usaaio.org/attachments/past-problems/2026/usaaio-2026-round-1-problems.pdf#page=1

CAU 5
Mot bo dit liéu y khoa c6 50 bénh nhan, méi ngudi do 100 chi s6. Mot md hinh phan
loai tuyén tinh diing 98% trén train, tic 49/50, nhung chi ding 62% trén

validation, va gan nhu moi trong sé déu khac 0. Pau la chan doan ding nhat?
Underfitting, vi 50 mau qua it d& md hinh nao hoc dugc
Léch I&p, nén mé hinh chi doan I6p déng hon
Céc chi s khac don vi nén thuat toan khéng hdi tu

Overfitting, vi 100 trong s6 cho 50 mau la du chd hoc thudc

PE THI  NOAI 2026 Singapore - Vong sd loai - Cau 269

CAU 6
Hai feature gan nhu trung nhau. Linear regression thuong cho hai hé s6 kiéu +500
va —499. Ridge thi thuong cho két qua nao?

Hai hé sé gan bang nhau

+1000 va —999

Mot hé s6 dung bang 0

Khéng giadi dudc vi ma tran suy bién
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https://aisingapore.org/wp-content/uploads/2026/04/NOAI-2026-Preliminary-Round-Assessment-300-MCQs-Google-Forms.pdf#page=96

CAu 7

Mot ban hoc Ridge, thit A = 0.01, 0.1, 1, 10, so 18i trén train, validation va test, roi
chon X\ = 0.01 vi 16i test thap nhat. Thay 16i test tang dan tir A = 0.01 dén 10, ban
dy dinh thit thém A = 0.0001 va 0.001 dé tim mé hinh t6t hon. Nhan xét nao ding

nhat?
Hop ly, vi 16i test dang gidam vé phia A nho
M4 réng thi dugc, nhung phai chon bang 16i validation
Khéng can tht, vi A dudi 0.01 chéc chén overfit

Nén thur A 16n han 10, vi phat manh luén an toan hon

PHONG THEO ) CMU 10-601 - Practice Problems, Exam 2 - Q3.3

CAU 8
Ta dung ham médt mat 5 " r? + A||w||1 v6i n = 40 miu va A = 8. Mudn Lasso cila

scikit-learn cho cung két qua, phai dit alpha bang bao nhiéu?

0.4

320

0.2
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https://www.cs.cmu.edu/~mgormley/courses/10601/handout/exam2_practice_problems.pdf#page=12

CAU 9
Mot doi da giai nhiéu bai cung dang va thdy trong s6 t6t nhat thuéng nam gan
wo = (1,1,...,1). Bai m&i chi c6 rat it dir liéu. Ham muc tiéu nao tin dung kinh

nghiém ay hgp 1y nhat?
A 3w —4)? + Alw — w3
B (wixi —9i)® + A|w|3
¢ Y (w'x; —y;)? vikinh nghiém ci khéng dua vao mé hinh dugc

0w ixi =)’ + Alwls

PHONG THEO ) MIT 6.036 - Final, Spring 2022 - Q4(e)

cAu 10

Khi nao nén chon Elastic Net thay cho Lasso?
A Khi cac feature khac thang do ma khéng muén chuén héa
8 Khi can mét nghiém déng giéng Ridge
¢ Khicé nhitng nhém feature tusng quan, ma van can mé hinh thua

D Khi di liéu gan nhu khéng cé nhiéu

Poc thém
« James, Witten, Hastie, Tibshirani — An Introduction to Statistical Learning, chuong 6. Ridge,
Lasso va cach chon A, viét dé doc, c6 lab Python.

» Hastie, Tibshirani, Friedman — The Elements of Statistical Learning, muc 3.4. Phan tich sau

hon vé shrinkage, regularization path va cac bac tu do hiéu dung.

 Hastie, Tibshirani, Wainwright — Statistical Learning with Sparsity, chuong 2. Toan bo vé

Lasso va cac bién thé; danh cho ai muon di sau.
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https://introml.mit.edu/_static/fall22/final/review/6036_final_sp22.pdf#page=9
https://www.statlearning.com/
https://hastie.su.domains/ElemStatLearn/
https://hastie.su.domains/StatLearnSparsity/

» Friedman, Hastie, Tibshirani — Regularization Paths for Generalized Linear Models via
Coordinate Descent, Journal of Statistical Software (2010). Thuét toan coordinate descent

dimng sau hau hét thu vién Lasso.

e Zhang va cong su — Dive into Deep Learning, muc Weight Decay. Phat L2 nhin tr phia mang

neural; cau noi sang bai 3.6.

 Tailiéu chinh thuc: scikit-learn — Linear Models, cac muc Ridge, Lasso, Elastic-Net.
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https://www.jstatsoft.org/article/view/v033i01
https://www.jstatsoft.org/article/view/v033i01
https://d2l.ai/chapter_linear-regression/weight-decay.html
https://scikit-learn.org/stable/modules/linear_model.html

