Linear regression

Trac nghiém & Thuc hanh Y PDF bai

Mot can chung cu 70 m?, cach trung tam 8 km, rao ban 4,2 ty. Gia d6 cao hay
thap? Néu co gia ctia 200 can da ban quanh do, ta c6 thé uéc lugng: can rong
hon thi dat hon, xa trung tam thi ré hon. Linear regression (hoi quy tuyén tinh)
viét cach u6e lugng dy thanh cong thirc va tim hé s6 tir di liéu. bay la model
don gian nhat ctia hoc may, va cac model sau, tir logistic regression t6i mang

neural, déu dung lai y ctia no.

MUC TIEU

Hiéu model tuyén tinh va ¥ nghia ting hé so.
Tim hé s6 bang cong thitc nghiém va bang gradient descent.
Biét vi sao learning rate qua 16n 1am loss tang vot, va vi sao can chudn héa dic trung.

Dung scikit-learn va tu cai lai bang NumPy.

Dir liéu va mo hinh
Ta bat dau tur dit liéu. D€ khéng phai tai di liéu tir Internet, ta tu sinh 200 can ho theo
mot cong thie dinh gia cé san: gia = 0.05 - dién tich — 0.15 - khoang cdch + 1 (ty dong),
cong thém mot chit nhiéu. Nhu vay ta biét truéc dap an va kiém duge model hoc dung
hay sai.

Python

import numpy as np

rng = np.random.default_rng(0)

n = 200

area = rng.uniform(30, 120, n) # dién tich, m?

dist = rng.uniform(1, 15, n) # khoang cach dén trung tam,
km

y = 0.05 * area - 0.15 * dist + 1.0 + rng.normal(®, 0.3, n) # gia, ty dong

X = np.column_stack([area, dist])
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print(X.shape, y.shape)
print(X[:3].round(1))
print(y[:3].round(2))

KET QUA

(200, 2) (200,)
[[87.3 5.5]
[54.3 3.6]
[33.7 10.411]
[4.48 3. 1.28]

Y tuéng ctia md hinh: méi dic trung dong gop vao gia mot lugng ti 1é v6i no, rdi cong tat
ca lai. Viét thanh cong thic, v6i méi mau co6 d dac trung x = (zq, ..., z4) (6 vi du nay

d = 2: dién tich va khoang cach), mo6 hinh du doan
@=’w1$1+w2$2—|—'--+wdwd+b:wa-|—b.

w la vector trong so (weights), b 1a hé so tu do (bias, intercept). b 1a gia tri du doan khi
moi dic trung bang 0, va cling dugc hoc nhu trong s6; model cé d trong s6 cong 1 bias,
tirc d + 1 tham s6. Mot no-ron & chuong 3 ciing tinh ding téng cé trong sd nay: dau vao
2va3,trongsdlva2 biasOcho2-1+3-2=38.

DPoc w; nhu sau: néu z; tang thém mot don vi trong khi moi ddc trung khac gilr nguyén,
thi du doan tang thém w;. biéu kién “gilt nguyén” rat quan trong; cudi bai sé quay lai

diém nay.

Khi tinh cho ca n mau mét lac, ta x€p cac mau thanh cac hang ctia ma tran X, ¢ day la
200 hang, 2 cot:

y=Xw-+b.

Xw 1a mdt vector, con bla mot s6: phép cong & day la cong b vao tiing phan ti, vi can

nao cting dugc cong cung mot khoan b. NumPy cling tu lam dang nhu viy.

Tru6ce khi viet code, nén ghi ro shape ctia tung dai lugng. Trong C++ kich thuéc mang

dugc khai bao tuong minh; NumPy thi khdng yéu cau, nén ngusi viét phai tu kiém soat.
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Ky hiéu Y nghia Shape

X Ma tran d&c trung, mbi hang mét mau (n, d)
w Trong s6 (d,)
b Bias s6 thuc
y=Xw-+b Du doan (n,)
v Gia trj that (n,)

Cach viét (d,) 18 NumPy dang n6i “mang mot chiéu c6 d phan tir”. Ca khoa nay ta thdng
nhat: vector la mang mot chiéu (n, ), khong dung mang cot (n, 1).Ly do dugc giai thich

& phan bay cai dat.

HOI NHANH

X c6 shape (200, 2),wco6 shape (2,).X @ w + b co shape gi?

A (200,)

B (2,)

c (200, 2)
D (200, 1)

Ham mat mat

Muo6n chon w va b “t6t nhat” thi truéc hét phai noi ro thé nao la tot. V6i méi can, ta do
do 1éch gitra du doan va gia that, goi 1a phan du (residual) r; = ; — y;. ROi 1y trung binh
binh phuong cac phan du, goi la sai s6 binh phuong trung binh (mean squared error):
1 - 2
J(w,b) = —Z( xi +b— yi)

n
1=1
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J 1a loss ctia bai nay: mot con s6 do du doan dang 1éch dap an bao nhiéu; hoc 1a tim w, b
lam loss nho nhét. Bai hdi quy do do 1éch gitra hai con s6, nhu MSE; bai phan loai do xac

suat model danh cho nhan dang, nhu cross-entropy & bai 2.3.

Vi sao binh phuong ma khong dung tri tuyét doi? Tri tuyét doi cling dung dugc, va hay
dugc chon khi dit liéu c6 nhiéu diém bat thuong. Nhung binh phuong c¢6 hai uu diém. N6
tron, c6 dao ham tai moi diém, nén c6 cong thitc nghiém va dé tdi uu bang gradient. N6
phat 16i 16n nang hon hén 16i nhé: sai 10 bi phat 100, gap bén 14n sai 5. Cai gia 1a MSE rat
nhay vé6i diém ngoai lai (outlier): mot can bi nhap nham gia c6 thé kéo 1éch ca duong

thang.

12

phan du g =wx +b

0 2 4 6 8 10
X

Phan du 1a doan thang ding tur diém dit liéu t6i duong du doan.

Viét hai ham nho, roi thit mo6 hinh don gian nhat c6 thé: doan moi can déu co gia bang
gia trung binh.
Python

def predict(X, w, b):

return X @ w + b

def mse(y_hat, y):
return np.mean((y_hat - y) *% 2)

print(mse(np.full(n, y.mean()), y)) # doadn moi cadn déu cé gid trung binh

print(y.var())

KET QUA

2.34147721596206
2.34147721596206
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Hai con s@ bang nhau, va day khong phai trung hgp: phuong sai dugc dinh nghia ding la
trung binh binh phuong do 1éch so véi gia tri trung binh, tirc la MSE ctia m6 hinh doan
trung binh. Con s6 nay la mdc so sanh: m6 hinh nao ¢6 MSE khong thdp hon mdc nay thi
chua hoc dugce gi. Ngudi ta do mirc thing bang hé sé xac dinh R? = 1 — MSE/ Var(y):
bing 0 1a ngang v6i doan theo trung binh, bang 11a doan trung hét.

HOI NHANH
Déi don vi gia tir ty dong sang triéu dong, tirc nhan moi y v6i 1000. MSE thay déi

thé€ nao?
A Khéng dbi
8 Tang 1000 lan
¢ Tang 10° 14n

D Giam 1000 lan

Nghiém dong

V6i MSE, bai toan tim w va b 6 16i giai chinh xac bing cong thic, goi la nghiém dong.
Trudce tién 1a mot ky thuat sé dung lai nhiéu 1an: thém vao X mot cot toan s6 1. Goi ma
tran méila X = [X 1] (shape (n, d+1))va gop @ = (w,b); khi d6 § = X, va b chi con

1a mdt trong s6 nhu moi trong s6 khac, nhan véi cot so 1.

J 1a ham bac hai 16i theo 6, hinh dung nhu mdt cai bat. Gradient, ky hiéu VJ, 1a vector
gom dao ham ctia J theo ting tham s&; n6 chi huéng ma J tang nhanh nhat. bay bat la
noi gradient bang 0. Néu chua quen dao ham theo vector, hay nghi nhu v6i mot bién:
(af — y)? co6 dao ham 2a(af — y). Ban ma tran dudi day chi 1a thay a bing X va thém
chuyén vi cho khép chiéu:

vVJ(6) = %XT(Xe —y)=0 <— X'X60=X'y.
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Day la hé phuong trinh chuin (normal equation), gom d + 1 phuong trinh véi d + 1 an.
Néu X " X kha nghich thi nghiém 1a 8* = (X" X)~'X "y. Code duéi giai hé nay bing
np.linalg.solve, khong tinh nghich ddo. (Trong thuc té€, np.linalg.lstsq(Xb, vy,

rcond=None) giai thing bai least squares va 6n dinh hon vé s6.)

Python
Xb = np.column_stack([X, np.ones(n)]) # thém cot 1, shape (200, 3)
theta = np.linalg.solve(Xb.T @ Xb, Xb.T @ ) # giadi hé phuong trinh chuén

w_cf, b_cf = thetal[:2], theta[2]

print(w_cf.round(4), round(b_cf, 4))

print(mse(predict(X, w_cf, b_cf), y))

print(predict(np.array([70, 81), w_cf, b_cf)) # cin hd ¢ dau bai

KET QUA

[ 0.0499 -0.1453] 0.9809
0.0880761518040597
3.309815169606735

Ba con s6 dau, 0.0499, —0.1453 va 0.9809, rat gan v6i hé s (0.05, —0.15, 1) trong cong
thitc sinh di liéu. M6 hinh da khéi phuc gan ding cong thiic do chi tir 200 vi du.

MSE con lai 1a 0.088, xap xi phuong sai ctia nhiéu (0.3% = 0.09): phan con lai chinh Ia
nhiéu, khong model nao doan dugc (bai 1.2).

Con can hd ¢ dau bai? Model dinh gia khoang 3,3 ty. Gia rao 4,2 ty cao hon 0,9 ty, gap ba

lan d6 léch chudn ctia nhiéu, nén kho coi la gia ré.

Phuong trinh chudn ¢6 mét cach hiéu hinh hoc. Coi y la mét vector trong khong gian n
chiéu: cac cot ctia X sinh ra mot “mét phang” trong khong gian do, va moi du doan X0
c6 thé c6 déu ndm trén mit phang dy. Least squares chon ding cai bong ctia y khi chiéu
vudng goc xudng. Kho hinh dung n chiéu thi ¢t nghi n = 3: y la mdt mdi tén trong
phong, cac du doan nidm trén mat san, va nghiém la bong ctia mai tén khi dén chiéu
thing tir trén xudng. Phuong trinh chudn that ra chi n6i mot diéu: phan du vudng goc
v6i moi cot. Vi mot trong cac cdt 1a cdt s6 1, nén téng cac phan du ludn bing 0. Cho

doan cao va chd doan thap luén bu tru nhau.
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phan du L mat phang

moi du doan X6

Least squares chi€u y vudng goc xudng mat phing cac du doan.

V6i mot dic trung, hé phuong trinh chuan rat gon thanh cong thic tinh dugce trén gidy:

Nghiém dong khong phai liic nao cling dung duge. Khi c¢6 dac trung 1a té hgp tuyén tinh
ctia cac dac trung khac (da cong tuyén, multicollinearity), hodc khi s6 dac trung nhiéu
hon s6 mau, X ' X khong kha nghich va bai toan c6 vo s6 nghiém. np.linalg.lstsq hay
np.linalg.pinv van trd vé mot nghiém (trong v s6 nghiém, n6 chon vector 6 ngén
nhat), con cach chira tdn goc la regularization & bai 2.2. Ngoai ra, chi phi ctia n6 la

O(nd?® + d3): vai tram dac trung thi titc thi, vai chuc nghin dic trung thi qua cham.
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HOI NHANH
Thém vao X mét cdt “dién tich tinh bing dm?”, ding bang 100 lan cot dién tich.

Nghiém dong sé ra sao?
A Chinh xac han, vi c6 thém mot cét théng tin
8 Khéng déi gi, cdt mdi chi nhan hé s6 0
¢ Ma tran suy bién, hé s6 cé thé rat I6n va trai dau

D Chichay cham hon mét chat vi thém moét cot

Gradient descent

Nghiém dong chi c6 v6i MSE, va phai gidi mot hé (d + 1) x (d + 1). Sang cac bai sau, loss
phtic tap hon, di liéu 16n hon, sé khong con cong thirc nao dé giai ngay nita. Khi d6 can
mot phuong phap téng quat: gradient descent, thuét toan dung dé huan luyén moi mang

neural.

Hinh dung mot ngudi dang trén sudn nui trong suong mu, khéng thay day thung ling &
dau, chi cdm nhan dugc do déc dudi chan. Cach hgp 1y 1a buéc mdt bude nho vé phia
doc xudng, cam nhan lai, roi budce ti€p. Gradient chi huéng doc 1én nhanh nhat, nén ta di

nguagce no.

O day tach riéng b dé thay ro timng thanh phan. Pit r; = w'x; + b — ;; theo quy tic dao

ham ham hgp (chain rule) 8(r?) /0w = 2r;x;, cOng lai réi chia n:

ow %_n,:

oJ 2 < 2 o 2
—:—Zrixi:—XTr, ——Zri.
n 4 n
=1
M&i buéc, ta cap nhat véi tée do hoc (learning rate) n:

wew—na—‘] b<—b—7)6—J
ow’ ob
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DPoc cong thitc thanh 16i: phan du r dugc “chia” vé cho tung trong s, dic trung nao gop
phan gay 16i nhiéu thi trong s6 ctia nd bi chinh nhiéu. Khi doan cao, r duong, gradient
ctia b duong, b bi trir b6t va du doan ha xuong. Vi du véi mot tham s6: w = 2, gradient
béng 4,7 = 0.1 thi w méi = 2 — 0.1 - 4 = 1.6. Mdi bu6c 6 day dung ca tap dit liéu, nén
thir ty cac mau khong anh hudng gi; thit tu chi quan trong khi méi buée chi dung méot
phan di liéu (bai 3.5).

Trong code, ta gop w va b vao mot mang theta (bias & cudi, cung thir tu véi nghiém
dong) cho cac ham gon hon. Mdi vong lap dung toan bo dit liéu dé tinh gradient mot lan,

va nguoi ta goi mot vong nhu thé 1a mdt epoch:

Python

def loss(theta, X, y): # theta = (w_1, ..., w_d, b)
return mse(predict(X, thetal[:-1], theta[-11), y)

def grad(theta, X, y):
weights = theta[:-1]
bias = theta[-1]
residual = predict(X, weights, bias) -y # (n,)
grad_weights = 2 * (X.T @ residual) / len(y) # (d,)
grad_bias = 2 % residual.mean() # mot so

return np.append(grad_weights, grad_bias)

def gd(X, y, lr, epochs):
theta = np.zeros(X.shape[1] + 1)
history = []
for _ in range(epochs):
history.append(loss(theta, X, y))
theta -= 1r * grad(theta, X, vy)

return theta, history

Trudce khi chay, luu ¥ rang grad la ham dé sai nhit trong ba ham trén: nham dau, quén hé
s62,g0X @ rthayviX.T @ r. Dang ngai la viét sai ma code van chay, loss van c6 thé
giam, chi la giam vé sai chd. Muc kiém tra gradient bén dudi trinh bay cach phat hién cac

16i nay.

Th mot bude trén ba diém (1, 2), (2, 3), (3,5) clia muc trudc, xuat phat ttw = b = 0 véi
n=0.1.Lacnayy = 0,nénr = (—2,—3,—5) va
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oJ 2 46 oJ 22 20
A =32 Ti%= 7, . a2 Ti—
ow 3 3 ob 3

Sau mot bude: w = 1.53, b = 0.67, mat mat giam tir 12.67 xudng 0.22, da gan nghiém

dongw = 1.5,b = % Mot buée da gan téi dich chi vi bai toan qua nho va quéa dep; di liéu
that thuong can hang tram, hang nghin budc.

y = 1.5x + 1/3
nghiém least squares, J = 0.056

y = 1.53x + 0.67
sau 1budc GDtu 0, J = 0.22

Ba diém: nghiém dong va dudng sau mot buée gradient descent.
HOI NHANH
bitr = y_hat - y.Dong nao cdp nhit bias dung?
A b -=1r * 2 * r.mean()
B b +=1r * 2 * r.mean()

C b -=1r % 2 % r.sumn()

Kiém tra gradient

Lam sao bi€t ham grad ding? Cach lam giong viét code trau dé doi chi€u trong 1ap trinh
thi ddu. Pao ham la gi6i han cta ti sai phan, nén chi can goi ham loss la xap xi dugc

gradient, chdm nhung kho sai. Véi e; la vector don vi thir j:
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8] - J(H—I—hej) —J(G—hej)
00, 2h

Dich vé ca hai phia nhu thé (sai phan trung tam, central difference) cho sai s6 O(h?):
gidm h di 10 1an thi sai sd gidm 100 1an. Dich mot phia chi dat O(hk), giam 10 lan thi sai s&
cting chi gidm 10 1an. Chon h khoadng 107° 1a vira; nhd qua thi phép trir hai s6 gan béng

nhau lai sinh sai s6 lam tron. Hai vector gradient dugc so bang sai s6 tuong ddi, vai ||-|| 1a

do dai vector:

g — gauml|
err — .
gl + [/ 8num ||

Sai s ¢ 1077 tré xudng la gradient gan nhu chic dang; ¢ 1072 tré lén thi cong thirc
glag g g g

gradient nhiéu kha nang sai.

Python

def numerical_grad(f, theta, h=1e-5):
g = np.zeros_like(theta)
for j in range(len(theta)):

e = np.zeros_like(theta)

e[j] = h
g[j] = (f(theta + e) - f(theta - e)) / (2 % h)
return g

def rel_error(a, b):

return np.linalg.norm(a - b) / (np.linalg.norm(a) + np.linalg.norm(b))

theta® = rng.normal(size=3) # mot diém bat ky
f = lambda t: loss(t, X, y)
print(rel_error(grad(theta®, X, y), numerical_grad(f, thetaB)))

def grad_buggy(theta, X, y): # quén hé sb 2
r = predict(X, theta[:-1], thetal[-1]) - vy
return np.append(1 / lenCy) * X.T @ r, r.mean())

print(rel_error(grad_buggy(theta®, X, y), numerical_grad(f, theta0)))

KET QUA

7.159601417180615e-13
0.3333333333335514
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Ban dung léch ¢& 107!3, ban quén hé s¢ 2 léch ding 1/3. Cach kiém nay ton 2(d + 1) 1an
tinh loss nén chi ding dé ki€ém trén di liéu nho, khong dung dé huan luyén. Véi linear
regression, budc nay c6 vé thira; nhung khi tu viét backpropagation & Chuong 3, day la

cach nhanh nhat dé biét dao ham dang hay sai.

HOI NHANH
. . o . o \ B
Vi sao ta dung sai phan trung tam J(O+h)—J(6—h) - hJ 91 thay vi J(6+hh) J(6)

A Vitinh nhanh han
B Visaisé la O(h?) thay vi O(h)
t  Vikhdng phai chon h

D Visai phan mét phia c6 thé ra s6 am

Chon learning rate
Gradient da dugc kiém tra, giG chay gradient descent. Cau hdi dau tién 1a chon learning
rate bao nhiéu. Thir trén di liéu goc véi ba gia tri:

Python

for 1r in [1e-3, 2e-4, le-4]:

theta_gd, hist = gd(X, y, 1lr, 1000)
print(f"lr = {lr:g}: loss sau 16000 vong = {hist[-1]:.4g9}")

print(theta_gd.round(3)) # 1r = le-4
KET QUA

1r = 0.001: loss sau 1000 vong = nan

1r = 0.0002: loss sau 1000 vong = inf

1r = 0.0001: loss sau 1000 vong = 0.1541

[ 0.057 -0.107 0.01 ]

Hai learning rate dau lam loss nd tung: inf 1a vO cling, con nan (not a number) la két qua

ctia nhitng phép nhu vo cung tru vo cung. Khi chay trén notebook, NumPy con in canh
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bao overflow (tran sd). Cai thir ba khong né, nhung sau 1000 vong loss van con 0.154,

trong khi day la 0.088. Riéng b méi di duge 0.01 trén quang duong téi 0.98.

Khoang learning rate dung dugc rat hep, nhung c6 thé tinh truéc ma khong can thi. J la
ham béc hai, nén ma tran Hessian (ma tran dao ham béc hai) ctia n6 1a hang s6 H =

2 X " X. Goi sai 56 1a hiéu 6 — @* giita vi tri hién tai va day. Phan tich sai s6 theo cac
vector riéng ctia H thi thay: tng véi tri riéng A\, mdi buée gradient descent nhan sai s6

v6i (1 — nA). Mudn moi thanh phan déu co lai, can |1 — )| < 1 véi moi A, tic 1a

2

n <

)\max

Néu chua hoc tri riéng, c6 thé hiéu A la do cong ctia cai bat theo mdt huéng nao do:
hudng nao cong gat thi buéc chan phai ngin, khong thi buéc qua day roi vang 1én vach
bén kia, méi 1an mot xa hon. Két ludn n < 2/ Ay, dung dugce ngay; chiing minh chét ché
thudc vé dai s6 tuyén tinh. V6i f(z) = z? thi A\ = 2 nén can n < 1: 7 = 1.5 nhan z véi
1—1.5-2 = —2mbibudc, tir —1 thanh 2 r6i —4. Loss lac giam lac tang, dao dong ma
khong hoi tu 1a ddu hiéu learning rate qua 16n; qua nho thi loss giam déu nhung rit

cham.

tién dan vé day VUGt day, vang xa dan

Bu6c vira phai di dan vé day; buée qua 16n vugt day roéi vang xa dan.
Tinh thir cho di liéu can ho:

Python

H=2/nx*xXb.T@Xb

eig = np.linalg.eigvalsh(H) # tri riéng, x&p tadng dan
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print(2 / eig[-11) # learning rate 16n nhat con hoi tu
print(eig[-1]1 / eig[0@]) # sO diéu kién

KET QUA

0.0001434720214166643
99638.12391867978

Ngudng 1a 1.43 - 10, Learning rate 2 - 10~ vugt ngudng nén nd, 10~* nam dué6i nén hoi
tu, khop dang véi thi nghiém.

Con s0 thir hai 1a s diéu kién (condition number) kK = Apay/Amin ~ 10°, va no6 giai thich
vi sao hdi tu cham. Mt loss ltc nay 1a mot thung liing dai va hep: theo chiéu nay, do
cong 16n gap khoang tram nghin 1an chiéu kia. Bu6c chan phai dit nho dé khoi vang ra

khoi vach doc, ma nhé nhu thé thi theo chiéu thoai gan nhu diing yén tai chd.

HOI NHANH
Linear regression t6i uu MSE, loss qua cac vong 1a 15.9, 41.2, 260, 17 000, r6i NaN.
Shape va cong thiic gradient déu da kiém. Ta nén thir gi tru6c?

A Tang learning rate dé vudt qua vung loss cao
B Gill learning rate, chi déi seed vai lan
¢ Giam learning rate, va kiém thang do cua cac feature

D Tang s6 vong dé loss cé thdi gian én dinh

Chuan hoéa dic trung

Nguyén nhan lam thung liing hep la thang do. Dién tich tinh bang m2, ¢& vai chuc dén
hon tram; khoang cach c¢& vai km; cot bias thi ludn bang 1. Ba thang do chénh nhau qua
xa. Cach chira la chuan hoa (standardization) moi dac trung vé trung binh 0, d6 1éch

chuan 1.
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Python

mu, sigma = X.mean(axis=0), X.std(axis=0)

Xs = (X - mu) / sigma

Xsb = np.column_stack([Xs, np.ones(n)])

eig_s = np.linalg.eigvalsh(2 / n * Xsb.T @ Xsbh)
print(2 / eig_s[-1], eig_s[-1] / eig_s[0])

for 1r in [0.01, 0.1, 0.5, 1.0]:
theta_s, hist = gd(Xs, y, 1r, 100)
print(f"lr = {lr:g}: loss sau 100 vong = {hist[-1]:.4g}")

KET QUA

0.951931951010249 1.1063612539062566
1r = 0.01: loss sau 100 vong = 0.3736
0.08808
1r = 0.5: loss sau 100 vong 0.08808
1r = 1: loss sau 100 vong = 3.703e+08

1r = 0.1: loss sau 100 vong

So v6i dir liéu goc: sd diéu kién roi tir 10° xudng 1.1, thung ling hep da thanh mot cai bat
gan tron, va ngudng learning rate tang tir 1.4 - 1074 1én 0.95. Do cu thé hon: dé loss
xuong sat day (trong vong 0.1%), di liéu géc can khoang 180 nghin vong du learning rate
da chon sat ngudng, con di liéu chudn héa véi n = 0.1 chi can 28 vong. Nhanh hon
khoéng sau nghin 1an, chi nho hai dong code. Con n = 1 vugt ngudng 0.95 nén van nd,

dang nhu Iy thuyét.
chua chuan héa da chuan héa
(
zigzag trong thung Iiing hep di gan thang vé day

Chénh thang do tao thung ling hep; chuan hoa dua vé gan tron.
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vong 1: MSE géc 2.87, da chuan hoa 10.2 vong 5: MSE géc 0.451, d& chuan hoéa 1.77
duliéu géc, n=10"* da chudn hoa, n = 0.1 du liéu gée, n=10"* da chudn héa, n = 0.1
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gia that (t§) gia that (t§) gi4 that (t§) gi that (t§)
vong 20: MSE géc 0.41, da chuan héa 0.0901 vong 1000: MSE géc 0.154, da chuan héa 0.0881

Cung gradient descent trén 200 can ho: dit liéu géc ti€n nhanh vai vong dau
roi gan nhu ding yén; dit liéu da chudn hoa vé sat dusng chéo sau khoang 20
vong.

Dt liéu da bi bién ddi, viy mo hinh hoc duge ¢6 con la mo hinh dinh gia nha ban dau
khoéng? Van la no, chi khac cach viét. M6 hinh hoc trén z nén trong sé cling theo thang

do ctia z. Mudn doc lai bang m? va km nhu ban day, ta thay z; = (z; — p;)/0; vao:
(2) T3 —Hi | ) w,” (2) w;” by
2) =2y g z J z J
= w; +b ——x; + (b — ),

nén trong so va bias theo don vi goc la
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Python

theta_s, _ = gd(Xs, y, 0.1, 200)

w_gd = theta_s[:2] / sigma

b_gd = theta_s[2] - np.sum(theta_s[:2] * mu / sigma)
print(w_gd.round(4), round(b_gd, 4))

[ 0.0499 -0.1453] 0.9809

Khép voi nghiém dong dén chit so thia tu.

HOI NHANH

Chuan hoa feature roi hoc lai cho t6i khi MSE cham day. So v6i md hinh hoc trén

d liéu goc, cai gi thay d6i?
Du doan chinh xac hon, vi thang do t6t han
Trong s6 gili nguyén, chi bias déi theo trung binh
Du doan y hét, chi cach viét trong s6 va téc do cua gradient descent dbi

LinearRegression cua scikit-learn cling héi tu nhanh han

Dung scikit-learn

Trong thuc té, nhat 1a trong phong thi, nén dung thu vién cho nhanh va chic. Quy trinh

chuan 1a chia di liéu, hoc trén tép train, chdm trén tap test:

Python
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from sklearn.linear_model import LinearRegression

from sklearn.model_selection import train_test_split

X_tr, X_te, y_tr, y_te = train_test_split(X, y, test_size=0.2, random_state=0)
model = LinearRegression().fit(X_tr, y_tr)
print(model.coef_.round(4), round(model.intercept_, 4))

print(model.score(X_tr, y_tr), model.score(X_te, y_te))

KET QUA

[ 0.0496 -0.1437] 0.9966
0.9604123189943734 0.9689505848749018

model.score trd vé R?, ding dai lugng ta dinh nghia & phan ham méat mat. Diém trén

train (0.960) va trén test (0.969) sat nhau: khong c6 dau hiéu overfitting,

biém test cao hon train mdt chit khong cé gi dic biét: tip test chi c6 40 can, nén chénh
1éch ¢6 nay phu thudc cach chia, d6i random_state thi con s6 cling do6i. Hé s6 ciing hoi

khac ltc nay, vi lan nay mé hinh chi dugc hoc trén 160 can.

LinearRegression giai least squares truc ti€p bing phan tich ma tran, giéng stsq, chir

khong dung gradient descent, nén n6 khong can chudn hoa méi hoi tu.

Con code tu viét thi sao? Cho ca ba cach chay trén cting dit liéu roi so:

Python

full = LinearRegression().fit(X, y)
print(np.allclose(full.coef_, w_cf), np.allclose(full.intercept_, b_cf))
print(np.allclose(w_gd, w_cf), np.allclose(b_gd, b_cf))

KET QUA

True True

True True

Ca bon két qua déu True. Luu y dung np.allclose chi khdong dung ==: hai cach tinh
cung dang van c6 thé 1éch nhau & chi s6 thi mudi lam. Ty cai lai roi ddi chi€u véi thu

vién gitp hiéu thu vién dang lam gi; khi can két qua thi dung thu vién.

o

Sau khi huén luyén, trong s6 nam & model.coef_, bias  model. intercept_: scikit-learn

dat moi thr hoc dugce vao thudce tinh ¢6 dau gach duéi & cudi. Can doc ching diung cach.
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Co ba diém can nhé.

Thi nhat, hé s6 phu thudc don vi. Hé s@ ctia dién tich (0.05) nho hon hé sd ctia khoang
cach (—0.15) vé do 16n, nhung khéng c6 nghia la dién tich it quan trong hon, vi mot m?

va mot km khong so sanh truc ti€p duge. Muon so thi so hé s6 sau khi chuan hoa.

Th( hai, hé s6 do mdi lién hé khi giit cac bién khac ¢6 dinh, khong phai quan hé nhan
qua. Doanh s6 kem va s6 vu dudi nuéc cung tang vao mua he; mo hinh s€ cho hé so

duong, nhung cam ban kem khong lam giam s6 vu dudi nuée.

Thi ba, luén vé phan du: truc ngang la du doan, truc doc 1a phan du. M6 hinh én thi cac
diém rai déu quanh dudng 0, khdng theo hinh thu gi. Phan du uén cong 1a mé hinh dang

thi€u dac trung phi tuyén; phan du loe dan ra 1a nén bi€n ddi y, chang han 14y log.

én udn cong loe dan
° ° ° o0
® . ‘
° ° : o o o ° ° .b > o o°® ° )
° ° 4
o® 0$. :..o ° .o ’ ..‘.0 ...'S 3. ! ’ ?:.. . ‘] ; °..:..
°%°, o 4, o . ° % . 82 ®eo %o o8 o 3 q°
o '..o~ 0‘ . . .ﬁ\. 1". ° ° :&" g'..? :":l‘ .0 .
o’: LY . 0:'- .o: (] ..o ®e ° ¢ .a’.'.oz °nv ¢ ® e R
SN o ° . o '. e go ° o
° L] .. [ ]

phan du theo du doan

Phan du t6t rai déu quanh 0; udn cong hay loe dan la c¢6 van dé.

HOI NHANH
Linear regression cho hé sd duong gitra s6 kem ban ra va s6 vu dudi nuéc moi tuan.

Chi tr két qua nay, ta két ludn dugce gi?
A Giam ban kem sé giam s6 vu dudi nudc dung theo hé s6
8 An kem lam tdng nguy cd dudi nudc khi boi
¢ Nhiét dé chdc chan la nguyén nhan duy nhat cua ca hai

D Hai dai lugng cung tdng, con tac dong cla kem thi chua biét
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Tuyén tinh theo tham s6

Quan hé trong thuc t€ thudng khong thing: gia nha khong tang déu theo dién tich mai.
Nhung chir “tuyén tinh” trong tén model 1a tuyén tinh theo w, khong phai theo x. Ta
dugc tu do bién déi dac trung: thém cot 22, 23 1a polynomial regression (hdi quy da
thirc); thém log z, 1/ hay tich z;z5 cling dugc. Tat ca van giai bang ding code ctia bai
ndy. Vi du di liéu hinh chir U thi dudng thing khép kém, thém cot 22 1a du.

Thém déc trung khong bao gic lam 16i train tang, vi model ludn cé thé dat trong s6 ciia
cdt moi bang 0. Nhung thém qua nhiéu thi model bit dau hoc thudc nhiéu (overfitting,

bai 1.2), va 16i validation tang.
Mot (rng dung cho 14p trinh thi ddu: doan do6 phtc tap ctia chuong trinh truéde khi nop.
Néu thai gian chay ¢ ~ Cn* thi 1dy log hai vé:

logt = klogn + log C.

Do 1a mot dudng thang theo log n, va hé s6 goc chinh 1a s6 mi k. Po thdi gian chay véi
vai gia tri n, roi hoi quy. np.polyfit(x, y, 1) chinh lalinear regression v6i mot dic

trung, tra vé hé s6 goc va hé sd tu do:

Python

ns = np.array([1e3, 2e3, 5e3, 1le4, 2e4, 5e4])
t = np.array([0.0011, 0.0042, 0.026, 0.098, 0.41, 2.47]) # gidy, do trén may nha

k, ¢ = np.polyfit(np.log(ns), np.log(t), 1) # least squares bac 1
print(round(k, 2))

print(np.exp(c) * 2e5 %% k) # dy doadn cho n = 2-10°
KET QUA

1.98

37.89981222044977
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giay
102
n = 2-10° ~38 gia

10
gidi han 1 giay

d6 déc ~ 1.98

10° 10* 10°
n

Truc log-log: d6 d6c gan 2 nghia la thdi gian tang theo n2.

Heé s6 goc xap xi 2: thoi gian tang gan theo n?. Ngoai suy cho n = 2 - 10° dugc khoang 38
gidy, qua xa gi6i han 1 gidy, nén can thuat toan tot hon trude khi ndp. (Vai phép do khong
ching minh dugc d6 phtc tap, nhung di dé€ canh bao sém.)

HOI NHANH
Sau khi tao thém feature, m6 hinh nao khéng giai dugc bang code linear regression

ctia bai nay?

Khi di thi
» Gap bai hoi quy, chay LinearRegression truéc dé c6 mdc so sanh.
 Loss nd thi chuan hoa dic trung truée, chinh learning rate sau.

o Tu viét gradient thi kiém bing sai phan trén dit liéu nhé trudce khi chay that.
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To6m tat

o Linear regression dy doan § = w ' x + b va hoc bang cach cuc tiéu MSE. M6 hinh
doan trung binh c6 MSE bing Var(y); R? cho biét ta thing méc d6 bao nhiéu.

» Nghiém dong: thém cot 1 rdi giai hé phuong trinh chudn bang solve. V€ hinh hoc, do
1a phép chiéu vudng goc cta y.

o Gradient descent di timng bu6c ngugce gradient va hoi tu khin < 2/Apax. SO di€u kién
quyét dinh nhanh hay cham, va chudn hoa dic trung kéo né vé gan 1.

» Trong thuc té€, dung scikit-learn véi train/test; doc hé s6 nhu moi lién hé chir khong
nhu nhan qud; gi vector & shape (n,).

e “Tuyén tinh” la theo tham s6, nén dic trung bién déi tuy v, ké ca log n dé doan do

phtc tap.

Kiém tra cudi bai
Mudi cau dudi day bao quat ca bai. Lam hét roi xem diém; cau nao sai thi doc lai muc

tuong ung.

CAU 1
Hé phuong trinh chuan ctia mot bo di liéu cé s6 diéu kién ¢ 100, Vi sao diéu nay

dang lo khi gidi bang may?
A Ma tran chac chan suy bién, nén hé vé nghiém
8 Pinh thuc ¢& 10'° nén phép tinh bj tran s6
¢ Ma tran c6 qua nhiéu phan tir khac 0 nén chay cham
D Saisé nho & d liéu cé thé thanh sai s6 16n & nghiém

PE THI  NOAI 2026 Singapore - Vong sd loai - Cau 35
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CAU 2
Trén cting mot tip, MSE ctia mé hinh bang 1 va variance cta y bang 4, ca hai déu

chia cho s6 mau n. y khong phai hing s6. R? bang bao nhiéu?

0.75

0.25

CAuU 3
Voi L(0) = N2 YN My, — 07x,)2, gradient theo 6 1a gi?

% Z(GTmn - yn)
% 200" zn — yn)zn
% Z(yn - GT:L‘”)iL‘n

% Z(GTmn — Yn)Tn

PE THI  USA-NA-AIO 2026 - Vong 1- Part 4.2
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CAU 4
Cho J(w) = (w — 3)?, xudt phat tr w = 0 v6i n = 0.25. Sau mdt budc gradient
descent, w bang bao nhiéu?

1.5

0.75

-1.5

CAu 5

Van v6i J(w) = (w — 3)2. Learning rate nao lam gradient descent phan ky?
0.1
0.5
0.9

1.2
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CAu 6

Cong thtic nghiém 8* = (X ' X) ' X "y dung dugc khi nao?
Ludn luén, véi moi ma tran di liéu
Khi X vudng, tiic s6 mau bang s cot
Khi cac cot clia X ddc 1ap tuyén tinh

Khi X ddi xting qua dudng chéo

BE THI  NOAI 2026 Singapore - Vong sd loai - Cau 34

CAu 7
Mot feature c6 dd 1éch chuan o = 10. Hoc trén dit liéu da chuin hoéa, ndé nhan

trong s6 w®) = 0.5. Theo don vi goc, trong s6 ctia né 1a bao nhiéu?

0.05

0.5

25
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CAuU 8
Tadocy = df[["price"]].to_numpy(), dugc shape (1680, 1), con y_hat co shape
(100, ). Dong nao tinh dang MSE?

np.mean((y_hat - y.ravel()) ** 2)
np.mean((y_hat - y) *x 2)
np.mean((y_hat - y.T) *% 2)

np.mean(y_hat - y.ravel()) *x 2

CAU 9
Gradient do ham grad tu viét léch tuong ddi 0.5 so v6i gradient tinh bing sai phan.
Ta nén lam gi?

Coi nhu dung, vi sai phan chi la xap xi

Tim 16i trong grad trudc khi chay tiép

Giam h xuéng 10~'2 roi kiém lai

Tang learning rate dé bu phan gradient thiéu
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CAuU 10
Mo hinh dinh gia nha c6 trong s6 ctia dién tich la 0.05 ty dong moi m2. Hai can ho

giong nhau & moi feature khac, chi chénh nhau 10 m?. Gia du doan chénh nhau bao

nhiéu?
A 0.05ty
B 0.5ty
c 5ty

D Chua biét, vi con phu thudc khoang cach

Poc thém

» James, Witten, Hastie, Tibshirani — An Introduction to Statistical Learning, chuong 3. Linear
regression tir goc nhin thong ké: do tin ciy ctia hé s0, tuong tac gitta cac dac trung, cac van
dé thuong gip. Sach mién phi, c6 ban dung Python.

e Géron — Hands-On Machine Learning with Scikit-Learn, Keras, and TensorFlow, chuong 4

“Training Models” Nghiém dong, cac bién thé cta gradient descent, polynomial regression va

learning curve, viét rat thuc hanh.

e Zhang va cong su — Dive into Deep Learning, chuong 3. Linear regression dugc trinh bay nhu
mot mang neural mot 16p, cai tir dau roi bang PyTorch; cau néi sang Chuong 3.

o Andrew Ng — CS229 Lecture Notes, chuong 1. Least squares, phuong trinh chuén, va Iy do xac
sudt dung sau viéc dung MSE.

» Boyd, Vandenberghe — Introduction to Applied Linear Algebra, chuong 12-13. Least squares
béng dai s6 tuyén tinh v6i nhiéu vi du ing dung; danh cho ai muén hiéu sau phan nghiém
dong. Sach mién phi.

 3BluelBrown — Essence of Linear Algebra. Loat video truc quan vé vector, ma tran, phép chi€u
va tri riéng.

« Gabriel Goh — Why Momentum Really Works, Distill (2017). Phan tich gradient descent trén
ham béc hai qua tri riéng va sé diéu kién, c6 hinh tuong tac; doc sau muc chon learning rate.

o Stanford CS231n — Gradient checks. Cac luu y khi kiém gradient bang sai phan trong thuc té.

 Tailiéu chinh thirc: NumPy — Broadcasting, scikit-learn — Linear Models.
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https://www.statlearning.com/
https://d2l.ai/chapter_linear-regression/index.html
https://cs229.stanford.edu/main_notes.pdf
https://web.stanford.edu/~boyd/vmls/
https://www.3blue1brown.com/topics/linear-algebra
https://distill.pub/2017/momentum/
https://cs231n.github.io/neural-networks-3/#gradcheck
https://numpy.org/doc/stable/user/basics.broadcasting.html
https://scikit-learn.org/stable/modules/linear_model.html

