Pipeline va data leakage

Trac nghiém ¢J Thuc hanh G Chay trén Kaggle Y PDF bai

Truéc khi dua vao model, dir liéu thuong phai xir 1y: dién 6 trong, d6i cot chi
thanh sd, chuan hoéa. L6i hay gip la xtr Iy ca bang roéi méi chia train /validation.
Khi d6 gia tri trung binh duing dé dién 6 tréng da tinh ca phan validation, nén
diém validation khong con dang tin. Loi nay goi la data leakage (ro ri di liéu).

Pipeline cta scikit-learn ghép cac bu6c xi Iy véi model thanh mot khoi, d€ moi

buéc chi hoc tir train réi ap nguyén cho di liéu méi.

MUC TIEU
Phan biét budc xir Iy c¢6 dinh véi bude phai hoc tir train.
Viét Pipeline va ColumnTransformer cho bang c6 cot s6, cot chit va 6 trong.
Kiém cac budce xtt Iy dugce hoc lai trong méi fold.

Nhin ra cac ki€u data leakage hay gap.

Tién x{ Iy cling la mét phan ctia mo hinh

Gia str train ¢6 s6 dang ky 10 va 20. Chuan hoa bang trung binh p = 15, d6 1éch chuan

o = 5 cho hai gia tri —1 va 1. Validation c6 s6 dang ky 30 phai dugc bién do6i thanh (30 —
15)/5 = 3. Néu chuan hoa validation riéng, 30 la gia tri duy nhat nén lai thanh 0: ta da

doi hé toa do.

Chuan hoa dung

pj va o 1a cac con s6 hoc tir dir liéu, du khong dung nhan. Median d€ dién 6 trong, danh
sach tir ctia van ban, viéc chon feature ciing vay. Vi th€ ching cting 1a mdt phan cta
model: chi dugc hoc tr train, roéi gitr nguyén khi xt Iy dir liéu khac. Trong scikit-learn:
scaler.fit_transform(X_train) roi scaler.transform(X_test); goi fit_transform trén

test 1a hoc lai u, o tir chinh test.
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Min-max dua mdi cot vé [0, 1] bing (z — min)/(max — min), nén can mot cap min, max

cho moi cot, tinh trén train. Gia tri test ngoai khodng ciia train sé€ ra ngoai [0, 1]: train c6
tudi 20-60 thi tudi 70 thanh (70 — 20) /(60 — 20) = 1,25, chuyén binh thuong chi khong
phai 16i. Vi dya vao cuc tri, min-max dé bi mot diém ngoai lai lam léch ca thang; z-score

chi dung p va o.

Dt | i - - :

ung scaler train

=15,0=5 " " 0

M=150= 10 20 30
. . . B

Fit riéng valid e

chi cé mot gid tri 30

Validation phai dung y, o hoc tu train; fit riéng bi€n buéi dong nhat thanh 0.

Bién ddi ¢6 dinh, nhu d6i cm sang m bang cach chia 100, thi khong hoc gi tir dit liéu, chi

can ap dung giéng nhau cho train va dir liéu moi.

Python

import numpy as np

from sklearn.preprocessing import StandardScaler

small_train = np.array([[10.0], [20.01])

small_valid = np.array([[30.011)

scaler = StandardScaler().fit(small_train)

print('Train:', scaler.transform(small_train).ravel())

print('Valid dung scaler train:', scaler.transform(small_valid).ravel())
wrong_valid = StandardScaler().fit_transform(small_valid)

print('valid fit riéng, cach sai:', wrong_valid.ravel())

KET QUA

Train: [-1. 1.]
Valid dung scaler train: [3.]

Valid fit riéng, céach sai: [0.]
Nhin hai cach bié€n d6i 30. Cach ding git quan hé cao hon trung binh train ba d6 léch

chuan. Céch fit riéng dua mot budi rat dong vé ngay trung tadm thang do, lam model

nhan mot y nghia khac.
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HOI NHANH

Ta can dién cac 6 thi€u ¢ validation bang median. Median 4y phai tinh tir dau?
A TuU chinh cac hang validation
B TU train cla lan hoc dang danh gia
¢ Tu train va validation gop lai, trudc khi chia

D TU test, vitest giébng dif liéu lic dung that nhat

Data leakage: thong tin vugt qua ranh gidi
RO ri dir liéu (data leakage) xuat hién khi quy trinh xay mé hinh ding thong tin khong
dugc phép cé trong tinh huéng dang danh gia. C6 nhiéu dudng di, va khong phai dusng

nao Pipeline cting chan dugc.

budng ro ri Vidu é caulac bé Cach chan

Feature cé sau luc du S6 vé da quét sau budi Kiém thai diém cot dudc biét
doan

Preprocessing Median tinh trén toan bang Fit trong Pipeline va tung fold
M3au gan trung M6t phiéu luu hai lan Gom ban trung, chia group dung
Nhan tugng lai Téng tham gia tuan sau trong Kiém lag/cUta s6/thsi diém

feature tuan nay

Quyét dinh theo test Chon model vi test dep hon Dung validation, gilr test doc lap
Dung feature ctia test dé hoc budc tién xir Iy, du khong dung t6i nhan, van lam sai phép

danh gia: lac dung that, dir liéu méi chua cé khi ta hoc. Co dé cho phép dung ca input

ctia tap test (khéng c6 nhan) va sé ghi ro trong thé 1€; néu dé khdng nai gi thi khong lam.
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Bu6c nao hoc tir nhan cang phai lam lai trong tung fold. Vi du chon 50 feature tuong
quan manh nhit v6i nhan trén ca bang roéi méi cross-validation cé thé cho 92%, trong
khi chon lai trong tung fold chi con 78%. Khi diém cao bat thuong so véi do kho ctia bai,
nhu 99,99% & mot bai néi ti€ng 1a kho, viéc dau tién 1a tim chd ro ri, roi xem cac 16p cod

léch cuc manh khong.

DPuong ro ri dau bang dé thay nhat khi tinh tay. Train c6 sé ngudi dén (20, 30), validation
1a 40, va bang c6 thém mot cot ghi sau budi, d€m ding s6 ngudi da vao clra. Model § =
Tfinal count ChO 161 O trén ca ba hang. Phép tinh khong sai, nhung model v6 dung: chiéu
thir Sau chua c6 cot ay. Vi vay truée khi mung vi diém dep, hay kiém ting feature c6 san

vao ltc du doan khong.

Fit trén toan bang Fit trong Pipeline
train \ train \
fit it
validation /7 validation e

transform

median, |, o da thay validation validation chi dugc transform

Fit trén toan bang dé validation lot vao tién xtr ly; Pipeline chi fit trén train.

HOI NHANH
Cot final_attendance chi co sau khi budi sinh hoat két thac. bat cot nay vao

Pipeline thi né c6 thanh feature hgp 1é khong?
A Khdng, luc du doan van chua c6 cot nay
B Co, vi Pipeline tu chan moi kiéu ro ri
¢ Co, mién la khdng goi fit trén test

D Khéng, vi Pipeline chi nhan cét sé
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Bang co so, chir va 6 thiéu

Ta tao 80 budi gia. Cot slot la sang hoac chiéu; target tang thém nam ngudi cho budi
chiéu theo cong thirc gia 14p. Mot s6 feature dugce che thanh missing sau khi sinh target
dé mo phong viéc ghi chép thi€u. Ta gitr 60 budi dau lam train, 20 budi cudi lam

validation.

Python

import pandas as pd

rng = np.random.default_rng(14)
n = 80

registered = rng.integers(15, 65, size=n).astype(float)

rain rng.uniform(0, 1, size=n)
slot = rng.choice(['sang', 'chieu'], size=n)

= 4 + 0.7 * registered - 5 * rain + 5 * (slot == 'chieu')

y + rng.normal(0, 1.5, size=n)
pd.DataFrame({'registered': registered, 'rain': rain, 'slot': slot})
.loc[[2, 13, 44, 64], 'registered'] = np.nan

xX X X < <
I

.loc[[6, 50, 751, 'rain'] = np.nan
X_train, X_valid = X.iloc[:60], X.iloc[60:]
y_train, y_valid = y[:60], y[60:]
print(X_train.isna().sum().to_dict())
print(X_valid.isna().sum().to_dict())

KET QUA
{'registered': 3, 'rain': 2, 'slot': 0}

{'registered': 1, 'rain': 1, 'slot': O}

Missing la thi€u thong tin, khong mac nhién la gia tri 0. bang ky chua ghi lai khac véi
chic chan khéng ai dang ky. Median 1a baseline c6 thé dung cho cot sd; ndé khong khoi
phuc chinh xac di liéu bi mat. C6 thé thém cot chi bao missing néu validation ding cach

cho thay hitu ich.

V6i chit, one-hot encoding tao mot cdt cho mdi danh muc da thay: sang thanh vector
danh dau sang, chiéu thanh vector danh ddu chiéu. Khong ma hoa sang=0, chiéu=1, t5i=2
roi mac nhién coi khoang cach gitta ching c6 y nghia: v6i ma 1, 2, 3, mé hinh tuyén tinh

coi danh muc thtr hai ndm “gitta” hai danh muc kia. O thi€u & cot chit c6 thé dién bing
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danh muc gip nhiéu nhat trong train, hoac thém hén mot danh muc “thi€u”. Bai 2.11

(Feature engineering) s€ md rong phan nay.

HOI NHANH
Thay vi one-hot, ta ma hoa slot thanh sang = 0, chiéu =1, t6i = 2, r6i dua vao

LinearRegression. Lam vdy la ngam gia dinh diéu gi?
A Khéng gia dinh gi, vi s6 chi |4 tén cla ting budi
B DBu dd liéu thi mé hinh sé tu hoc ra thu tu dung
¢ Céach ma hda chi anh hudng khi cot c6 6 thiéu

D Sang, chiéu, t6i nam trén mdt dudng thang, cach déu nhau

Maso0,1,2 One-hot
0 1 5 sang 1 0 0
o o o chidu © 1 @
sang chiéu t6i

t6i bi ép = 2 x chiéu o ]
moi bubi mot hé so riéng

Ma s6 ap mot thi tu cach déu; one-hot cho méi danh muc mét cot riéng.

Ghép ColumnTransformer véi Pipeline

ColumnTransformer chia cac c6t thanh nhom, méi nhém di mot nhanh xi 1y riéng:

e Nhanh s@: dién 6 trong bang median, r6i chuan hoa.

e Nhanh chir: dién 6 tréng bang danh muc hay gap nhat, réi one-hot.

Pipeline ngoai cing ghép phan x Iy véi LinearRegression thanh mot model. Néu cot
s c6 vai gia tri cuc 16n, nhu thu nhép, thi nén dién bing median thay vi trung binh, va co
thé chin (clip) gia tri theo ngudng tinh trén train trudc khi chuan hoa.
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registered z_registered
[ impute median ]—e>[ scale J —

z_rain
rain
slot slot_chieu
“‘$>[ impute mode ]—%>[ one-hot ] —
slot_sang
4 cot - LinearRegression
Cot so va cot chir di hai nhanh riéng roi ghép thanh 4 cot.
registered rain slot registered rain slot
58.00 0.08 chieu 58.00 0.08 chieu
61.00 0.15 chieu 61.00 015 chieu
20.00 0.26 chieu 20.00 0.26 chieu
52.00 0.08 chieu 52.00 0.08 chieu
= 0.99 chieu 40.00 0.99 chieu
23.00 = sang 23.00 0.46 sang
6 hang validation thé: cé 6 tréng (—) va cét chil slot Simplelmputer: & tréng thay bang trung vi hoc tif train (40.0 va
0.46)
z_registered z_rain chieu sang Z_registered z_rain chieu sang du doan
+1.30 14 1 0 +1.30 -1.41 1 0 49.9
+1.51 114 1 0 +151 -114 1 0 515
-1.28 -0.78 1 0 -1.28 -0.78 1 0 22.5
+0.89 14 1 0 +0.89 -1.41 1 0 45.8
+0.08 +1.75 1 0 +0.08 +175 1 0 318
-1.08 -0.07 0 1 -1.08 -0.07 0 1 18.8
OneHotEncoder: slot thanh hai cot 0/1 LinearRegression doc 4 c6t va cho dy doan

Sau hang validation ctia bai di qua Pipeline da fit trén train: dién trung vi,
chuan hoa, one-hot, r6i model du doan; moi con sd dung thong ké ctia train.

Python

from sklearn.compose import ColumnTransformer
from sklearn.impute import SimpleImputer

from sklearn.pipeline import Pipeline

from sklearn.preprocessing import OneHotEncoder
from sklearn.linear_model import LinearRegression

from sklearn.metrics import mean_absolute_error

numeric = Pipeline([
('impute', SimpleImputer(strategy='median')),
('scale', StandardScaler()),

D

category = Pipeline([

('impute', SimpleImputer(strategy='most_frequent')),
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('onehot', OneHotEncoder(handle_unknown='ignore', sparse_output=False)),
D
preprocess = ColumnTransformer([
('num', numeric, ['registered', 'rain'l),
('cat', category, ['slot'l),
D
model = Pipeline([
('preprocess', preprocess),
('regressor', LinearRegression()),
D
model.fit(X_train, y_train)
prediction = model.predict(X_valid)
print('Sau bién d6i:', model.named_steps['preprocess'].transform(X_valid).shape)

print(f'Validation MAE={mean_absolute_error(y_valid, prediction):.3f}')

KET QUA

Sau bién d8i: (20, 4)
Validation MAE=1.707

Nhin shape sau bié€n déi: hai cot s6 cong hai cOt one-hot. Tén preprocess va regressor
do ta dat dé tra thanh phan va chinh tham s6 sau nay. Khi goi model. fit, moi bu6c can
fit déu hoc trén X_train; khi goi predict, chi transform theo trang thai da luu roéi du

doan.

sparse_output=False gitp vi du nho dé nhin dang mang day. Khi mot cot c6 hang nghin

danh muc, gitt mac dinh mang thua dé tiét kiém bo nhd.

HOI NHANH
Imputer nam trong Pipeline, nhung gia tri median da dugc tinh sdn tir toan bang

roi truyén cé dinh vao. Chay cross-validation thi con sai & dau?
A Median 8y da tinh ca cac hang validation cla ting fold
B Chi sai khi mé hinh phia sau khéng tuyén tinh
¢ Khéng sai, vi mdi fold van goi fit trén Pipeline

0 Phai dung mean thay cho median thi mai dung
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Poc trang thai da hoc va thir danh muc méi

Co thé in ra median ma Pipeline da hoc dé ki€m, giong in bién trung gian khi debug mét

thuét toan.

Python

fitted_numeric = model.named_steps|['preprocess'].named_transformers_['num']
medians = fitted_numeric.named_steps['impute'].statistics_

print('Median @& hoc:', np.round(medians, 3))

print('Median tinh tU train:', np.round(X_train[['registered', 'rain']].median().to_numpy(),

3))

new_session = pd.DataFrame({'registered': [30.0], 'rain': [0.2], 'slot': ['toi'l})
new_features = model.named_steps['preprocess'].transform(new_session)

print('Coét one-hot cla danh myc chua théy:', new_features[0, 2:1)

print('Dy doan buéi mdi:', np.round(model.predict(new_session), 3))

KET QUA
Median da hoc: [40. 0.462]
Median tinh tU train: [40. 0.462]

Cot one-hot cVa danh muc chua thay: [0. 0.]
Dy doan budi méi: [27.493]

Median da hoc khép median tinh tay trén train. Con budi 'toi' chua tung cé trong train:

nhd handle_unknown="ignore', n6 dugc ma hoa thanh toan so 0 & hai cdt one-hot.

Khong dat tham s6 nay thi OneHotEncoder bao 16i khi gap danh muc la. Code chay dugc,

nhung model chua hé hoc gi vé budi tdi, nén con s6 du doan chi la doan mo (cau hoi dudi

giai thich vi sao).

Mot 161 hay gép khac 1a goi pd.get_dummies riéng cho train va test. Train c6 cac thanh

pho HN, HCM, DN, test c6 HN, HUE, nén hai bang ra hai b cot khac nhau. Cach dung la

hoc mot bé ma hoa trén train roi dung né dé bién déi test.
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HOI NHANH
Budi “toi” chua ting c6 trong train, nén nhan vector one-hot [0, 0] va dugc du

doan 27.49 ngudi. Con s6 nay thuc chat la du doan cho cai gi?
M6 hinh da hoc dudc bubi t6i ddng hay vang
M6t budi khdng phai sang, ciing khéng phai chiéu
Mé hinh coi budi téi nhu budi chiéu vi gan nhau

Khéng cé nghia gi, 1€ ra phai bao 10i

Cung Pipeline, fit lai trong moi fold

Khi chay cross-validation, dua ca Pipeline vao cross_val_score, dung dua bang da xt ly
sin trén toan bo dit lieu. O méi fold, ham nay tao mot ban Pipeline méi va fit moi buéc

chi trén train cua fold do.

Muoén chinh tham s6 cia mot buéc bén trong Pipeline, ghi tén buéce, hai ddu gach dudi,
roi tén tham s6, nhu regressor__fit_intercept. Néu tao Pipeline bing make_pipeline,

tén budc la tén 16p viét thuong, nén tham s6 C ctia SVC la sve__C.

Python

from sklearn.model_selection import TimeSeriesSplit, cross_val_score

cv = TimeSeriesSplit(n_splits=3, test_size=10)
scores = cross_val_score(
model, X_train, y_train, cv=cv,
scoring="'neg_mean_absolute_error', n_jobs=1,
)
print('Fold MAE:', np.round(-scores, 3))
print(f'Mean CV MAE={-scores.mean():.3f}"')

Fold MAE: [1.887 1.995 1.314]
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Mean CV MAE=1.465

Nhu & bai 1.2, scikit-learn trd MAE mang dau am (neg_mean_absolute_error), nén lay -
scores dé doc. Chi X_train dugc dua vao cross-validation; 20 buéi validation bén ngoai
chua tham gia fit 1an nao. Pay la cach bd tri hay ding: cross-validation trén train dé
chon tham s6, roi mot phan gitr riéng bén ngoai dé kiém lai model da chon. Ba fold
chénh nhau kha nhiéu (1.09 dén 2.00); nén xem s6 mau va s6 0 trong ctia ting fold dé
hiéu vi sao.

HOI NHANH

Muon cross-validation khong bi ro ri qua buéc dién median, ta dua gi vao

cross_val_score?
A Bang da dién median tinh tU moi hang
B Chidua regressor, con scaler da fit trén toan bang
¢ Bang ma méi fold validation tu dién median ctia n6

D Pipeline gdm imputer, scaler va regressor

Khi di thi
» V6i moi cot, hoi: luc du doan da c6 cot nay chua?

* Moi buéc hoc tir dir liéu (dién 6 trong, chudn héa, ma hoa) nam trong Pipeline; dua ca

Pipeline vao cross-validation.

» Diém tang vot sau khi thém mét cot thi kiém cot ay trude.
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Tom tat
Median, trung binh, do 1éch chuidn, bé6 ma hoa déu hoc tu train, roi gitt nguyén cho dir
lieéu khac.
ColumnTransformer x{ Iy ting nhoém cdt; Pipeline ghép xi Iy v6i model thanh mot
khai.
Cross-validation phai fit lai ca Pipeline trong tung fold.

Pipeline khong chian dugc moi ro ri: ¢t c6 sau lac du doan, ban ghi trung, chon theo

test phai tu ki€ém.

Kiém tra cuéi bai

CAU1
Bang dix liéu cho vay c6 cot s6 (thu nhip, tudi) va cot chir (nghé nghiép, hoc van).
15% s6 dong c6 6 thi€u, va cot thu nhap c6 vai gia tri cuc 16n. Chubi tién xir Iy nao

hgp 1y nhat?

Xda moi dong cé 6 thiéu, dua cot s6 vé khoang 0 dén 1theo min va max, déi cot chit
thanh 0, 1, 2...

Pién 0 vao 6 thiéu, x6a dong c6 thu nhap qué xa trung binh, gilt nguyén thang cét
s6, doi cot chit thanh 0, 1, 2...

Pién median cho cét sé va gia tri hay gap nhat cho cét chit, chdn bét gia tri cuc 16n,
chuén hoéa c6t s6, one-hot cot chit

Gilt nguyén 6 thiéu, chuan héa cét sé, one-hot cét chl, réi dua thang vao
LinearRegression

PE THI  NOAI 2026 Singapore - Vong sd loai - Cau 304
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CAuU 2

Thao tac nao phai hoc mdt con s06 tu train truée khi dung?
Pdéi cm sang m, tuc chia cho 100
Pién 6 thiéu bang median
Péi tén cot theo moét danh sach cé dinh

Nhan mét cét v6i hang s6 ma dé da cho

CAU 3
Bang co6 cot tudi la s6 va cot loai trudng 1a chit. ColumnTransformer chudn héa cot
tudi, one-hot cot loai truong, roi ghép két qua lai. Cach té chiic nay bao dam dugc

diéu gi?
Cac cot khéng dudc chi dinh luén dugc gilf lai, bat ké remainder
M&i nhanh nhan dung nhém cét clia no, réi cac dau ra dugc ghép lai
Scaler va encoder dung chung mét bé trung binh va phudng sai

Encoder tu chon nhiing loai trudng lién quan nhat dén nhan
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CAU 4
OneHotEncoder da hoc hai loai A va B, v6i drop=None va handle_unknown="ignore".

Gap loai C chua tiing thay, nhém c6t nay sé cho vector nao?
(1, 0)
(0,1
(1,1

(0, 0)

CAuU S5
Mot md hinh duge hoc lai méi tuan. Sau 6 tuan, c6 ngudi can dung lai ding md
hinh ctia tuan 3, nhung nhom chi con file mo hinh méi nhat. Mudn dung lai dugc

mot mé hinh da hoc, ta can luu nhimng gi?
D{ liéu da dung, cau hinh, seed, phién ban thu vién, va ca Pipeline da fit
File mé hinh va doan code huan luyén
Code, diém validation va nhat ky huan luyén

File mé hinh, cac tham sé da chon va diém trén test

PE THI  NOAI 2026 Singapore - Vong sd loai - Cau 308
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CAu 6
Ta can du bao truée budi sinh hoat mdt ngay. Cot actual_attendance trong bang
dugc ghi sau su kién, va c6 n6 thi MAE gan bang 0. Nén x Iy thé nao?

Bo cot nay khoi feature, vi luc du bao chua cé né

Gilt cOt nay, nhung dat scaler vao Pipeline

Gilt cot nay, nhung tang s6 fold validation

Gilr c6t nay, mién la khéng dung né lam nhan

CAu 7
Mdi hoc sinh dugc chup anh nhiéu lan, va mdt s6 anh con bi luu lai duéi tén khac.
Muén danh gia trén hoc sinh mdi, ta can lam gi truée khi chay cross-validation?
P&t scaler vao Pipeline, réi chia ngau nhién tiing anh
Gilr ti 1€ nhan & hai phia, thay cho viéc chia theo hoc sinh

Tim cdac anh trung, roi chia theo nhém hoc sinh

P6i tén file, réi chia ngau nhién tiing anh
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CAu 8
Scaler fit trén train c6 mean 10, std 2, va mo hinh hoc trén thang da chuén hoa ay.
Validation c6 mean 20, std 5. Gia tri z = 22 ¢ validation phai dugc dua vao md hinh

thanh bao nhiéu?
(22 — 10)/5 = 2.4
(22 — 10)/2 = 6
(22 — 20)/5 = 0.4

22 -20=2

CAuU 9
M6t nhém chon 20 feature tir ca 100 dong, roi méi chay 5-fold cross-validation, va
thay di€ém rat cao. Kiém lai thé nao cho dang tin?

3 méi fold, chon feature trén phan validation

Dung test dé chon feature, mién 13 khéng fit mé hinh trén test

3 méi fold, chi chon feature tif phan train cua fold dé

Chon mét lan trén ca 100 dong, dung chung cho moi fold

PHONG THEO ) NOAI 2026 Singapore - Chung két - Cau 4
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https://aisingapore.org/wp-content/uploads/2026/04/NOAI-2026-Final-Assessment-Section-1-MCQs-Google-Forms.pdf#page=5

CAu 10

Ta da dung két qua trén test dé chon s6 feature, roi cham lai cdu hinh thang trén

chinh test d6. Mu6n bao mot con s6 doc lap, ta phai lam gi?
A Fit lai md hinh tUf dau véi seed khac réi cham lai
8 DAi tén test thanh validation, giit nguyén diém c(
¢ Bo& budc chon feature khoi Pipeline réi cham lai

D Cham trén d liéu mdi, chua tham gia quyét dinh nao

Poc thém

« scikit-learn — Common pitfalls. Poc cac vi du vé preprocessing khong nhat quan va leakage.

« scikit-learn — Pipelines and composite estimators. Tra cach ghép Pipeline,

ColumnTransformer va tén budc.

« scikit-learn — OneHotEncoder. Xem cach x{r Iy danh muc méi va lua chon mang thua.
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https://scikit-learn.org/stable/common_pitfalls.html
https://scikit-learn.org/stable/modules/compose.html
https://scikit-learn.org/stable/modules/generated/sklearn.preprocessing.OneHotEncoder.html

